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1 Introduction

1.1 Introduction

This report is intended to provide a global understanding of the different network
security technologies that are applicable on the IRMA scope. As it was stated on the
proposal, Project IRMA will provide a new way to create and validate “World Class
Enterprises” based on the creation of an “Intelligent Virtual Factory” (IVF). The IVF
will combine real and proposed manufacturing operations in a Virtual environment to
enable the optimisation of the 5 key functions of a factory, namely:

 Process Design
 Product Design
 Process Control
 Process Monitoring
 Staff Training

Project IRMA objective is to have all these processes carried out electronically using a
common database using simulation to model the different processes. Virtual Reality
workstations and theatres will be interconnected via a secure network. This
communication medium will be used as the “man machine interface” so that all
personnel involved (both locally and at remote locations) can hold a virtual meeting in a
virtual plant.

Given the high sensibility of the data associated with the design, planning and control of
a factory, the IRMA project will integrate the mechanisms required to ensure
information privacy and integrity within its core components.

On this line, the requirements stage of the project has analysed in deep the different
network security requirements that must be addressed within the project. These
requirements have been outlined both on the users requirements and on the IRMA
network security policy. The IRMA network security policy has outlined the different
security services that must be delivered within the IRMA VF. These network security
services are:

 Access Control: Determines who may have access to information within a
system.

 Authentication: Verifies the identity of communicating parties.

 Privacy: Protects sensitive information from being viewed indiscriminately.

 Integrity: Guarantees that information is not tampered with or altered.

 Non-Repudiation: Inability to refuse an information transaction.
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This document is intended to provide a complete vision on the current state of the art on
the Network Security arena and more specifically on the those technologies in charge of
provide the above security services.

The document is divided into the following chapters:

Chapter 1: Introduction

This chapter gives a brief introduction about the IRMA goals and the security
requirements to be addressed. Given the approach of use the Internet to achieve the
different facilities interconnection, a short introduction to the most common Internet
threats is presented. Finally, it gives a brief explanation of the security services that
must be provided under the IRMA project.

Chapter 2: Authentication Technologies

Chapter 2 provides a complete overview of the different technologies applied on the
network authentication field. On this line, it provides short introductions to the different
authentication mechanisms and the schemes applied to achieve keys interchanges on
networking environments.

Chapter 3: Information Confidentiality technologies

This chapter take a look on the different cryptography algorithms applied to achieve
secure information storage and transmission. A short introduction to the problem of
keys management and the different attacks applied to this type of techniques is
provided.

Chapter 4: Information Integrity

This chapter provides a short overview of the different algorithms available on the
information integrity arena. Focus is set up on hash functions. On this line, it is
provided a short introduction to the ideas underlying this technology and a brief
explanation of the most important algorithms released on this arena.

Chapter 5: Non repudiation

Chapter 5 deals with the problem of repudiation. The Virtual Factory will perform
orders coming from many different locations. On this line, it will be required to have a
mechanism to trace the orders precedence and issuer on such a way that nobody can
refuse its responsibility.

Chapter 6: Firewall Technologies

This section address the problem of preserve the IRMA facilities independent from the
Internet. On this line, Firewall technologies provides a method to discern which data
can flow from the IRMA facility to the network and conversely. On this line, the
different firewall technologies are analyzed and some examples of secure firewall
configurations are provided.
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Chapter 7: Virtual Private Network Technologies

Virtual Private Networks deals with the problem of secure interconnection of
geographically distributed networks and users. On this section, the different
technologies released on the last years are analyzed with special focus on the security
solutions proposed on the next generation Internet protocols.

Chapter 8: Intrusion Detection Technologies

Unfortunately, one hundred percent security is an impossible objective. New threats and
software bugs are released each day and the IRMA project networks must be aware of
these problems. On this line, this chapter will address technologies to check the security
of the IRMA systems and identify the presence of a possible attack or intrusion.

Chapter 9: Conclusions

Chapter 9 provides the different conclusions obtained from the technology analysis
performed through this report. These conclusions are completed with some
recommendations on the most suitable technologies for the IRMA project environment.

Chapter 10: Bibliography

Information sources consulted on the elaboration of this document.

Chapter 11: Annex 1: Authentication Products

This chapter takes a look on the leader authentication products that are currently
available. The market analysis is completed with the study of open source solutions.

Chapter 12: Annex 2: Firewall Products

This chapter takes a look on the leader firewall products that are currently available.
The market analysis is completed with the study of open source solutions.

Chapter 13: Annex 3: Virtual Private Networks Products

This chapter takes a look on the leader VPN products that are currently available. The
market analysis is completed with the study of open source solutions.

Chapter 14: Annex 4: Intrusion Detection Products

This chapter takes a look on the leader Intrusion Detection products that are currently
available. The market analysis is completed with the study of open source solutions.

Chapter 15: Annex 5: Glossary

Finally, a glossary on the different terms used on this document is provided.
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1.2 Internet Threats

Internet protocol (IP) is unsurpassed as the base of large networks. It underlies networks
from medium-sized corporate LANs through to the Internet itself. More so than any
other protocol at any level of network architecture, IP is the universal medium of
communications — the lingua franca - of computers all around the world. IP deserves
its popularity. It is flexible, powerful, and well-suited to negotiate communications
between platforms with divergent capabilities.

However, IP-based networks have a weakness related to the structure of IP itself. IP’s
original architects had no reason to provide security features at the IP level, and IP’s
flexibility allows for some creative uses of the protocol that defeat traffic auditing,
access control and many other security measures. IP-based network data is, therefore,
wide open to tampering and eavesdropping. Mass media reports of the Internet’s
fundamental unsuitability for sending sensitive communications, while sometimes
sensationalized, have their basis in fact. The public and business know about the
Internet’s weakness, and they should.

The following graphs show the growth of the Internet related incidents and products
vulnerabilities through the last years. The data has been collected from the CERT
Coordination Center operated by the Carnegie Mellon University.
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A secure situation on a network environment can be resumed such as the situation
where the following requirements are provided:

• the person with whom you’re communicating really is that person
• no one can eavesdrop on your communication
• the communication you’ve received has not been altered in any way

during transmission
• the communication can be established whenever the two parties

agree.

These four security needs, in industry terms, are:
• authentication
• confidentiality
• integrity
• availability

The above security needs will be analyzed on section 1.4.

1.3 Common Network Attacks

The architecture of the modern, large, IP-based network, unfortunately, makes difficult
to ensure all the requirements outlined on the previous section. On this point, it will be
introduced four of the most common attacks that are performed on insecure network
environments:

• Spoofing
• Session Hijacking
• Eavesdropping
• Man-in-the-Middle



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 11/204

Spoofing

The first difficulty IP networks pose is that it is difficult to know where information
really comes from. A technique called IP spoofing takes advantage of this weakness. To
understand spoofing, you need to understand how information travels across the
network. At the IP level, information is broken into small, manageable chunks of data
called packets. Each of these packets contains three things:

IP address of the
data destination

IP address  of
the data source The Data

Simplified IP packet

The structure of the IP packet, together with the logic of IP subnetting, gives IP much of
its adaptability in terms of routing and traffic management, and much of its scalability.
When two nodes on an IP network are communicating, the data stream between them is
broken up into these packets, and released into the network. The route each packet takes
to get to its destination isn’t controlled by any particular network element — neither the
sending node, nor any single device in between. Nor does any single device on the
network have to know all the details of the network architecture to direct the packet to
its destination. Most of the devices in between need only know the relative directions of
the sending and receiving nodes, and need only be responsible for pointing the packet
the right way, subject to traffic levels and bandwidth availability. So the packet wends
its way through whatever nets and subnets are available to get where it’s going. Two
adjacent parts of an e-mail message need not even travel the same route. The net can
direct them however it wishes, according to how busy the various network segments
are. At the other end, the receiving node takes the packets, reads the sending address,
and puts it all back together.

The difficulty with this from a security perspective, however, is that source IP addresses
in IP packet headers are easily changed. The attack — called spoofing — makes a
packet coming from one machine appear to come from somewhere else altogether.

Session Hijacking

Spoofing is one level of attack. It makes possible another. If the TCP/IP-based e-mail
client program trusts an IP source address to know that it’s really communicating with
the mail server, nothing prevents someone with sufficiently advanced tools from taking
over the connection, sending the mail server a message to cut the link, and thereafter
communicating through the same TCP link with the client.

The fact that is that if has been identified the person with whom you’re communicating
once, doesn’t mean you can depend on IP to ensure it will be the same person through
the rest of the session. You need a scheme that authenticates the data’s source
throughout the transmission.
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Electronic Eavesdropping —Ethernet LANs and Sniffing

Sniffing is another attack that’s possible in Ethernet-based IP networks. Ethernet LANs
make up a large part of most networks. Ethernet technology has the advantages of being
cheap, universally available, well-understood and easy to expand. It has the
disadvantage of making sniffing easy.

In most Ethernet LANs, packets are available to every Ethernet node on the network.
Conventionally, each node’s network interface card (NIC) only listens and responds to
packets specifically addressed to it. It’s relatively easy, however, to put many Ethernet
NICs in what’s called “promiscuous mode” — meaning they can collect every packet
that passes on the wire. There’s no way to detect such a NIC from elsewhere on the
network, because the NIC doesn’t do anything to the packets when it picks them up.

A type of software colloquially called a “sniffer” (after the original network analysis
tool designed to do this — Network General’s Sniffer) can take advantage of this
feature of Ethernet technology. Such tools can record all the network traffic going past
them. As such they are a necessary part of the tool kit of any network diagnostician
working with Ethernets — allowing them to determine quickly what’s going through
any segment of the network. However, in the hands of someone who wants to listen in
on sensitive communications, a sniffer is a powerful eavesdropping tool.

The Man-in-the-Middle attack

The most obvious solution to the problems of IP security threats is the use of encryption
technologies that conceal and authenticate the data passed in IP packets. But there are
complications in doing this.

To use encryption, you first have to exchange encryption keys. Encryption keys are bits
of information — a little like passwords — that are used with encryption algorithms to
scramble and unscramble data. The purpose of the key is that once you’ve encrypted
data with that key you need the same key to decrypt it.

But exchanging unprotected keys through the network might easily defeat the whole
purpose, since those keys could easily be intercepted and open up yet another type of
attack — a threat academic cryptographers refer to as a man-in-the-middle attack. A
sophisticated attacker employing spoofing, hijacking and sniffing could actually work
his way into such a key exchange, in a system that left the way open. He could plant his
own key early in the process so that, while you believed you were communicating with
one party’s key, you would actually be using a key known to the man-in-the-middle.
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1.4 Security Services

1.4.1 Identification & Authentication

What is your name, social security number and phone number?" "What is your mother’s
maiden name?" Customer service representatives ask these questions to identify us and
verify that we are who we say we are, before giving us our account information or
making a transaction.

Similarly, the identification/authentication security service comes into play at the
beginning of a secure transaction and is arguably the most important security building
block. Without the process of determining whether individuals or systems are whom
they claim, you cannot know for certain with whom you are really communicating.

Identification and authentication are often used interchangeably by the information
security industry. This practice is incorrect because even though the two processes are
related, they have different purposes and are quite different.

Identification is the process of presenting the identity of an individual in a transaction.
Identification alone, however, does not ensure that participants are legitimate users
and/or systems. To solve this problem, the authentication process comes into play.  

Authentication is the process of verifying the identity of various participants
(users/systems) exchanging information. Ideally, three factors are used to uniquely
identify and then authenticate an individual:

• Something the user knows (user name plus a password, PIN or pass phrase)
• Something the user has (badge, ID card, floppy disk with ID or smart card)
• Something the user is (biometrics: fingerprint scan or retinal scan)

Once a legitimate user has gone through this verification process, the security system
needs to determine the authorization privileges assigned to the user.

Authentication over the Internet presents several problems. It is relatively easy to
capture identification and authentication (I&A) data (or any data) and replay it in order
to impersonate a user. As with other remote I&A, and often with internal I&A, there can
be a high level of user dissatisfaction and uncertainty which can make I&A data
obtainable via social engineering. Having additional I&A for use of the Internet may
also contribute to I&A data proliferation, which is difficult for users to manage. Another
problem is the ability to hijack a user session after the I&A has been performed.

1.4.2 Confidentiality

Espionage is no longer limited to the CIA, NSA or James Bond movies. It has moved
into everyday corporate life. The confidentiality security service helps to protect
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information from unauthorized eavesdropping as it passes through a corporation’s
information network. Confidentiality, or privacy as it is sometimes called, has two
functions:

1. To allow for a digital signature, or, an encrypted hash that can be used by
someone to authenticate the identity of the sender of a message or of the
signer of a document. A digital signature combines attributes of the
authentication, integrity and confidentiality building blocks to provide strong
authentication and a higher level of integrity.

2. To keep the contents of a transaction private. This more familiar function of
confidentiality is the process of keeping information secret from all but those
who are authorized to see it. 

A common example of securing electronic information is cryptography. Cryptography
is the art and science of keeping messages secure/confidential, and it consists of two
parts. Encryption is the process of protecting the message and an encrypted message is
called ciphertext. It can be though of the encryption process as the same it is achieved
putting a letter in a sealed envelope, except now it is protected the original message(s)
with a "cryptographic envelope." The process for turning ciphertext back into plaintext
is called decryption.

There are different types of information that is secured, with different uses for that
information. Accordingly, there are differing methods available to protect data. To
protect something like a database, one approach is to restrict access to that file using a
password.

Whoever holds the data may store a password for each person that requires access. Such
a scheme doesn't always work, however, when access to the computer holding the data
isn't secure (enough.) Especially in a networked environment, there's the possibility that
someone will either "guess" a valid password, or find a way around the password
altogether. In those cases, the data must be scrambled using a key - the scrambling
changes readable plaintext to unrecognisable ciphertext.

Symmetric ciphers do just that. Those algorithms encrypt data using a key, anyone
wishing to read that data needs the same key. This method works great for keeping
private data private, but suppose you wish to transmit the data to someone else.
Managing a different key for everybody you wish to communicate privately with may
or may not be a problem, but sharing those keys securely probably is.

Asymmetric ciphers attempt to solve the key-sharing problem by eliminating the need
to communicate each key in secret. Each person involved remembers one key that isn't
shared; another key is made public. Any message can be encrypted using one's public
key, the corresponding private key is needed to decrypt the message.

1.4.3 Integrity
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Integrity of the data and/or the systems used everyday is obviously very important.
When we are a party to a transaction, we want some level of assurance that the contents
of the transaction have not been altered in some way by an unauthorized user. 

In some industries, integrity is absolutely critical. Imagine if after every time somebody
sends the orders to the Virtual Factory, some of the information were altered. Think of
the ramifications if these order where controlling a production plant or a nuclear reactor
with high radiation levels. An incorrect production command and/or misstated reactor
status number could have fatal consequences for the week production or may cause a
terrible nuclear accident.

The integrity security service ensures the correctness of the content and/or source of a
piece of information. When integrity is incorporated into an overall security system, a
user can have a high level of assurance that data will not be modified by unauthorized
persons during storage or transmittal. This information could consist of, but is not
limited to, a simple e-mail message, a word processing document, or a factory control
command. 

A classic integrity example is the "tamperproof" checks we use today, and the bank’s
requirement that we write the amount in both words and numbers on our checks to
discourage tampering. A more modern example is the utilization of mathematical
algorithms called "hash" functions to provide integrity. 

Hash values are the primary way people ensure data integrity today. The two most
common hash functions are the United States Government Secure Hash Algorithm
(SHA-1) and RSA’s Message Digest (MD5). SHA-1 is considered by many
cryptographers to be the stronger of the two. SHA-1 uses a 160-bit hash value to
represent the message, while MD5 uses a 128-bit hash value. 

Public hash functions such as these can provide a fixed length numerical value (hash)
on a message of any length. The hash value provides an error detection capability. A
change in any bit or bits in the message results in a different hash value. These hash
functions are one-way functions, which means that one can generate a hash code from a
message, but not generate the message from using the hash code.

The integrity security building block helps to ensure that the contents of a message are
correct during storage and transmission.

1.4.4 Non repudiation

Another security building block is the ability to provide non-repudiation, which cannot
occur until the previous security services are in place.

The majority of the security industry defines non-repudiation as the ability of the
recipient of the transaction to prove to a third party that the sender really did send the
message. While this definition is good, it is only half of what is needed to claim full
non-repudiation on a transaction.
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When applied with the other security services, non-repudiation can be used by both the
sender(s) and recipient(s) to prove to a third party:

1. That the sender(s) did indeed send the transaction(s), and
2. That the recipient(s) received the exact same transaction(s). 

If this full non-repudiation seems very basic, it is. However, actually proving
participation of all parties involved in a transaction is actually quite difficult, and much
of this proof is done transparently, without user intervention. To provide full non-
repudiation for both parties, the following steps must be taken:

• All parties must be identified and authenticated
• All parties must be authorized to perform the functions required.
• The integrity of the transaction content must be intact throughout the

entire process
• Certain transaction information needs to be confidential for

authorized users only
• All transactions must be fully audited

Only when all of the items listed above are correctly pieced together can an
organization(s) or individual(s) claim non-repudiation.

1.4.5 Auditing

Given that there is no such thing as 100 percent security, the next best option is to
provide a high level of assurance that an unauthorized event will not occur. In the event
that an unauthorized event does happen, an auditing system needs to be in place to
provide digital forensics. This is where the last security service, auditing, comes into
play. A properly configured audit trail system will, at a minimum, answer the questions,
"Who did what, when, where, and how?"

Intrusion detection systems (network/host based) and firewalls can tell that a problem
has occurred, but determining the full extent of that intrusion requires an in-depth
analysis of detailed records. These records form an audit trail. An audit trail system
chronologically records user, system, application and network activities to an extent
sufficient to reconstruct a sequence of events. This tracking is very important in the
areas of financial transactions, where transactions must not be able to be refuted by any
of the transaction participants. 

A simple example of an audit trail in the medical industry would be a patient’s medical
chart. This chart would show who did what treatment, when they did it, and where and
how it was administered. A more sophisticated example would be the scenario of a
financial system providing online banking or trading and using an audit trail system to
keep records of all transactions.

While a properly configured audit trail system will record transaction data, it cannot by
itself prove the parties involved, authorization level of participants, improper disclosure
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of information, and integrity of the transaction. The audit trail is a record of all the
events that occurred.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 18/204

2 Authentication Technologies

2.1 Introduction

Networking technologies has expanded the possibility of suffering attacks on
corporative information systems. Nowadays the conception of aisled information
systems doesn’t have sense, but networking and specially the use of public networks to
interconnect remote networks or users require the provision of accurate security
technologies to allow business continuity. One of the first steps to implement a secure
architecture is to be able to unequivocally determine who has access to the shared
resources.

Authentication is the process where a network user establishes a right to an identity -- in
essence, the right to use a name. Authentication is really a two-part process. First the
sender, requester, or initiator identifies him- her- or itself. The identification is a
statement of who the user or network machine is. After this, the initiator must prove that
it is really who he says it is. This is authentication, the proof of identification.

Identification usually is an easy process. Nevertheless, high sensibility network
environments skip the fact of reveal any type of information about their users and
establish secure communication channels1 as previous step to the identification process.
On this way, the identification is sent on a confidential way. An example of this
behavior can be found on the ATM bank machines where customers account numbers
are transmitted through a secure channel.

There is a large number of techniques that may be used to authenticate a user or
computer trying to access a restricted resource. Some samples can be found on
passwords, biometric techniques, smart cards, digital certificates etc. Traditionally, the
authentication techniques has been classified on four categories:

• Those based in something the user knows: Users know passwords, pass-phrases,
personal identification numbers (PIN numbers), etc.

• Those based in something the user have: Users may possess physical or
electronic keys, smart-cards, magnetic-strip cards, digital certificates, etc.

• Those based in something the user are: No two human beings are the same.
Under this approach, facts of nature are used to distinguish users. Examples
include fingerprints, retinal patterns, hand geometry, etc.

• Mixed approaches

To improve security on authentication systems the above categories are usually mixed.
An example of mixed approaches are ATM bank cards where authentication is achieved
thanks to something the user have (magnetic-card) and something the user knows (PIN

                                                
1 Authentication protocols to establish the secure channels will be analyzed in 2.7.
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number). As more checks are added, the statistical certainty of authentication goes up,
but so does the cost.

On the scope of this document, Client authentication will refer to the confident
identification of a client by a server (that is, identification of the person assumed to be
using the client software). Server authentication will refer to the confident identification
of a server by a client (that is, identification of the organization assumed to be
responsible for the server at a particular network address). Mutual authentication will
refer to the situation where server and client authentication are performed.

2.2 Authentication based on secrets

Today, most computer system use identification and authentication through username
and password as their first line of defence. For most users, this mechanism has become
an integral part of the routine of starting a session on their computer. We have thus a
mechanism that is widely accepted and not too difficult to implement. On the other
hand, obtaining a valid password is an extremely common way of gaining unauthorized
access to a computer system. Independently of user responsibilities inherent to this
scheme like don’t tell his password to a colleague or write it on a note posted on the
computer screen, there are three major threats affecting this approach:

- Password guessing
- Spoofing attacks
- Sniffers

Password accidentally guessing for an attacker is a risk that cannot be completely
prevented. On this way, the only defence possible is to keep the probability for such
events as low as possible.

To reduce the probability it is important to know that attackers essentially follow two
guessing strategies,

- exhaustive search, try all possible combinations of valid symbols, up to a
certain length,

- Intelligent search, search trough a restricted name space, e.g. try
passwords hat are somehow associated with a user like name or its
private life (car brand, etc), or try passwords that are generally popular,
e.g. dictionary attacks trying all the passwords form an on-line
dictionary.

On this way, user defences to skip have their passwords compromised are:
- Change default passwords delivered with the equipments or during the

account creation process
- To thwart exhaustive search, a minimum password length of eight

characters should be prescribed.
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- Password format should maximize the search space. On this way the
password must include a mix of upper and lower case symbols and
include numerical and non-alphabetical characters.

- Avoid obvious passwords. Attackers are equipped with lists of popular
passwords in almost all languages extended with popular passwords.

Identification and authentication through shared secrets provides unilateral
authentication. A user enters a password and the server verifies the user’s identity, but
the user doesn’t have any guarantee about who has received its password.

Some examples of password spoofing can be found on the creation of programs that
presents fake login screens on a workstation or in a man in the middle attack. In the first
example, when a user tries to do log-in the system, he will give his password to the
attacker program. On this moment the fake log-in program will finish its execution and
will return the control to the original log-in program. After that, the user retries
successfully to access on his computer.

The second attack refers to the possibility for an attacker to intercept the communication
channel and claim that it is the authentication server. The user will send the password to
the attacker and after store it, the attacker will forwards the authentication request to the
original server.

Finally, another frequent attack is the use of network sniffers to detect authentication
sessions and read the user authentication information from the network. This attack is
quite easy to achieve since there are several sniffer program freely available on the
Internet and the only requisite is to have a computer connected to any of the
subnetworks where the authentication packets will be transferred.

Possible solutions to avoid these attacks include:
• Displaying the number of failed logins to allow the user to know that such an

attack has happened.
• Trusted path: Guarantee that the user communicates with the right authentication

program and not with a spoofing program. For example, Windows NT has a
secure attention sequence CTRL+ALT+DEL that invokes the Windows NT
operating system login screen.

• Mutual authentication: Require stronger guarantees about the identity of the
system the user is communicating with.

• Grant privacy during the password transmission: Establish cryptographically
secure channels to disallow password sniffers attacks.

Obviously, all the above considerations have assumed that passwords must be securely
stored on the network host. On this line, the network host operating system should be
accordingly fortified and the password warehouse security should be reinforced with the
help of cryptographic protections and access control protection.

2.3 One Time Passwords
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There has been a significant amount of discussion and reams of documentation on the
proper length, structure, and format of user identifiers and password. Debates abound on
what is the proper period or time frame between password changes. In reality, the best
time frame between password changes is every time they are used.

In their identification of methods to improve system security, the CERT at Carnegie
Mellon recommends the use of one-time passwords as a method of securing password
files on servers. There are different approaches available to implement one-time
passwords. Variations include:

• shared lists of one-time passwords. The user and the system use a sequence or
set of t secret passwords, (each valid for a single authentication), distributed as a
pre-shared list. A drawback is maintenance of the shared list. If the list is not
used sequentially, the system may check the entered password against all
remaining unused passwords.

• A variation involves use of a challenge-response table, whereby the user and the
system share a table of matching challenge-response pairs, ideally with each pair
valid at most once.

• Sequentially updated one-time passwords. Initially only a single secret password
is shared. During authentication using password i, the user creates and transmits
to the system a new password (password i + 1) encrypted under a key derived
from password. This method becomes difficult if communication failures occur.

• One-time password sequences based on a one-way function. Lamport’s one-time
password scheme is described below. This method is more efficient (with
respect to bandwidth) than sequentially updated one-time passwords, and may
be viewed as a challenge-response protocol where the challenge is implicitly
defined by the current position within the password sequence.

In Lamport’s one-time password scheme, the user begins with a secret w. A one-way
function2 (OWF) H is used to define the password sequence: w, H(w), H(H(w)), : : :, H t
(w). The password for the ith   identification session, 1<= i <= t, is defined to be wi =
Ht-i (w).

Suppose that A wants to authenticate its identity to B. A knows the OWF and his/her
password to access the resource (w). B knows the result of Ht(w) and the OWF. On this
case, A’s equipment computes wi = H t-i (w) (easily done either from w itself, or from an
appropriate intermediate value saved during the computation of H t (w) initially), and
transmits wi to B.

B checks that i = iA and that the received password wi satisfies: H(wi) =wi-1 . If both
checks succeed, B accepts the password, sets iA = iA + 1,and saves wi for the next
session verification.

                                                
2 A one-way function is a function that is relatively easy to compute but significantly
harder to undo or reverse. That is, given x it is easy to compute f(x), but given f(x) it is
hard to compute x.
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2.4 Authentication based on Digital Certificates

The most widely-discussed of the authentication technologies, and the one that has been
most widely-adopted to date, is "digital certificates" technology. Digital certificates are
based on a method of cryptography known as "public key" or "asymmetric"
cryptography.

Traditional methods of cryptography require some secure means by which the parties to
an encrypted communication can exchange a single secret key in advance – a method
that is not readily adapted to open communications networks. Public key cryptography,
by contrast, allows parties to exchange encrypted data without communicating a shared
secret key in advance. Rather than using a single key, public key cryptography uses two
mathematically interrelated keys for each communicating party: a "public key" that is
disclosed to the public, and a corresponding "private key" that is kept secret. A message
that is encrypted with a public key can only be decrypted by the corresponding private
key, and vice versa.

It is this unique interrelationship that permits the creation of "digital signatures:" if the
sender of a message encrypts a message with his private key, and the recipient of the
message is able to decrypt it using the corresponding public key, the recipient can be
sure that the message could only have been sent by someone with control over the
private key. By confirming that the corresponding public key "belongs" to a particular
person or organisation, or is associated with some attribute, the receiving party can
verify that information.

Certificates work much the same way as any many other familiar forms of
identification. Like in the process to get a driver's license, the future driver apply to a
government agency, which verifies his/her identity, his/her ability to drive and other
information before issuing the license, a digital certificate must be issued by a trusted
third party that validate identities. This trusted third party is known as Certification
Authority (CA).

The certificate issued by the CA binds a particular public key to the name of the entity
the certificate identifies. Certificates help prevent the use of fake public keys for
impersonation. Only the public key certified by the certificate will work with the
corresponding private key possessed by the entity identified by the certificate.

Example of digital certificate
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In addition to a public key, a certificate always includes the name of the entity it
identifies, an expiration date, the name of the CA that issued the certificate, a serial
number, and other information. Most importantly, a certificate always includes the
digital signature of the issuing CA. The CA's digital signature allows the certificate to
function as a "letter of introduction" for users who know and trust the CA but don't
know the entity identified by the certificate.

Digital Certificates format has suffer some updates from its first release in 1988. Next
paragraphs provide a short explanation of digital certificates history.

ITU-T X.509 (formerly CCITT X.509) or ISO IEC/ITU 9594-8, which was first
published in 1988 as part of the X.500 Directory recommendations, defines a standard
Public Key Certificate format: X.509. The format in the 1988 standard is called the
version 1 (v1) format.

When X.500 was revised in 1993, two more fields, subjectUniqueIdentifier and
issuerUniqueIdentifier were added, resulting in the version 2 (v2) format. These two
fields may be used to support directory access control.

The Internet Privacy Enhanced Mail (PEM) RFCs, published in 1993, include
specifications for a public key infrastructure based on X.509 v1 public key certificates.
The experience gained in attempts to deploy PEM made it clear that the v1 and v2
public key certificate formats are deficient in several respects. Most importantly, more
fields were needed to carry information which PEM design and implementation
experience has proven necessary. In response to these new requirements, ISO IEC, ITU,
and ANSI X9 developed the X.509 version 3 (v3) PKC format. The v3 format extends
the v2 format by adding provision for additional extension fields. Particular extension
field types may be specified in standards or may be defined and registered by any
organization or community. In June 1996, standardization of the basic v3 format was
completed

ISO/IEC, ITU, and ANSI X9 have also developed standard extensions for use in the v3
extensions field. These extensions can convey such data as additional subject
identification information, key attribute information, policy information, and
certification path constraints.

Section 2.7 will provides a detailed description of the authentication scheme based on
digital certificates.

2.4.1 Public Key Infrastructure (PKI)

Users of public key-based systems must be confident that, any time they rely on a
public key, the subject that they are communicating with owns the associated private
key, this applies whether an encryption or digital signature mechanism is used. This
confidence, as it was explained on the previous section, is obtained through the use of
public key certificates, which are data structures that bind public key values to subjects.
The binding is achieved by having a trusted Certification Authority (CA) verify the
subject's identity and digitally sign each public key certificate.
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A Public Key Certificate (PKC) has a limited valid lifetime, which is indicated in its
signed contents. Because a PKC's signature and timeliness can be independently
checked by a certificate-using client, PKCs can be distributed via untrusted
communications and server systems, and can be cached in unsecured storage in
certificate-using systems.

PKCs are used in the process of validating signed data. Specifics vary according to
which algorithm is used, but the general process works as follows:

• The recipient of signed data verifies that the claimed identity of the user is in
accordance with the identity contained in the PKC;

• The recipient validates that no PKC in the path is revoked(e.g., by retrieving a
suitably-current Certificate Revocation List (CRL) or querying an on-line
certificate status responder), and that all PKCs are within their validity periods at
the time the data was signed;

• The recipient verifies that the data are not claimed to have any values for which
the PKC indicates that the signer is not authorized;

• The recipient verifies that the data have not been altered since signing, by using
the public key in the PKC.

• If all of these checks pass, the recipient can accept that the data was signed by
the purported signer3. The process for keys used for encryption is similar.

2.4.1.1 Architecture Model

A Public Key Infrastructure is defined as:

The set of hardware, software, people, policies and procedures
needed to create, manage, store, distribute, and revoke PKCs
based on public-key cryptography.

A PKI consists of five types of components:

• Certification Authorities (CAs) that issue and revoke PKCs;
• Organizational Registration Authorities (ORAs) that vouch for the binding

between public keys and certificate holder identities and other attributes;
• PKC holders that are issued certificates and can sign digital documents and

encrypt documents;

                                                
3 It is of course possible that the data was signed by someone very different from the signer, if for
example the purported signer's private key was compromised. Security depends on all parts of the
certificate-using system, including but not limited to: physical security of the place the computer resides;
personnel security (i.e., the trustworthiness of the people who actually develop, install, run, and maintain
the system); the security provided by the operating system on which the private key is used; and the
security provided the CA. A failure in any one of these areas can cause the entire system security to fail.
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• Clients that validate digital signatures and their certification paths from a known
public key of a trusted CA;

• Repositories that store and make available PKCs and Certificate

• Revocation Lists (CRLs).

Next Figure is a simplified view of the architectural model assumed by the PKIX
Working Group.

PKI Entities

2.4.1.2 Functions of a PKI

This section describes the major functions of a PKI. In some cases, PKIs may provide
extra functions.

Registration

This is the process whereby a subject first makes itself known to a CA (directly, or
through an RA), prior to that CA issuing a PKC or PKCs for that subject. Registration
involves the subject providing its name (e.g., common name, fully-qualified domain
name, IP address), and other attributes to be put in the PKC, followed by the CA
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(possibly with help from the RA) verifying in accordance withits Certification Practice
Statement (CPS) that the name and other attributes are correct.

Initialization

Initialization is when the subject (e.g., the user or client system) gets the values needed
to begin communicating with the PKI. For example, initialization can involve providing
the client system with the public key or PKC of a CA, or generating the client system's
own public-private key pair.

Certification

This is the process in which a CA issues a PKC for a subject's public key, and returns
that PKC to the subject or posts that PKC in a repository.

Key Pair Recovery

In some implementations, key exchange or encryption keys will be required by local
policy to be "backed up," or recoverable in case the key is lost and access to previously-
encrypted information is needed. Such implementations can include those where the
private key exchange key is stored on a hardware token that can be lost or broken, or
when a private key file is protected by a password which can be forgotten. Often, a
company is concerned about being able to read mail encrypted by or for a particular
employee when that employee is no longer available because she is ill or no longer
works for the company.

In these cases, the user's private key can be backed up by a CA or by a separate key
backup system. If a user or her employer needs to recover these backed up key
materials, the PKI must provide a system that permits the recovery without providing an
unacceptable risk of compromise of the private key.

Key Generation

Depending on the CA's policy, the private-public key pair can either be generated by the
user in his local environment, or generated by the CA. In the latter case, the key
material may be distributed to the user in an encrypted file or on a physical token (e.g., a
smart-card or PC card).

Key Update

All key pairs need to be updated regularly (i.e., replaced with a new key pair) and new
PKCs issued. This will happen in two cases: normally, when a key has passed its
maximum usable lifetime; and exceptionally, when a key has been compromised and
must be replaced.

Key Expiry

In the normal case, a PKI needs to provide a facility to gracefully transition from a PKC
with an existing key to a new PKC with a new key. This is particularly true when the
key to be updated is that of a CA. Users will know in advance that the key will expire
on a certain date; the PKI, working together with PKC-using applications, should allow
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for appropriate keys to work before and after the transition. There are a number of ways
to do this; see [CMP] for an example of one.

Key Compromise

In the case of a key compromise, the transition will not be "graceful" in that there will
be an unplanned switch of PKCs and keys; users will not have known in advance what
was about to happen.

Still, the PKI must support the ability to declare that the previous PKC is now invalid
and shall not be used, and to announce the validity and availability of the new PKC.

Further, users will likely have to be notified by out-of-band mechanisms about the
change in CA keys. If the old key is compromised, any "update" message telling
subordinates to switch to a new key could have come from an attacker in possession of
the old key, and could point to a new public key for which the attacker already has the
private key. It is possible to have anticipated this event, and "pre-placed" replacement
Root CA keys with all relying parties, but some secure, out-of-band mechanism will
have to be used to tell users to make the switch, and this will only help if the
replacement key has not been compromised.

Additionally, once the Root CA is brought back up with a new key, it will likely be
necessary to re-issue PKCs, signed with the new key, to all subordinate users, since
their current PKC would be signed with a now-revoked key.

Cross-certification

A cross-certificate is a PKC issued by one CA to another CA which contains a public
CA key associated with the private CA signature key used for issuing PKCs. Typically,
a cross-certificate is used to allow client systems or end entities in one administrative
domain to communicate securely with client systems or end users in another
administrative domain. Use of a cross-certificate issued from CA_1 to CA_2 allows
user Alice, who trusts CA_1, to accept a PKC used by Bob, which was issued by CA_2.
Cross-certificates can also be issued from one CA to another CA in the same
administrative domain, if required.

Cross-certificates can be issued in only one direction, or in both directions, between two
CA's. That is, just because CA_1 issues a cross-certificate for CA_2, CA_2 does not
have to issue a cross-certificate for CA_1.

Revocation

When a PKC is issued, it is expected to be in use for its entire validity period. However,
various circumstances may cause a PKC to become invalid prior to the expiration of the
validity period. Such circumstances include change of name, change of association
between subject and CA (e.g., an employee terminates employment with an
organization), and compromise or suspected compromise of the corresponding private
key. Under such circumstances, the CA needs to revoke the PKC.

X.509 defines one method of PKC revocation. This method involves each CA
periodically issuing a signed data structure called a certificate revocation list (CRL). A
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CRL is a time stamped list identifying revoked PKCs that is signed by a CA and made
freely available in a public repository. Each revoked PKC is identified in a CRL by its
PKC serial number. When a certificate-using system uses a PKC, that system not only
checks the PKC signature and validity but also acquires a suitably recent CRL and
checks that the PKC serial number is not on that CRL. The meaning of "suitably recent"
may vary with local policy, but it usually means the most recently issued CRL. A CA
issues a new CRL on a regular periodic basis (e.g.,   hourly, daily, or weekly). CA's may
also issue CRLs aperiodically.

For example, if an important key is deemed compromised, the CA may issue a new
CRL to expedite notification of that fact, even if the next CRL does not have to be
issued for some time. (A problem of aperiodic CRL issuance is that end-entities may not
know that a new CRL has been issued, and thus may not retrieve it from a repository.)

An entry is added to the CRL as part of the next update following notification of
revocation. An entry may be removed from the CRL after appearing on one regularly
scheduled CRL issued beyond the revoked PKC's validity period. Leaving the revoked
PKC on the CRL for this extra period allows for PKCs that are revoked prior to issuing
a new CRL and whose invalidity date falls before the CRL issuing time to be accounted
for. If the revoked PKC is not retained on the CRL for this extra period then the
possibility arises that a revoked PKC may never appear on a CRL.

An advantage of the CRL revocation method is that CRLs may be distributed by exactly
the same means as PKCs themselves, namely, via untrusted communications and server
systems.

One limitation of the CRL revocation method, using untrusted communications and
servers, is that the time granularity of  revocation is limited to the CRL issue period. For
example, if a revocation is reported now, that revocation will not be reliably notified to
certificate-using systems until the next CRL is issued, which may be up to one hour, one
day, or one week depending on the frequency that the CA issues CRLs.

As with the X.509 v3 PKC format, in order to facilitate interoperable implementations
from multiple vendors, the X.509 v2 CRL format needed to be profiled for Internet use.
However, PKIX does not require CAs to issue CRLs.

On-line methods of revocation notification may be applicable in some environments as
an alternative to the X.509 CRL. PKIX defines a few protocols that support on-line
checking. OCSP, DVCS, and SCVP all support on-line checking of the status of PKCs.

On-line revocation checking may significantly reduce the latency between a revocation
report and the distribution of the information to relying parties. Once the CA accepts the
report as authentic and valid, any query to the on-line service will correctly reflect the
PKC validation impacts of the revocation. However, these methods impose new security
requirements; the PKC validator must trust the on-line validation service while the
repository does not need to be trusted.

Certificate and Revocation Notice Distribution and Publication

The PKI is responsible for the distribution of PKCs and PKC revocation notices
(whether in CRL form or in some other form) in the system.
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"Distribution" of PKCs includes transmission of the PKC to its owner, and may also
include publication of the PKC in a repository. "Distribution" of revocation notices may
involve posting CRLs in a repository, transmitting them to end-entities, or forwarding
them to on-line responders.

2.4.2 Privilege Management Infrastructure (PMI)

Many systems use the PKC to perform identity based access control decisions (i.e., the
identity may be used to support identity-based access control decisions after the client
proves that it has access to the private key that corresponds to the public key contained
in the PKC). For many systems this is sufficient, but increasingly systems are beginning
to find that rule-based and role-based access control is required. These forms of access
control decisions require additional information that is normally not included in a PKC,
because the lifetime of the information is much shorter than the lifetime of the public-
private key pair. To support binding this information to a PKC the Attribute Certificate
(AC) was defined in ANSI and later incorporated into ITU-T Recommendation X.509.
The AC format allows any additional information to be bound to a PKC by including, in
a digitally signed data structure, a reference back to one specific PKC or to multiple
PKCs, useful when the subject has the same identity in multiple PKCs. Additionally, the
AC can be constructed in such a way that it is only useful at one or more particular
targets (e.g., web server, mail host).

Users of a PMI must be confident that the identity purporting to posses an attribute has
the right to possess that attribute. This confidence may be obtained through the use of
PKCs or it may be configured in the AC-using system. If PKCs are used the party
making the access control decision can determine "if the AC issuer is trusted to issue
ACs containing this attribute."

ACs are complicated by the fact that they can point to an identity which may be in more
than one PKC. If the RP has multiple certification chains to chose from then it has to
make the determination as to which certification path to trust. Regardless, before the RP
uses the AC it must make sure that a path from the AC back to its trust point is valid.

2.4.2.1 Architectural Model

A Privilege Management Infrastructure, or PMI, is defined as:

    The set of hardware, software, people, policies and procedures
    needed to create, manage, store, distribute, and revoke ACs.

A PMI consists of five types of components [AC]:

• Attribute Authorities (AAs), or Attribute Certificate Issuer, that issue and revoke
ACs;

• Attribute Certificate Users that parses or processes an AC;

• Attribute Certificate Verifiers that check the validity of an AC and then makes
use of the result;
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• Clients that request an action for which authorization checks are to be made;

• Repositories that store and make available certificates and Certificate

Revocation Lists (CRLs).

AC Exchanges

2.4.2.2 Attribute Certificates

ANSI X.9 first published the Attribute Certificate format. It defined the standard
version 1 (v1) attribute certificates format. They later created a version 2 (v2) attribute
certificates by modifying the owner field to point to either an identity or a specific PKC
and including an extension mechanism. In 1997 ITU-T included it in X.509.

ANSI, ITU-T, and IETF have developed standard extensions and attributes for use in
the v2 attribute certificates. Extensions can convey such information as an audit identity
that can be used to create an audit trail, identity specific servers and services where the
attribute certificates owner can use their attribute certificates, point to a specific issuer's
key, and indicate where to get revocation information. The attribute certificates is
generic enough to allow any attribute to be conveyed in the data structure. Without
limiting the attributes and extensions that can be included in an attribute certificates it is
very difficult to develop interoperable implementations for Internet use.

The attribute certificates profile constrains many of the options allowed in X.509. For
example, the attribute certificates chains, like their Public Key Certificates brethren, are
allowed by X.509, but the attribute certificates profile recommends that they not be
supported in to simplify the implementation.
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2.5 Authentication based on the use of Smart-Cards

The smart card technology is one of the latest additions to the world of information
technology. Similar in size to today's plastic payment card, the smart card has a
microprocessor or memory chip embedded in it. The chip stores electronic data and
programs that are protected by advanced security features. When coupled with a reader,
the smart card has the processing power to serve many different applications. As an
access-control device, smart cards make personal and business data available only to the
appropriate users. Another application provides users with the ability to make a
purchase or exchange value. Smart cards provide data portability, security and
convenience.

Smart cards come in two varieties: memory cards and microprocessor cards. Memory
cards simply store data and can be viewed as a small floppy disk with optional security.
A microprocessor card, on the other hand, can add, delete and manipulate information in
its memory on the card. Similar to a miniature computer, a microprocessor card has an
input/output port operating system and hard disk with built-in security features.

There are different types of security mechanisms used in smart cards. Those necessary
for a memory-only card are less sophisticated than those for a microprocessor card.

Access to the information contained in a smart card is controlled two ways:

• Who can access the information (everybody, the card holder or a specific third
party).

• How can the information be accessed (read only, added to, modified or erased).

A smart card can restrict the use of information to an authorized person with a
password. However, if this information is then transmitted by radio or telephone,
additional protection is necessary. Some smart cards are capable of ciphering and
deciphering so the stored information can be transmitted without compromising
confidentiality.

2.5.1 Properties and structure of smartcards

Chipcards / smartcards are as large as a standard ec card (86 x 54 x 0.76 mm). In
contrast to magnetic stripcards they possess an integrated circuit for saving information
and have options of external interfacing. Depending on the card type possess they have
more or less extensive intelligence.

Card technology Memory Memory security Costs

Magnet stripcard
< 350 Bytes
(R/W)

None Card very cheap
Reader moderate
Reader/writer expensive

Chipcard
Up to 20 Kbytes
(WORM or R/W)

Limited access via logic,
active functions
(encryption) possible

Card moderate to expensive
Reader/writer very cheap

Lasercard
1 MB (WORM) None Card cheap

Reader/writer very
expensive
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Chipcards can be divided in several technical categories, which influence their use and
the costs.

Category Type
Interface Electric, inductive
Memory technology ROM, PROM, EEPROM
Intelligence Logic, CPU

 
Depending on the memory technology chipcards can be read only (ROM), be written
once (EPROM) or re-written (EEPROM). For a simple memory card it is perfectly
sufficient, if one bit after another is booked so that when the last bit is written, the card
is used up and loses its function (telephone card). Such cards do not require any
extensive intelligence: simple logic is enough for reading and booking bits. Only the
"intelligent" processor chipcards (smartcards) are described below, as only these cards
are deployed in IT security. Such smartcards have the following structure:

Structure of an intelligent chipcard (smartcard)

Access to the memory areas is only possible via the CPU. The operating system (OS) of
the chipcard CPU is stored in a ROM, but depending on the card type can be extended
with functions in the EEPROM. This makes it possible to have cards with individual
functionality without the expensive creation of masks. Today a typical smartcard has an
8-bit CPU, between 128 and 256 bytes RAM, up to 24 KB ROM and between 1 and 16
KB EEPROM. High end smartcards run RSA operations with key lengths of between
512 and 1024 bit using a crypto-coprocessor.

There is a range of norms which describe smartcard functionalities and manufacturer
standards which are in the process of being established such as the Microsoft PC/SC
initiative or the Sun JavaCard specification..

Fundamental for the standardisation endeavours is the ISO 7816 standard which
consists of several parts. From the security functions perspective the standardised
commands to run functions relevant to security are described below.

The Verify command makes it possible to compare saved data to data sent to the card.
This makes password or PIN mechanisms possible. The card can have an operating
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error counter, to prevent obtaining the number by trial and error. The External
Authenticate or Internal Authenticate command makes it possible to authenticate the
card using a challenge response mechanism. The card initially receives a challenge
value from the terminal (interface device or host). With a saved key a response is
calculated, which allows the terminal to make a check. In the second stage a terminal
response value is returned to the card to check in the card whether the terminal
recognised the card. Only then may the card status be increased to authenticate. This
two-way handshake can be used on the whole card (via the master file) or only on
individual areas (using dedicated files). Keys themselves are stored as special data files.

IT security applications

The properties of smartcards make them predestined for IT security applications. With
the smartcard it is thus possible to release data only after the presentation of secret
values (secret number or password). At the same time smartcards have mechanisms
such as an operating error counter (FBZ) to prevent obtaining the value by trial and
error. When the final operating error counter ist reached, depending on the level of
security, the card becomes totally unusable, temporarily locked or individual functions
are temporarily not accessible. The PIN is used to authenticate the user to the smartcard
and protects him against card misuse should the card be lost. The user can select any
PIN and can change it at any time.

The smartcard can run algorithms. This makes it possible to use encryption methods
such as DES and RSA for authentication purposes, for secured transmission of data
between the card and terminal and to calculate digital signatures. Successful
authentication flows can change the status of the smartcard, thus releases new functions
and data accesses. Equipped with these abilities, the following areas of application are
possible in the IT security applications:

• Identification and authentication to a security system: The smartcard is
generally used as a substitute for user ID / password systems. A much higher
level of security can be achieved with a secure communication protocol
between the smartcard and reader and between the reader and PC.

• Saving personal keys, certificates and profiles: Explained bellow.
• Encryption operations & Digital signatures: If the encryption and

signature operations are performed within the card, the keys used for this
will not leave the secured area of the card. As for now larger encryption
operations (encryption of mass data) are not possible in the card. However a
card with integrated RSA functionality is eminently suitable for encrypting
low data quantities (e.g. hash values for digital signatures).

In certain operating systems security mechanisms such as access tokens are integrated.
After a successful user ID / password verification the operating system makes the
information (user profile) available from internal tables. To do so this information must
be kept up to date on all PCs where access has to be granted (authentication servers such
as Kerberos are an alternative). The smartcard offers the opportunity of saving such
profiles (or the keys necessary for Kerberos) on the card securely and thus equipping the
user with his rights which cannot be copied or inherited.
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Smartcards are suitable as secure storage media for personal keys and X.509
certificates. Very security-critical secret keys to sign data using public key methods can
be stored security against unauthorised access. Indeed for security reasons the German
Signature Act requires the deployment of ITSEC E4 high certified smartcards for digital
signatures which conform to the law. Saving the certificate on the smartcard, which
confirms the assignment of a public key to a person is of practical value for key
management. When required the certified public key can also be added for verification
purposes.

Smartcards as secure storage media for secret keys and certificates are also being used
increasingly with GSS-based methods for reciprocal partner authentication and for
agreeing a session key for encrypting mass data. Personal and group-specific keys for
encryption / decryption of mass data can be saved securely on smartcards.

Objections of potential users against the use of smartcards frequently relate to
organisational aspects. Smartcards are complicated to handle, must be issued, are easy
to lose, etc. And users shrink from costs for additional hardware (cards/reading
devices). On this line, it must be analysed its convenience versus the sensibility of the
information that will be protected.

2.6 Biometric Authentication

Another method of electronic authentication are based on biometrics. "Biometrics"
refers to the use of innate human features, such as handwriting, fingerprints, voiceprints,
or retinal scans, to confirm the identity of a person in an electronic environment.
Depending on the use that is made of the biometric information, biometric technologies
may require a trust infrastructure similar to that required for digital signatures to
correlate a physical characteristic to a particular person or attribute of a person.

Biometrics are frequently used in conjunction with smart card technology. For example,
a number of financial institutions have coupled biometric and smart card technologies in
order to authenticate on-line banking customers. In such a system, a customer’s online
banking log-in, passcode, and fingerprint are stored on a chip which is attached to a
multi-application smart card. An on-line banking customer places his finger on a
scanning device attached to his PC. Computer software then matches the fingerprint
image from the scanner against the image already stored on the smart card’s chip.

Biometric systems may provide reliable authentication because it is difficult for one
individual to fake the physical characteristics of another. On the other hand, forgery and
compromise have long been recognised as threats to biometric authentication systems
because if the physical reader can be bypassed and so that the biometric data derived
from scanning can be entered directly into the system, a person can be impersonated.
Further, biometric devices may not always be reliable under abnormal condition (e.g.,
dirty fingers may bar biometric authentication based on fingerprints). Furthermore, the
greatest obstacle to increased use of biometric authentication technology has been the
cost of equipping terminals and workstations with the sophisticated hardware input
devices that most biometric authentication techniques require. The cost of these devices
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is rapidly dropping, however, and several companies have announced plans to
incorporate fingerprint readers into mass-market computer devices.

The next paragraphs provides a short introduction to the most important biometric
technologies:

Fingerprint identification

Fingerprint identification is, perhaps, the oldest of the biometric sciences. Fingerprints
were used in China as a means of positively identifying one person as the author of a
document. In recent years, fingerprint comparisons have been based on "minutiae", i.e.,
individual unique characteristics within the fingerprint pattern. Within a typical
fingerprint image obtained by a live scan device, there are an average of 30-40 minutiae.
The Federal Bureau of Investigation (FBI) has shown that no two individuals can have
more than 8 common minutiae.

Fingerprint images contain a large amount of data. Because of the high level of data
present in the image, it is possible to eliminate false matches and quickly reduce the
number of possible matches to a small number, even with large database sizes. Because
of the fact that Fingerprint Imaging Systems use more than one finger image in the
match process, the match discrimination process is geometrically increased.

Fingerprint identification technology has undergone an extensive research and
development effort over the past twenty years. The initial reason for the effort was in
response to the FBI requirement for an Automated Fingerprint identification System
(AFIS). Today, in the criminal justice AFIS application, the fingerprint identification
process has a 98%+ identification rate and the false positive identification rate is less
than 1%.

Facial recognition

Facial recognition is the most natural means of biometric identification; this method of
distinguishing one individual from another is an inherent ability of virtually every
human. However, until recently, facial recognition has never been treated as a "science"
and has been largely subjective in nature. Police artists have tried to categorize different
parts of the face (chin line, hair line, nose features, mouth features, etc.) into sets of
templates that could be assembled into a composite face which would, hopefully,
resemble the face of the person in question.

Facial recognition technology has recently developed into two areas of study; facial
metrics and eigenfaces.

Facial metrics technology relies on the measurement of specific facial features (e.g., the
distance between the inside corners of the eyes, the distance between the outside corners
of the eyes and the outside corners of the mouth, etc.) and the relationship between
these measurements.

Within the past two years, an investigation has been made into categorizing faces
according to the degree of fit with a set of "eigenfaces". It has been postulated that
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every face can be assigned a "degree of fit" to each of 150 eigenfaces; further, only the
template eigenfaces with the 40 highest "degree of fit" scores are necessary to
reconstruct a face with over 99% accuracy. The difference between the eigenface
method of facial categorization and the police artist method of building a face from
template parts is that the eigenface method is based upon an actual photo of the
individual and the "eigenface" information is derived from a computer-based analysis of
the digital image of the photo. Eigenfaces are (reportedly) highly repeatable and are not
affected by human subjectivity.

Eigenface technology has some promise, but it is a technique that is just in the infancy
stage of development. Very little data regarding eigenface error rates (false negative,
false positive) exists at this point.

Hand geometry

Hand geometry is based on the fact that virtually every person’s hand is shaped
differently than another person’s hand and that the shape of a person’s hand (after a
certain age) does not significantly change its shape. Various methods are used to
measure the hand; these methods generally fall into one of two categories - mechanical
or image-edge detection. Either method produces estimates of certain key measurements
of the hand (length of fingers and thumb, widths, etc.); this data are used to "categorize"
a person.

Hand geometry, as compared to some other means of biometric identification (notably
fingerprints), does not produce a large data set. Therefore, given a large number of
records, hand geometry may not be able to distinguish one individual from another who
has similar hand characteristics. Simply, as the size of the database grow, there must be
an increase in the number of distinguishing characteristics of the biometric used in order
to place the individual into an increasingly narrow "band" of individuals who share
similar biometric characteristics. With hand geometry, there is not enough data
available; the individual is placed in a "band" within the database structure that contains
many individuals.

Retinal scan

Retinal Scan technology is based on the blood vessel pattern in the retina of the eye. An
infrared light source is used to illuminate the retina of the eye; the infrared energy is
absorbed faster by blood vessels in the retina than by surrounding tissue. The image of
the enhanced blood vessel pattern of the retina is analyzed for characteristic points
within the pattern.

A retinal scan can produce almost the same volume of data as a fingerprint image
analysis. Based on the fact that a high data volume equates to a high discrimination rate
(identification rate), it would seem that retinal scan may be an alternative to fingerprint
identification.

Retinal scan technology has several drawbacks that are not common to fingerprint
imaging technology; 1) the retinal scan is more susceptible to disease (notably cataracts,
etc.) that change the characteristics of the eye; 2) the method of obtaining a retinal scan
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is personally invasive - a laser light (or other coherent light source) must be directed
through the cornea of the eye; and 3) the method of obtaining a correct retinal scan
depends heavily on the skill of the operator and the ability of the person being scanned
to follow directions.

Importantly, retinal scan technology has not had the level of research and development
funding (both from private and government sources) that fingerprint imaging
technology has had within the past twenty years.

Iris scan

Iris Scan technology is based on characteristics in the iris of the eye. A person must
stand approximately 12-14 inches from a camera which frame-grabs an image of the iris
for analysis. An iris scan produces a high data volume which equates to a high
discrimination rate (identification rate).

Iris scan technology may be more acceptable to user than retinal scans and, as opposed
to retinal scan, it does not use an infrared light source to highlight the biometric pattern
in the iris.

Iris scan technology is not yet in production and is currently in prototype testing.

Vascular patterns

Vascular pattern technology is very similar to Retinal Scan technology in that it uses
infrared light to produce an image of the vein pattern in the face, in the back of a hand,
or on the wrist.

Vascular pattern technology is generally acceptable to users except that some users still
object to any biometric method that uses infrared.

 Signature recognition
Signature recognition is based on the dynamics of making the signature, i.e.,
acceleration rates, directions, pressure, stroke length, etc., rather than a direct
comparison of the signature after it has been written.

The problems with signature recognition lie in the means of obtaining the measurements
used in the recognition process and the repeatability of the signature. The
instrumentation cannot consistently measure the dynamics of the signature. Also, a
person does not make a signature in a fixed manner; therefore, the data obtained from
any one signature from an individual has to allow for a range of possibilities.

Signature recognition has the same problem with match discrimination (i.e., finding a
match in a large database) as does hand geometry.

Voice dynamics
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Voice dynamics relies on the production of a "voice template" that is subsequently used
to compare with a spoken phrase. A speaker must repeat a set phrase several times as
the system builds the template.

This biometrics technique relies on the behavior of the subject rather than the physical
characteristics of the voice and is, therefore, prone to inaccuracy.

2.7 Authentication schemes

Under this section it would be described several schemes to achieve a secure exchange
of the authentication exchanges.

2.7.1 X509 Authentication Exchanges

As it was stated above, a digital certificate is an electronic document used to identify an
individual, a server, a company, or some other entity and to associate that identity with
a public key. Like a driver's license, a passport, or other commonly used personal IDs, a
certificate provides generally recognized proof of a person's identity. Public-key
cryptography uses certificates to address the problem of impersonation.

A typical X.509 authentication scheme can be found on the SSL protocol. SSL stands
for Secure Socket Layer and is one of the most widely used protocols to secure single
communication channels. An example of SSL based application can be found on the
establishment of secure WEB information flows via the HTTPS protocol.

Next paragraphs provide a description of the SSL handshake as an example of an X.509
authentication scheme.

1. The client sends the server the client's SSL version number, cipher settings,
randomly generated data, and other information the server needs to
communicate with the client using SSL.

2. The server sends the client the server's SSL version number, cipher settings,
randomly generated data, and other information the client needs to communicate
with the server over SSL. The server also sends its own certificate and, if the
client is requesting a server resource that requires client authentication, requests
the client's certificate.

3. The client uses some of the information sent by the server to authenticate the
server (see Server Authentication for details). If the server cannot be
authenticated, the user is warned of the problem and informed that an encrypted
and authenticated connection cannot be established. If the server can be
successfully authenticated, the client goes on to Step 4.

4. Using all data generated in the handshake so far, the client (with the cooperation
of the server, depending on the cipher being used) creates the premaster secret
for the session, encrypts it with the server's public key (obtained from the
server's certificate, sent in Step 2), and sends the encrypted premaster secret to
the server.

5. If the server has requested client authentication (an optional step in the
handshake), the client also signs another piece of data that is unique to this
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handshake and known by both the client and server. In this case the client sends
both the signed data and the client's own certificate to the server along with the
encrypted premaster secret.

6. If the server has requested client authentication, the server attempts to
authenticate the client (see Client Authentication for details). If the client cannot be
authenticated, the session is terminated. If the client can be successfully
authenticated, the server uses its private key to decrypt the premaster secret, then
performs a series of steps (which the client also performs, starting from the same
premaster secret) to generate the master secret.

7. Both the client and the server use the master secret to generate the session keys,
which are symmetric keys used to encrypt and decrypt information exchanged
during the SSL session and to verify its integrity--that is, to detect any changes
in the data between the time it was sent and the time it is received over the SSL
connection.

8. The client sends a message to the server informing it that future messages from
the client will be encrypted with the session key. It then sends a separate
(encrypted) message indicating that the client portion of the handshake is
finished.

9. The server sends a message to the client informing it that future messages from
the server will be encrypted with the session key. It then sends a separate
(encrypted) message indicating that the server portion of the handshake is
finished.

10. The SSL handshake is now complete, and the SSL session has begun. The client
and the server use the session keys to encrypt and decrypt the data they send to
each other and to validate its integrity.

SSL Server Authentication

As explained in Step 2 of The SSL Handshake, the server sends the client a certificate to
authenticate itself. The client uses the certificate in Step 3 to authenticate the identity
the certificate claims to represent.

To authenticate the binding between a public key and the server identified by the
certificate that contains the public key, an SSL-enabled client must perform the
following checks:

1. Is today's date within the validity period? The client checks the server
certificate's validity period.

2.  Is the issuing CA a trusted CA? Each client maintains a list of trusted CA
certificates, represented by the shaded area on the right side of the figure. This
list determines which server certificates the client will accept.

3. Does the issuing CA's public key validate the issuer's digital signature? The
client uses the public key from the CA's certificate (which it found in its list of
trusted CAs in step 2) to validate the CA's digital signature on the server
certificate being presented.

4. Does the domain name in the server's certificate match the domain name of the
server itself? This step confirms that the server is actually located at the same
network address specified by the domain name in the server certificate.
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X.509 Server Authentication

SSL Client Authentication
SSL-enabled servers can be configured to require client authentication, or cryptographic
validation by the server of the client's identity. When a server configured this way
requests client authentication (see Step 6 of The SSL Handshake), the client sends the
server both a certificate and a separate piece of digitally signed data to authenticate
itself. The server uses the digitally signed data to validate the public key in the
certificate and to authenticate the identity the certificate claims to represent.

The SSL protocol requires the client to create a digital signature by creating a one-way
hash from data generated randomly during the handshake and known only to the client
and server. The hash of the data is then encrypted with the private key that corresponds
to the public key in the certificate being presented to the server.

To authenticate the binding between the public key and the person or other entity
identified by the certificate that contains the public key, an SSL-enabled server must
receive a "yes" answer to the first four questions shown in Figure 3. Although the fifth
question is not part of the SSL protocol, it can be configured to support this requirement
to take advantage of the user's entry in an LDAP directory as part of the authentication
process.

1. Does the user's public key validate the user's digital signature? The server
checks that the user's digital signature can be validated with the public key in the
certificate. If so, the server has established that the public key asserted to belong
to John Doe matches the private key used to create the signature and that the
data has not been tampered with since it was signed.
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2. Is today's date within the validity period? The server checks the certificate's
validity period.

3. Is the issuing CA a trusted CA? Each SSL-enabled server maintains a list of
trusted CA certificates. This list determines which certificates the server will
accept. If the issuing CA is not on the list, the client will not be authenticated
unless the server can verify a certificate chain ending in a CA that is on the list

4. Does the issuing CA's public key validate the issuer's digital signature? The
server uses the public key from the CA's certificate to validate the CA's digital
signature on the certificate being presented. At this point, the SSL protocol
allows the server to consider the client authenticated and proceed with the
connection as described in Step 6. Nevertheless, it may optionally be configured
to take Step 5 before Step 6.

5. Is the user's certificate listed in the LDAP entry for the user? This optional step
provides one way for a system administrator to revoke a user's certificate even if
it passes the tests in all the other steps. This revocation will be achieved
removing the certificate from the user's entry in the LDAP directory.

6. Is the authenticated client authorized to access the requested resources? The
server checks what resources the client is permitted to access according to the

server's access control lists (ACLs) and establishes a connection with
appropriate access.

SSL Client Authentication
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2.7.2 Diffie-Hellman Exchanges

The Diffie-Hellman algorithm, introduced by Whitfield Diffie and Martin Hellman in
1976, was the first system to utilize "public-key" or "asymmetric" cryptographic keys.
(Note: Evidence shows that Comm-Electronics Security Group (an arm of the UK
government) may have invented the concept of asymmetric key six years before D-H.
The CESG papers were classified for 20 years, but Diffie-Hellman figured it out on
their own without the information in those papers.) These systems overcome the
difficulties of "private-key" or "symmetric" key systems because key management is
much easier.

Diffie-Hellman is not an encryption mechanism as we normally think of them, in that
we do not typically use it to encrypt data. Instead, it is a method to securely exchange
the keys that encrypt data. Diffie-Hellman accomplishes this secure exchange by
creating a "shared secret" (sometimes called a "key encryption key") between two
devices. The shared secret then encrypts the symmetric key (or "data encryption key" -
DES, Triple DES, CAST, IDEA, Blowfish, etc.) for secure transmission.

The process begins when each side of the communication generates a private key. Each
side then generates a public key, which is a derivative of the private key. The two
systems then exchange their public keys. Each side of the communication now has its
own private key and the other system's public key.
Noting that the public key is a derivative of the private key is important - the two keys
are mathematically linked. However, in order to trust this system, it must be accepted
that you cannot discern the private key from the public key. Because the public key is
indeed public and ends up on other systems, the ability to figure out the private key
from it would render the system useless. This is one area requiring trust in the
mathematical experts. The fact that the very best in the world have tried for years to
defeat this and failed bolsters my confidence a great deal.

It should be also explained the box labeled "Optional: CA Certifies Public Key." It is
not common, but the ability does exist with the Diffie-Hellman protocol to have a
Certificate Authority certify that the public key is indeed coming from the source you
think it is. The purpose of this certification is to prevent Man In the Middle (MIM)
attacks. The attack consists of someone intercepting both public keys and forwarding
bogus public keys of their own. The "man in the middle" potentially intercepts
encrypted traffic, decrypts it, copies or modifies it, re-encrypts it with the bogus key,
and forwards it on to its destination. If successful, the parties on each end would have
no idea that there is an unauthorized intermediary. It is an extremely difficult attack to
pull off outside the laboratory, but it is indeed possible. Properly implemented
Certificate Authority systems have the potential to disable the attack.

Once the key exchange is complete, the process continues. An important feature of the
Diffie-Hellman protocol is its ability to generate "shared secrets" - an identical
cryptographic key shared by each side of the communication. Next figure depicts this
operation with the "DH Math" box. By running the mathematical operation against your
own private key and the other side's public key, you generate a value. When the distant
end runs the same operation against your public key and their own private key, they also
generate a value. The important point is that the two values generated are identical.
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At this point, the Diffie-Hellman operation could be considered complete. The shared
secret is, after all, a cryptographic key that could encrypt traffic. That is very rare,
however, the reason being that the shared secret is, by its mathematical nature, an
asymmetric key. As with all asymmetric key systems, it is inherently slow. If the two
sides are passing very little traffic, the shared secret may encrypt actual data. Any
attempt at bulk traffic encryption requires a symmetric key system such as DES, Triple
DES, IDEA, CAST, Blowfish, etc.

In most real applications of the Diffie-Hellman protocol (IPSec in particular), the shared
secret encrypts a symmetric key for one of the symmetric algorithms, transmits it
securely, and the distant end decrypts it with the shared secret. Next figure depicts this
operation. Because the symmetric key is a relatively short value as compared to bulk
data, the shared secret can encrypt and decrypt it very quickly. Speed is not so much of
an issue with short values.

Which side of the communication actually transmits the symmetric key varies.
However, it is most common for the initiator of the communication to be the one that
transmits the key. It should be also point out that some sort of negotiation typically
occurs to decide on the symmetric algorithm, mode of the algorithms (i.e. Cipher Block
Chaining, etc.), hash functions (MD5, SHA1, etc.) key lengths, refresh rates, and so on.
That negotiation is not a part of Diffie-Hellman, but it is an obviously important task
since both sides must support the same schemes for encryption to function. This also
points out why key management planning is so important - and why poor key
management so often leads to failure of systems.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 44/204

Complete Diffie-Hellman Key Exchange Process

Once secure exchange of the symmetric key is complete, data encryption and secure
communication can occur. The above figure depicts data encrypted and decrypted on
each end of the communication by the symmetric key. Note that changing the
symmetric key for increased security is simple at this point. The longer a symmetric key
is in use, the easier it is to perform a successful cryptanalytic attack against it.
Therefore, changing keys frequently is important. Both sides of the communication still
have the shared secret and it can be used to encrypt future keys at any time and any
frequency desired. 

With this arrangement, the user must supply a new password for each server, and the
administrator must keep track of the name and password for each user, typically on
separate servers.

2.7.3 Kerberos Authentication Scheme

Kerberos is a distributed authentication service that allows a process (a client) running
on behalf of a principal (a user) to prove its identity to a verifier (an application server,
or just server) without sending data across the network that might allow an attacker or
the verifier to subsequently impersonate the principal. Kerberos optionally provides
integrity and confidentiality for data sent between the client and server. Kerberos was
developed in the mid-'80s as part of MIT's Project Athena.

The Kerberos Authentication System uses a series of encrypted messages to prove to a
verifier that a client is running on behalf of a particular user. The Kerberos protocol is
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based in part on the Needham and Schroeder authentication protocol, but with changes
to support the needs of the environment for which it was developed.

Though conceptually, Kerberos authentication proves that a client is running on behalf
of a particular user, a more precise statement is that the client has knowledge of an
encryption key that is known by only the user and the authentication server. In
Kerberos, the user's encryption key is derived from and should be thought of as a
password; we will refer to it as such in this section. Similarly, each application server
shares an encryption key with the authentication server; this key will be called the
server key.

Encryption in the present implementation of Kerberos uses the data encryption standard
(DES). It is a property of DES that if ciphertext (encrypted data) is decrypted with the
same key used to encrypt it, the plaintext (original data) appears. If different encryption
keys are used for encryption and decryption, or if the ciphertext is modified, the result
will be unintelligible, and the checksum in the Kerberos message will not match the
data. This combination of encryption and the checksum provides integrity and
confidentiality for encrypted Kerberos messages.

The client and server do not initially share an encryption key. Whenever a client
authenticates itself to a new verifier it relies on the authentication server to generate a
new encryption key and distribute it securely to both parties. This new encryption key is
called a session key and the Kerberos ticket is used to distribute it to the verifier.

The Kerberos ticket is a certificate issued by an authentication server, encrypted using
the server key. Among other information, the ticket contains the random session key
that will be used for authentication of the principal to the verifier, the name of the
principal to whom the session key was issued, and an expiration time after which the
session key is no longer valid. The ticket is not sent directly to the verifier, but is instead
sent to the client who forwards it to the verifier as part of the application request.
Because the ticket is encrypted in the server key, known only by the authentication
server and intended verifier, it is not possible for the client to modify the ticket without
detection.
Application request and response
Messages 3 and 4 in figure bellow show the application request and response, the most
basic exchange in the Kerberos protocol. It is through this exchange that a client proves
to a verifier that it knows the session key embedded in a Kerberos ticket. There are two
parts to the application request, a ticket (described above) and an authenticator. The
authenticator includes, among other fields: the current time, a checksum, and an
optional encryption key, all encrypted with the session key from the accompanying
ticket.
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 Basic Kerberos authentication protocol (simplified)

Upon receipt of the application request, the verifier decrypts the ticket, extracts the
session key, and uses the session key to decrypt the authenticator. If the same key was
used to encrypt the authenticator as used to decrypt it, the checksum will match and the
verifier can assume the authenticator was generated by the principal named in the ticket
and to whom the session key was issued. This is not by itself sufficient for
authentication since an attacker can intercept an authenticator and replay it later to
impersonate the user. For this reason the verifier additionally checks the timestamp to
make sure that the authenticator is fresh. If the timestamp is within a specified window
(typically 5 minutes) centered around the current time on the verifier, and if the
timestamp has not been seen on other requests within that window, the verifier accepts
the request as authentic.

At this point the identity of the client has been verified by the server. For some
applications the client also wants to be sure of the server's identity. If such mutual
authentication is required, the server generates an application response by extracting the
client's time from the authenticator, and returns it to the client together with other
information, all encrypted using the session key.

Authentication request and response

The client requires a separate ticket and session key for each verifier with which it
communicates. When a client wishes to create an association with a particular verifier,
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the client uses the authentication request and response, messages 1 and 2 from the
figure, to obtain a ticket and session key from the authentication server. In the request,
the client sends the authentication server its claimed identity, the name of the verifier, a
requested expiration time for the ticket, and a random number that will be used to match
the authentication response with the request.

In its response, the authentication server returns the session key, the assigned expiration
time, the random number from the request, the name of the verifier, and other
information from the ticket, all encrypted with the user's password registered with the
authentication server, together with a ticket containing similar information, and which is
to be forwarded to the verifier as part of the application request. Together, the
authentication request and response and the application request and response comprise
the basic Kerberos authentication protocol.
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3 Information Confidentiality Technologies

3.1 Introduction

It is possible to transform or encipher a message or plaintext into "an intermediate form"
or ciphertext in which the information is present but hidden. Then we can release the
transformed message (the ciphertext) without exposing the information it represents.

The difference between intermediate forms is the interpretation of the ciphertext data.
Different ciphers and different keys will produce different interpretations (different
plaintexts) for the exact same ciphertext. The uncertainty of how to interpret any
particular ciphertext is how information is "hidden."

Naturally, the intended recipient needs to know how to transform or decipher the
intermediate form back into the original message, and this is the key distribution
problem.

By itself, ciphertext is literally meaningless, in the sense of having no one clear
interpretation. In so-called perfect ciphers, any ciphertext (of appropriate size) can be
interpreted as any message, just by selecting an appropriate key. In fact, any number of
different messages can produce exactly the same ciphertext, by using the appropriate
keys. In other ciphers, this may not always be possible, but it must always be
considered. To attack and break a cipher, it is necessary to somehow confirm that the
message we generate from ciphertext is the exact particular message which was sent.

What Cryptography Can Do

Potentially, cryptography can hide information while it is in transit or storage. In
general, cryptography can:

• Provide privacy.

• Authenticate that a message has not changed in transit.

• Implicitly authenticate the sender.
Potentially, cryptography can hide secrets, either from others, or during communication.
There are many good and non-criminal reasons to have secrets: Certainly, those
engaged in commercial research and development (R&D) have "secrets" they must
keep.

One possible application for cryptography is to secure on-line communications between
work and home or between different company facilities.

What Cryptography Can Not Do
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Cryptography can only hide information after it is encrypted and while it remains
encrypted. But secret information generally does not start out encrypted, so there is
normally an original period during which the secret is not protected. And secret
information generally is not used in encrypted form, so it is again outside the
cryptographic envelope every time the secret is used.

Secrets are often related to public information, and subsequent activities based on the
secret can indicate what that secret is.

3.1.1 Cryptography with Keys

Usually, we arrange to select among a huge number of possible intermediate forms by
using some sort of "pass phrase" or key. Normally, this is some moderately-long
language phrase which we can remember, instead of something we have to write down
(which someone else could then find).

Those who have one of the original keys can expose the information hidden in the
message. This reduces the problem of protecting information to:

1. Performing transformations, and

2. Protecting the keys.
This is similar to locking our possessions in our house and keeping the keys in our
pocket.

The physical key model reminds us of various things that can go wrong with keys:

• We can lose our keys.
• We can forget which key is which.
• We can give a key to the wrong person.
• Somebody can steal a key.
• Somebody can pick the lock.
• Somebody can go through a window.
• Somebody can break down the door.
• Somebody can ask for entry, and unwisely be let in.
• Somebody can get a warrant, then legally do whatever is required.
• Somebody can burn down the house, thus making everything irrelevant.

Even absolutely perfect keys cannot solve all problems, nor can they guarantee privacy.
Indeed, when cryptography is used for communications, generally at least two people
know what is being communicated. So either party could reveal a secret:

• By accident.

• To someone else.

• Through third-party eavesdropping.

• As revenge, for actions real or imagined.
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• For payment.

• Under duress.

• In testimony.

When it is substantially less costly to acquire the secret by means other then a technical
attack on the cipher, cryptography has pretty much succeeded in doing what it can do.

3.1.2 Cryptography without Keys

It is fairly easy to design a complex cipher program to produce a single complex,
intermediate form. In this case, the program itself becomes the "key."

But this means that the deciphering program must be kept available to access protected
information. So if someone steals your laptop, they probably will also get the
deciphering program, which -- if it does not use keys -- will immediately expose all of
your carefully protected data. This is why cryptography generally depends upon at least
one remembered key, and why we need ciphers which can produce a multitude of
different ciphertexts.

3.1.3 Keyspace

Cryptography deliberately creates the situation of "a needle in a haystack." That is, of
all possible keys, only one should recover the correct message, and that one key is
hidden among all possible keys. Of course, The Opponent might get lucky, but probably
will have to perform about half of the possible decipherings to find the message.

To keep messages secret, it is important that a cipher be able to produce a multitude of
different intermediate forms or ciphertexts. Clearly, no cipher can possibly be stronger
than requiring The Opponent to check every possible deciphering. If such a brute force
search is practical, the cipher is weak. The number of possible ciphertexts is the "design
strength" of a cipher.

Each different ciphertext requires a different key. So the number of different ciphertexts
that can be produced is limited to the number of different keys that can be used. We
describe the keyspace by the length in bits of the binary value required to represent the
number of possible ciphertexts or keys.

One of the consequences of having a digital electronic machine for ciphering, is that it
operates very, very fast. For example, a "40 bit" keyspace represents about 1012 keys,
which sounds like a lot. Unfortunately, special-purpose hardware could try this many
decipherings in under 5 seconds, which is not much strength. A "56 bit" keyspace
represents about 7 x 1016 different keys, and was recently broken by special brute force
hardware in 56 hours; this is also not much strength. The current strength
recommendation is 112 to 128 bits, and 256 is not out of the question. 128 bits is just 16
bytes, which is the amount of storage usually consumed by 16 text characters, a very
minimal amount. A 128 bit key is "strong enough" to defeat even unimaginably
extensive brute force attacks.
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Under the theory that if a little is good, a lot is better, some people suggest using huge
keys of 56,000 bits, or 1,000,000 bits, or even more. We can build such devices, and
they can operate quickly. We can even afford the storage for big keys. What we do not
have is a reason for such keys: a 128 bit key is "strong enough" to defeat even
unimaginably extensive brute force attacks. While a designer might use a larger key for
convenience, even immense keys cannot provide more strength than "strong enough."
And while different attacks may show that the cipher actually has less strength, a huge
keyspace is not going to solve those problems.

Some forms of cipher need relatively large key values simply to have a sufficiently
large keyspace. Most number-theory based public key ciphers are in this class.
Basically, these systems require key values in a very special form, so that most key
values are unacceptable and unused. This means that the actual keyspace is much
smaller than the size of the key would indicate. For this reason, public key systems need
keys in the 1,000 bit range, while delivering strength comparable to 128 bit secret key
ciphers.

3.1.4 System Design and Strength Considerations

Keyspace alone only sets an upper limit to cipher strength; a cipher can be much weaker
than it appears. An in-depth understanding or analysis of the design may lead to
"shortcuts" in the solution. Perhaps a few tests can be designed, each of which
eliminates vast numbers of keys, thus in the end leaving a searchable keyspace; this is
cryptanalysis.

On the cryptography arena, strength is understood as the ability to resist cryptanalysis.
But this makes "strength" a negative quality (the lack of any practical attack), that is
difficult to measure. It can be inferred the "strength" of a cipher from the best known
attack but this approach relies on the assumption that the opponent does not know of
something much better.

Cryptographic design may seem as easy as selecting a cipher from a book of ciphers.
But ciphers, per se, are only part of a secure encryption system. It is common for a
cipher system to require cryptographic design beyond simply selecting a cipher, and
such design is much trickier than it looks.

The use of an unbreakable cipher does not mean that the encryption system will be
similarly unbreakable. A prime example of this is the man-in-the-middle attack on
public-key ciphers. Public-key ciphers require that one use the correct key for the
desired person. The correct key must be known to cryptographic levels of assurance, or
this becomes the weak link in the system: Suppose an Opponent can get us to use his
key instead of the right one (perhaps by sending a faked message saying "Here is my
new key"). If he can do this to both ends, and also intercept all messages between them
(which is conceivable, since Internet routing is not secure), The Opponent can sit "in the
middle." He can decipher each message (now in one of his keys), then re-encipher that
message in the correct user key, and send it along. So the users communicate, and no
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cipher has been broken, yet The Opponent is still reading the conversation. Such are the
consequences of system design error.

3.1.5 Hardware vs Software Ciphers

Currently, most ciphers are implemented in software; that is, by a program of
instructions executed by a general-purpose computer. Normally, software is cheaper,
but hardware can run faster, and nobody can change it. Of course, there are levels to
hardware, from chips (which thus require significant interface software) to external
boxes with communications lines running in and out. But there are several possible
problems:

1. Software, especially in a multi-user system, is almost completely insecure.
Anyone with access to the machine could insert modified software which would
then be repeatedly used under the false assumption that effective security was
still in place. This may not be an issue for home users, and real solution here
may depend upon a secure operating system.

2. Hardware represents a capital expense, and is extremely inflexible. So if
problems begin to be suspected in a hardware cipher, the expense of replacement
argues against an update. Indeed, a society-wide system might well take years to
update anyway.

One logical possibility is the development of ciphering processors -- little ciphering
computers -- in secure packaging. Limited control over the processor might allow a
public-key authenticated software update, while otherwise looking like hardware. But
probably most users will not care until some hidden software system is exposed on
some computers.

3.2 Encryption algorithms classification

3.2.1 Block Ciphers

There are a whole range of things which can distinguish one cipher from another. But
perhaps the easiest and most useful distinction is that between stream ciphers and block
ciphers.

Logically, a block cipher is just simple substitution: A block of plaintext data is
collected and then substituted into an arbitrary ciphertext value. So a toy version of a
block cipher is just a table look-up, much like the amusement ciphers in newspapers. Of
course, a realistic block cipher has a block width which is far too large to hold the
transformation in any physical table. Because of the large block size, the invertible
transformation must be simulated, in some way dynamically constructed for each block
enciphered.

Many commonly used ciphers are block ciphers. Block ciphers transform a fixed-size
block of data (usually 64 bits) it into another fixed-size block (possibly 64 bits wide
again) using a function selected by the key. If key, input block and output block have all
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n bits, a block cipher basically defines a one-to-one mapping from n-bit integers to
permutations of n-bit integers.

If the same block is encrypted twice with the same key, the resulting ciphertext blocks
are also the same (this mode of encryption is called electronic code book, or ECB). This
information could be useful for an attacker. To cause identical plaintext blocks being
encrypt to different ciphertext blocks, two standard modes are commonly used:

• CBC (cipher block chaining): a ciphertext block is obtained by first XORing the
plaintext block with the previous ciphertext block, and encrypting the resulting
value. This way leading blocks influence all trailing blocks, which increases the
number of plaintext bits one ciphertext bit depends on, but also leads to
synchronization problems if one block is lost.

• CFB (cipher feedback): a kth ciphertext block is obtained by encrypting the (k-
1)th ciphertext block and XORing the result onto the plaintext. Interestingly, an
CFB feedback loop can also be used as a pseudo-random number generator if
one simply feeds one block of true random data with trailing blocks of zeroes
into the encryption routine (although the expected period of this PRNG would
be only about 2n/2 where n is the block size of the cipher).

3.2.2 Stream Ciphers

If a block cipher is a huge simple substitution, a stream cipher can be a small
substitution which is in some way altered for each bit or byte enciphered. Clearly,
repeatedly using a small unchanging substitution (or even a linear transformation) is not
going to be secure in a situation where The Opponent will have a substantial quantity of
known plaintext. One way to use a small transformation securely is to use a simple
additive combiner to mix data with a really random confusion sequence; done properly,
this is an "unbreakable" one-time pad.

A stream cipher consists of a state machine that outputs at each state transition one bit
of information. This stream of output bits is commonly called the running key. The
encryption can be implemented by just exclusively-oring the running key to the
plaintext message.

The state machine is nothing more than a pseudo-random number generator. For
example, we can build one from a block cipher by encrypting repeatedly its own output.
Typically, more elaborate constructions are used for stream ciphers to obtain high-
speed.

Some of the more well-known stream ciphers are RC4 and SEAL. Several stream
ciphers are based on linear-feedback shift registers (LFSR), such as A5/1 used in GSM.
These have the benefit of being very fast (several times faster than usual block ciphers).

3.2.3 Public Key Ciphers

Public key ciphers are generally block ciphers, with the unusual property that one key is
used to encipher, and a different, apparently unrelated key is used to decipher a
message. So if we keep one of the keys private, we can release the other key (the
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"public" key), and anyone can use that to encipher a message to us. Then we use our
private key to decipher any such messages. It is interesting that someone who enciphers
a message to us cannot decipher their own message even if they want to.

The prototypical public key cipher is RSA, which uses the arithmetic of huge numeric
values. These values may contain 1,000 bits or more (over 400 decimal digits), in which
each and every bit is significant. The keyspace is much smaller, however, because there
are very severe constraints on the keys; not just any random value will do. So a 1,000-
bit public key may have a brute-force strength similar to a 128-bit secret key cipher.
Because public key ciphers operate on huge values, they are very slow, and so are
normally used just to encipher a random message key. The message key is then used by
a conventional secret key cipher which actually enciphers the data.

At first glance, public key ciphers apparently solve the key distribution problem. But in
fact they also open up the new possibility of a man-in-the-middle attack. To avoid this,
it is necessary to assure that one is using exactly the correct key for the desired user.
This requires authentication (validation or certification) via some sort of secure channel,
and that can take as much effort as a secure secret key exchange. A man-in-the-middle
attack is extremely worrisome, because it does not involve breaking any cipher, which
means that all the effort spent in cipher design and analysis and mathematical proofs
and public review would be completely irrelevant.

3.3 Strength of Cryptographic Algorithms

Good cryptographic systems should always be designed so that they are as difficult to
break as possible. This does not significantly increase system implementation effort;
however, some care and expertise is required. There is no excuse for a system designer
to leave the system breakable. Any mechanisms that can be used to circumvent security
must be made explicit, documented, and brought into the attention of the end users.

In theory, any cryptographic method with a key can be broken by trying all possible
keys in sequence. If using brute force to try all keys is the only option, the required
computing power increases exponentially with the length of the key. A 32 bit key takes
2^32 (about 10^9) steps. This is something any amateur can do on his/her home
computer. A system with 40 bit keys (e.g. US-exportable version of RC4) takes 2^40
steps - this kind of computing power is available in most universities and even smallish
companies. A system with 56 bit keys (such as DES) takes a substantial effort, but is
quite easily breakable with special hardware. The cost of the special hardware is
substantial but easily within reach of organized criminals, major companies, and
governments. Keys with 64 bits are probably breakable now by major governments, and
will be within reach of organized criminals, major companies, and lesser governments
in a few years. Keys with 80 bits may become breakable in future. Keys with 128 bits
will probably remain unbreakable by brute force for the foreseeable future. Even larger
keys are possible; in the end we will encounter a limit where the energy consumed by
the computation, using the minimum energy of a quantum mechanic operation for the
energy of one step, will exceed the energy of the mass of the sun or even of the
universe.
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However, key length is not the only relevant issue. Many ciphers can be broken without
trying all possible keys. In general, it is very difficult to design ciphers that could not be
broken more effectively using other methods. Designing your own ciphers may be fun,
but it is not recommended in real applications unless you are a true expert and know
exactly what you are doing.

One should generally be very wary of unpublished or secret algorithms. Quite often the
designer is then not sure of the security of the algorithm, or its security depends on the
secrecy of the algorithm. Generally, no algorithm that depends on the secrecy of the
algorithm is secure. Particularly in software, anyone can hire someone to disassemble
and reverse-engineer the algorithm. Experience has shown that a vast majority of secret
algorithms that have become public knowledge later have been pitifully weak in reality.

The key lengths used in public-key cryptography are usually much longer than those
used in symmetric ciphers. There the problem is not that of guessing the right key, but
deriving the matching secret key from the public key. In the case of RSA, this is
equivalent to factoring a large integer that has two large prime factors. In the case of
some other cryptosystems it is equivalent to computing the discrete logarithm modulo a
large integer (which is believed to be roughly comparable to factoring). Other
cryptosystems are based on yet other problems.

To give some idea of the complexity, for the RSA cryptosystem, a 256 bit modulus is
easily factored by ordinary people. 384 bit keys can be broken by university research
groups or companies. 512 bits is within reach of major governments. Keys with 768 bits
are probably not secure in the long term. Keys with 1024 bits and more should be safe
for now unless major algorithmic advances are made in factoring; keys of 2048 bits are
considered by many to be secure for decades.

The following table shows the estimated equivalencies between brute force key searches
and factoring of public keys:

Symmetric Asymmetric
56 bit
64 bit
80 bit

112 bit
128 bit

384 bit
512 bit
768 bit

1792 bit
2304 bit

It should be emphasized that the strength of a cryptographic system is usually equal to
its weakest point. No aspect of the system design should be overlooked, from the choice
algorithms to the key distribution and usage policies.

3.4 Cryptanalysis and Attacks on Cryptosystems



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 56/204

Cryptanalysis is the art of deciphering encrypted communications without knowing the
proper keys. There are many cryptanalytic techniques. Some of the more important ones
for a system implementor are described below.

• Ciphertext-only attack: This is the situation where the attacker does not know
anything about the contents of the message, and must work from ciphertext only.
In practice it is quite often possible to make guesses about the plaintext, as many
types of messages have fixed format headers. Even ordinary letters and
documents begin in a very predictable way. It may also be possible to guess that
some ciphertext block contains a common word.

• Known-plaintext attack: The attacker knows or can guess the plaintext for
some parts of the ciphertext. The task is to decrypt the rest of the ciphertext
blocks using this information. This may be done by determining the key used to
encrypt the data, or via some shortcut.

• Chosen-plaintext attack: The attacker is able to have any text he likes
encrypted with the unknown key. The task is to determine the key used for
encryption. Some encryption methods, particularly RSA, are extremely
vulnerable to chosen-plaintext attacks. When such algorithms are used, extreme
care must be taken to design the entire system so that an attacker can never have
chosen plaintext encrypted.

• Man-in-the-middle attack: This attack is relevant for cryptographic
communication and key exchange protocols. The idea is that when two parties
are exchanging keys for secure communications (e.g., using Diffie-Hellman), an
adversary puts himhelf between the parties on the communication line. The
adversary then performs a separate key exchange with each party. The parties
will end up using a different key, each of which is known to the adversary. The
adversary will then decrypt any communications with the proper key, and
encrypt them with the other key for sending to the other party. The parties will
think that they are communicating securely, but in fact the adversary is hearing
everything.
One way to prevent man-in-the-middle attacks is that both sides compute a
cryptographic hash function of the key exchange (or at least the encryption
keys), sign it using a digital signature algorithm, and send the signature to the
other side. The recipient then verifies that the signature came from the desired
other party, and that the hash in the signature matches that computed locally.
This method is used e.g. in Photuris, one of the IPSec Key interchange modules.

• Timing Attack: This very recent attack is based on repeatedly measuring the
exact execution times of modular exponentiation operations. It is relevant to at
least RSA, Diffie-Hellman, and Elliptic Curve methods.

There are many other cryptographic attacks and cryptanalysis techniques. However,
these are probably the most important ones for a practical system designer. Anyone
contemplating to design a new encryption algorithm should have a much deeper
understanding of these issues. One place to start looking for information is the excellent
book Applied Cryptography by Bruce Schneier.

3.5 Overview of common Encryption Algorithms
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3.5.1 Symmetric Algorithms

Secret key or symmetric algorithms use the same key for both encryption and
decryption (or the one is easily derivable from the other). This is the more
straightforward approach to data encryption, mathematically less problematic, and has
been used for many centuries.   

Basically all block ciphers can be written in bit slice manner, but operations such as
addition and multiplication may become very slow. On the other hand, permutations are
almost free as they just require naming of the registers again and this can be done one
the coding level. Thus, for example, in DES exhaustive key search using bit slice
techniques, one can increment the current key in a fraction of the time than is usually
needed for key scheduling.

3.5.1.1 DES

The Data Encryption Standard (DES) is an algorithm developed in the mid-1970s. It
was turned into a standard by the US National Institute of Standards and Technology
(NIST), and was also adopted by several other governments worldwide. It was and still
is widely used, especially in the financial industry.

DES is a block cipher with 64-bit block size. It uses 56-bit keys. This makes it
suspectible to exhaustive key search with modern computers and special-purpose
hardware. DES is still strong enough to keep most random hackers and individuals out,
but it is easily breakable with special hardware by government, criminal organizations,
or major corporations. In large volumes, the cost of breaking DES keys is of the order
of tens of dollars. DES is getting too weak, and should not be used in new applications.

A variant of DES, Triple-DES (also 3DES) is based on using DES three times (normally
in an encrypt-decrypt-encrypt sequence with three different, unrelated keys). It secures
data better than DES, and it has keysize of 168 bits. The Triple-DES is arguably much
stronger than (single) DES, however, it is rather slow compared to some new block
ciphers.

Nevertheless, even though DES seems to be of little interest for applications of today
there are many reasons for considering it still important. It was the first block cipher
which was widely deployed on the public sector. Thus it played an important role in
making strong cryptography available to the public.

Also the design was exceptionally good for a cipher that was meant to be used only a
few years. DES proved to be a very strong cipher and it took over a decade for any
interesting cryptanalytical attacks against it to develop (not to underestimate the
pioneering efforts that lead to this breakthrough). The development of differential
cryptanalysis and linear cryptanalysis opened ways to really understand the design of
block ciphers.

Although at the time of DES's introduction its design philosophy was held secret, it did
not discourage its analysis - to the contrary. Some information has been published about
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its design, and one of the original designers, Don Coppersmith, has commented that
they discovered ideas similar to differential cryptanalysis already while designing DES
in 1974. However, it was just matter of time that these fundamental ideas were re-
discovered.

Even today, when DES is no longer considered a practical solution, it is often used to
describe new cryptanalytical techniques. It is remarkable that even today, there are no
cryptanalytical techniques that would completely break DES in a structural way, indeed,
the only real weakness known is the short key size (and perhaps the small block size).

3.5.1.2 Blowfish

Blowfish was designed by Bruce Schneier. It is a block cipher with 64-bit block size
and variable length keys (up to 448 bits). It's fast and reliable, and has stood up to tests
by crypto experts on the net.

Blowfish utilizes randomised S-box idea: while doing key scheduling, it generates large
pseudo-random look-up tables by doing several encryptions. The tables depend on the
user supplied key in a very complex way. This approach has been proven to be highly
resistant against many attacks such as differential and linear cryptanalysis.
Unfortunately it also means that it is not the algorithm of choice for environments
where large memory space (something like than 4096 bytes) is not available.

The only known attacks against Blowfish are based on its weak key classes.

3.5.1.3 RC4

RC4 is a cipher designed by RSA Data Security, Inc. It used to be a trade secret, until
someone posted source code for an algorithm in Usenet News, claiming it to be
equivalent to RC4. There is very strong evidence that the posted algorithm is indeed
equivalent to RC4. The algorithm is very fast. Its security is unknown, but breaking it
does not seem trivial either. Because of its speed, it may have uses in certain
applications. It can also accept keys of arbitrary length. RC4 is essentially a pseudo
random number generator, and the output of the generator is xored with the data stream.
For this reason, it is very important that the same RC4 key never be used to encrypt two
different data streams.
The United States government routinely approves RC4 with 40 bit keys for export.
Keys that are this small can be easily broken by governments, criminals, and amateurs.
It is interesting to know that the exportable version of SSL (Netscape's Secure Socket
Layer), which uses RC4-40, was recently broken by at least two independent groups.
Breaking it took about eight days; in many major universities (or companies) the
corresponding amount of computing power is available to any computer science major.

3.5.1.4 RC5
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RC5 is a block cipher developed by Rivest for RSA Data Security. It is a parameterized
algorithm, in fact it has a variable block size, a variable key size, and a variable number
of rounds. The block size may be 32, 64 or 128 bits long. The key size may be from 0
up to 2048 bits. The number of rounds may be from 0 to 255.

3.5.1.5 IDEA

IDEA (International Data Encryption Algorithm) is an algorithm developed at ETH
Zurich in Switzerland. It is a 64 bit iterative block cipher with 128 bit key (8 rounds).It
is considered to be immune from cryptoanalysis attacks such as differential
cryptoanalysis and linear cryptoanalysis. IDEA is generally considered to be very secure
and one of the best public known algorithms. It is a fairly new algorithm, but it has
already been around for several years, and no practical attacks on it have been published
despite of numberous attempts to analyze it.
As it was stated above, it is a block cipher which uses a 128-bit length key to encrypt
successive 64-bit blocks of plaintext "which are mangled in a sequence of
parameterized iterations to produce 64-bit ciphertext output blocks". The procedure is
quite complicated using subkeys generated from the key to carry out a series of modular
arithmetic and XOR operations on segments of the 64-bit plaintext block. The
encryption scheme uses a total of fifty-two 16-bit subkeys. These are generated from the
128-bit subkey as follows:

• The 128-bit key is split into eight 16-bit keys which are the first eight subkeys.

• The digits of the 128-bit key are shifted 25 bits to the left to make a new key
which is split into the next eight 16-bit subkeys.

The second step is repeated until the fifty two subkeys have been generated.

The encryption involves 16-Bit modular multiplication with a modulus of ((2^16)+1),
16-Bit addition with a modulus of (2^16) and 16-Bit EXCLUSIVE OR operations. The
64-bit plaintext block is split into four 16-bit segment which we'll call p1, p2, p3 and p4.
The subkeys are s1, s2, s3, s4 ....s52.
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Idea Encryption diagram

The encryption consists of eight rounds with each round involving the following steps:

p1 x s1 --> d1
p2 + s2 --> d2
p3 + s3 --> d3
p4 x s4 --> d4
d1 XOR d3 --> d5
d2 XOR d4 --> d6
d5 x s5 --> d7
d6 + d7 --> d8
d8 x s6 --> d9
d7 + d9 --> d10

d1 XOR d9  --> d11
d3 XOR d9  --> d12
d2 XOR d10 --> d13
d4 XOR d10 --> d14

After this process the output blocks d12, d13 are exchanged so that d11, d13, d12 and
d14 are used as input to the next round (in that order) along with the next 6 subkeys, s7
to s12. This procedure is followed for eight rounds in total giving four output blocks
which we'll call e1, e2, e3 and e4. Four more steps using the last four subkeys complete
the encryption:

e1 x s49 --> c1
e2 + s50 --> c2
e3 + s51 --> c3
e4 x s52 --> c4

Note: for the purposes of the algorithm, a key of all zeros is defined as being equal to
2^16 for modular multiplication steps. The final four output blocks, c1 to c4, are re-
attached to form a 64-bit block of the ciphertext. The whole process is repeated for
successive 64-bit blocks of plaintext until all of the plaintext has been encrypted.
Decryption uses exactly the same sequence of operations of successive 64-bit blocks of
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the ciphertext, but with a different set of subkeys. The decryption subkeys are worked
out from the encryption subkeys being either multiplicative or additive inverses of them.
The decryption subkeys (relative to the encryption subkeys s1 to s52) are shown in the
table below:

1st round                s49*  s50#  s51#  s52*  s47  s48
2nd round                s43*  s45#  s44#  s46*  s41  s42
3rd round                s37*  s39#  s38#  s39*  s35  s36
4th round                s31*  s33#  s32#  s34*  s29  s30
5th round                s25*  s27#  s26#  s28*  s23  s24
6th round                s19*  s21#  s20#  s22*  s17  s18
7th round                s13*  s15#  s14#  s16*  s11  s12
8th round                s7*   s9#   s8#   s10*  s5   s6
Final transformation.....s1*   s2#   s3#   s4*

sXX* = multiplicative inverse of sXX modulus ((2^16)+1)
sXX# = additive inverse of sXX modulus (2^16)

3.5.1.6 SKIPJACK

SKIPJACK is the algorithm contained in the CLIPPER chip. It was designed by NSA
(National Secure Agency). It uses 64 bit block size and a 80 bit key. It can't be
implemented in software, but only in hardware by government-authorized
manufacturers.

3.5.1.7 Advanced Encryption Standard: Rijndael

Rijndael is a block cipher, designed by Joan Daemen and Vincent Rijmen that has been
selected to take the place of DES.

The cipher has a variable block length and key length. It is specified how to use keys
with a length of 128, 192, or 256 bits to encrypt blocks with al length of 128, 192 or 256
bits (all nine combinations of key length and block length are possible). Both block
length and key length can be extended very easily to multiples of 32 bits.
Rijndael can be implemented very efficiently on a wide range of processors and in
hardware.

This block cipher is designed to use only simple whole-byte operations. Also, it
provides extra flexibility over that required of an AES candidate, in that both the key
size and the block size may be chosen to be any of 128, 192, or 256 bits. (During an
early stage of the AES process, a draft version of the requirements would have required
each algorithm to have three versions, with both the key and block sizes equal to each of
128, 192, and 256 bits. This was later changed to make the three required versions have
those three key sizes, but only a block size of 128 bits, which is more easily
accomodated by many types of block cipher design.)
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However, the variations of Rijndael which act on larger block sizes apparently will not
be included in the actual standard, on the basis that the cryptanalytic study of Rijndael
during the standards process primarily focused on the version with the 128-bit block
size.

Rijndael is a relatively simple cipher in many respects.

Rijndael has a variable number of rounds. Not counting an extra round performed at the
end of encipherment with one step omitted, the number of rounds in Rijndael is:

• 9 if both the block and the key are 128 bits long.

• 11 if either the block or the key is 192 bits long, and neither of them is longer
than that.

• 13 if either the block or the key is 256 bits long.
To encipher a block of data in Rijndael, you first perform an Add Round Key step
(XORing a subkey with the block) by itself, the regular rounds noted above, and as
already noted, the final round with the Mix Column step, as described below, omitted.
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Rijndael Algorithm Diagram

3.5.2 Public Key Algorithms

Public key cryptosystems were invented in late 1970's, possibly with help from the
development of complexity theory of algorithms around that time. It was observed that
based on a problem so difficult that it would need thousands of years to solve, and with
some luck, a cryptosystem could be developed which would have two keys, the secret
and the public. With the public key one could encrypt messages, and decrypt them with
the private key. Thus the owner of the private key would be the only one who could
decrypt the messages, but anyone knowing the public key could send them in privacy.

Another idea that was observed was that of a key exchange. In a two-party
communication it would be useful to generate a common secret key for bulk encryption
using a secret key cryptosystem (e.g. some block cipher).
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Indeed, Whitfield Diffie and Martin Hellman used ideas from number theory to
construct a key exchange protocol that started the era of public key cryptosystems.
Shortly after that Ron Rivest, Adi Shamir and Leonard Adleman developed a
cryptosystem that was the first real public key cryptosystem capable of encryption and
digital signatures.

Later several public cryptosystems followed using many different underlying ideas (e.g.
knapsack problems, different groups on finite fields and lattices). Many of them were
soon proven to be insecure. However, the Diffie-Hellman protocol and RSA appear to
remained two of the strongest up to now.

The wide interest in public key cryptography has produced several practically important
cryptosystems. In the following they are listed in order of the underlying problem.

As a basic guideline, a public key cryptosystem is build from a difficult problem as
follows: take a difficult problem (for example, NP-hard) to which you can find an
instance that can be solved in polynomial time. To encrypt a message, convert the
message into such an easy instance of the difficult problem, then use the public key to
convert the easy problem into a difficult one. The result is then sent to the recipient
through an insecure channel. To decrypt use the private key to convert the difficult
problem into the easy one and solve it. All public key systems use this principle,
although they differ significantly in the details (like the underlying problem or the
structure of public and private key).

Public key algorithms use a different key for encryption and decryption, and the
decryption key cannot (practically) be derived from the encryption key. Public key
methods are important because they can be used to transmit encryption keys or other
data securely even when the parties have no opportunity to agree on a secret key in
private. All known methods are quite slow, and they are usually only used to encrypt
session keys (randomly generated "normal" keys), that are then used to encrypt the bulk
of the data using a symmetric cipher.

3.5.2.1 RSA

RSA (Rivest-Shamir-Adelman) is the most commonly used public key algorithm. Can
be used both for encryption and for signing. It is generally considered to be secure when
sufficiently long keys are used (512 bits is insecure, 768 bits is moderately secure, and
1024 bits is good). The security of RSA relies on the difficulty of factoring large
integers. Dramatic advances in factoring large integers would make RSA vulnerable.
RSA is currently the most important public key algorithm. It was patented until year
2000 in the United States, now its utilization is free.

RSA computation takes place with integers modulo n = p * q, for two large secret
primes p, q. To encrypt a message m, it is exponentiated with a small public exponent e.
For decryption, the recipient of the ciphertext c = me (mod n) computes the
multiplicative reverse d = e-1 (mod (p-1)*(q-1)) (we require that e is selected suitably
for it to exist) and obtains cd = m e * d = m (mod n). The private key consists of n, p, q, e,
d (where p and q can be forgotten); the public key contains only of n, e. The problem for
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the attacker is that computing the reverse d of e is assumed to be no easier than
factorizing n.

The key size (the size of the modulus) should be greater than 1024 bits (i.e. it should be
of magnitude 10300) for a reasonable margin of security. Keys of size, say, 2048 bits
should give security for decades.

Dramatic advances in factoring large integers would make RSA vulnerable, but other
attacks against specific variants are also known. Good implementations use redundancy
(or padding with specific structure) in order to avoid attacks using the multiplicative
structure of the ciphertext. RSA is vulnerable to chosen plaintext attacks and hardware
and fault attacks. Also important attacks against very small exponents exist, as well as
against partially revealed factorisation of the modulus.

The proper implementation of the RSA algorithm with redundancy is well explained in
the PKCS standards (see rfcs 2314, 2315, 2437). Those give detailed explanation about
how to implement encryption and digital signatures, as well as formats to store the keys.
The plain RSA algorithm should not be used in any application. It is recommended that
implementations follow the standard as this has also additional benefit of
interoperability with most major protocols.

3.5.2.2 Elliptic curve public key cryptosystems

Elliptic curve public key cryptosystems is an emerging field. They have been slow to
execute, but have become feasible with modern computers. They are considered to be
fairly secure, but haven't yet undergone the same scrutiny as for example RSA.

Elliptic curve in cryptography is basically a set of points that satisfy the equation y2 = x3

+ ax + b when considered in finite field of characteristic p (where p must be larger than
3). Slightly different equation is needed for the case with small characteristic p = 2 and
p = 3.

The points on elliptic curves can be added together and they form a structure called
group (in fact an abelian group). This is just a way of saying that you can do arithmetic
with them as you can do with integers when using just addition and subtraction.

They have some theoretic benefits but also are also very practical. There is no known
subexponential algorithm for computing discrete logarithms of elliptic curves unlike
discrete logarithms in (the multiplicative group of) a finite field, in hyperelliptic curves
(of large genus) or in many other groups. One practical benefit from the non-existence
of fast discrete logarithm computation for elliptic curves is that the key size, as well as
the produced digital signatures and encrypted messages are small. Indeed, very
simplistical way of computing the security limit for the key size is to take a key size to a
secret key cryptosystem in bits and then just multiply it by 2. This gives rough estimate,
that is good at the moment for a generic instance of elliptic curves.

Elliptic curves can be implemented very efficiently in hardware and software, and they
compete well in speed with cryptosystems such as RSA and DSS. There are several
standardization attempts for elliptic curve cryptosystems (for example, ECDSA by
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ANSI). At the moment elliptic curves are widely known, but not very widely used in
practice.

The security of elliptic curve cryptosystems has been rather stable for years, although
significant advances have been achieved in attacks against special instances.
Nevertheless, these have been conjectured by the leading researchers several years ago
and no great surprises have yet emerged.

The algorithm XTR recently introduced by Lenstra and Verheul might become a good
competitor for elliptic curves. However, elliptic curves appear to be slightly better in
performance, and definitely scale better in the key size.

3.5.2.3 ELGAMAL

ELGAMAL is an encryption algorithm based on the discrete logarithm problem.
Analysis shows that ELGAMAL and RSA have similar security for equivalent key
length. However ELGAMAL algorithm is slower than RSA.
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4 Information Integrity

4.1.1 Introduction

Hash functions are the primary mechanism to provide information integrity services. A
hash function H is a transformation that takes a variable-size input m and returns a
fixed-size string, which is called the hash value h (that is, h = H(m)). Hash functions
with just this property have a variety of general computational uses, but when employed
in cryptography the hash functions are usually chosen to have some additional
properties.

The basic requirements for a cryptographic hash function are:
• the input can be of any length,
• the output has a fixed length,
• H(x) is relatively easy to compute for any given x,
• H(x) is one-way,
• H(x) is collision-free.

A hash function H is said to be one-way if it is hard to invert, where “hard to invert”
means that given a hash value h, it is computationally infeasible to find some input x
such that H(x) = h.

If, given a message x, it is computationally infeasible to find a message y such that H(x)
= H(y) then H is said to be a weakly collision-free hash function.

A strongly collision-free hash function H is one for which it is computationally
infeasible to find any two messages x and y such that H(x) = H(y).

The hash value represents concisely the longer message or document from which it was
computed; one can think of a message digest as a “digital fingerprint” of the larger
document. Examples of well-known hash functions are MD2, MD5 and SHA.

Perhaps the main role of a cryptographic hash function is in the provision of digital
signatures. Since hash functions are generally faster than digital signature algorithms, it
is typical to compute the digital signature to some document by computing the signature
on the document’s hash value, which is small compared to the document itself.
Additionally, a digest can be made public without revealing the contents of the
document from which it is derived. This is important in digital timestamping where,
using hash functions, one can get a document timestamped without revealing its
contents to the timestamping service.

4.1.1.1 Attacks on hash functions
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A birthday attack is a name used to refer to a class of brute-force attacks. It gets its
name from the surprising result that the probability that two or more people in a group
of 23 share the same birthday is greater than 1/2; such a result is called a birthday
paradox.

If some function, when supplied with a random input, returns one of k equally-likely
values, then by repeatedly evaluating the function for different inputs, we expect to
obtain the same output after about 1.2k1/2. For the above birthday paradox, replace k
with 365.
Birthday attacks are often used to find collisions of hash functions.

Damgård and Merkle Iteractive Structure of Hash Functions

4.1.1.2 Strength

The essential cryptographic properties of a hash function are that it is both one-way and
collision-free. The most basic attack we might mount on a hash function is to choose
inputs to the hash function at random until either we find some input that will give us
the target output value we are looking for (thereby contradicting the one-way property),
or we find two inputs that produce the same output (thereby contradicting the collision-
free property).

Suppose the hash function produces an n-bit long output. If we are trying to find some
input which will produce some target output value y, then since each output is equally
likely we expect to have to try 2n possible input values.

If somebody tries to find a collision, then by the birthday paradox we would expect that
after trying 2n/2 possible input values we would have some collision. Van Oorschot and
Wiener showed how such a brute-force attack might be implemented.

With regard to the use of hash functions in the provision of digital signatures, Yuval
proposed the following strategy based on the birthday paradox, where n is the length of
the message digest:

• Adversary selects the target message to be signed and an innocuous message
that Alice is likely to want to sign.
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• The adversary generates 2n/2 variations of the innocuous message (by
making, for instance, minor editorial changes), all of which convey the same
meaning, and their corresponding message digests. He then generates an
equal number of variations of the target message to be substituted.

• The probability that one of the variations of the innocuous message will
match one of the variations of the target message is greater than 1/2
according to the birthday paradox.

• The adversary then obtains Alice’s signature on the variation of the
innocuous message.

• The signature from the innocuous message is removed and attached to the
variation of the target message that generates the same message digest. The
adversary has successfully forged the message without discovering the
enciphering keys.

To avoid an attack that depends on brute-force methods, the output from the hash
function must be sufficiently long.

Hash
function Digest length

HAVAL Variable size: 128 – 160 – 192 – 224 - 256
bits

MD2 128 bits
MD4 128 bits
MD5 128 bits

RIPEMD 160 bits
SHA Variable size: 160 – 256 – 384 – 512 bits

4.1.2 SHA-1

The Secure Hash Algorithm (SHA), the algorithm specified in the Secure Hash
Standard (SHS), was developed by NIST and published as a federal information
processing standard (FIPS PUB 180). SHA-1 was a revision to SHA that was published
in 1995. It has been published recently new versions of the SHA algoritm able to
produce resumes up to 512 bits. The algorithm takes a message of less than 264 bits in
length and produces a 160-bit message digest.

Description of SHA-1

For both SHA-1 and SHA-256, one begins by converting the message to a unique
representation of the message that is a multiple of 512 bits in length, without loss of
information about its exact original length in bits, as follows: append a 1 to the message.
Then add as many zeroes as necessary to reach the target length, which is the next
possible length that is 64 bits less than a whole multiple of 512 bits. Finally, as a 64-bit
binary number, append the original length of the message in bits.

Expand each block of 512, when it becomes time to use it, into a source of 80 32-bit
subkeys as follows: the first 16 subkeys are the block itself. All remaining subkeys are
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generated as follows: subkey N is the exclusive OR of subkeys N-3, N-8, N-14, and N-
16, subjected to a circular left shift of one place.

Starting from the 160-bit block value (in hexadecimal)

67452301 EFCDAB89 98BADCFE 10325476 C3D2E1F0

as input for the processing of the first 512-bit block of the modified message,
for each message block, do the following:

• Encipher the starting value using the 80 subkeys for the current message
block.

• Add each of the 32-bit pieces of the ciphertext result to the starting value,
modulo 2^32, of course, and use that result as the starting value for handling
the next message block.

• The starting value created at the end of handling the last block is the hash
value, which is 160 bits long.

The SHA "block cipher" component

The main calculation in SHA enciphers a 160-bit block using 80 32-bit subkeys in 80
rounds. This calculation is somewhat similar to a series of Feistel rounds, except that
instead of dividing the block into two halves, it is divided into five pieces. An F-
function is calculated from four of the five pieces, although it is really the XOR of a
function of three of the pieces and a circular left shift of a fourth, and XORed with one
piece, which is also modified by being XORed with the current round's subkey and a
constant. The same constant is used over each group of 20 rounds. One of the other
blocks is also altered by undergoing a circular left shift, and then the (160-bit) blocks
are rotated.

The F-function, as well as the constant, is changed every 20 rounds.

Calling the five pieces of the 160-bit block being "encrypted" a, b, c, d, and e, the
rounds of the SHA "block cipher" component proceed as follows:

• Change a by adding the current constant to it. The constants are, in hexadecimal:

o For rounds 1 to 20: 5A827999

o For rounds 21 to 40: 6ED9EBA1

o For rounds 41 to 60: 8F1BBCDC

o For rounds 61 to 80: CA62C1D6

• Change a by adding the appropriate subkey for this round to it.

• Change a by adding e, circular left-shifted 5 places to it.

• Change a by adding the main f-function of b, c, and d to it, calculated as follows:

o For rounds 1 to 20, it is (b AND c) OR ((NOT b) AND d).
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o For rounds 21 to 40, it is b XOR c XOR d.

o For rounds 41 to 60, it is (b AND c) OR (b AND d) OR (c AND d).

o For rounds 61 to 80, it is again b XOR c XOR d.

• Change d by giving it a circular right shift of 2 positions (or, for consistency, a
circular left shift of 30 places).

• Then swap pieces, by moving each piece to the next earlier one, except that the
old a value is moved to e.

The following diagram illustrates the operation of the Secure Hash Algorithm:

SHA Operation  Diagram

4.1.3 MDx Hash Functions Family

MD2, MD4 and MD5 are message-digest algorithms developed by Rivest. They are
meant for digital signature applications where a large message has to be “compressed”
in a secure manner before being signed with the private key. All three algorithms take a
message of arbitrary length and produce a 128-bit message digest. While the structures
of these algorithms are somewhat similar, the design of MD2 is quite different from that
of MD4 and MD5 and MD2 was optimized for 8-bit machines, whereas MD4 and MD5
were aimed at 32-bit machines. Description and source code for the three algorithms can
be found as Internet RFCs 1319 - 1321.
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MD2 was developed by Rivest in 1989. The message is first padded so that its length in
bytes is divisible by 16. A 16-byte checksum is then appended to the message, and the
hash value is computed on this resulting message. Rogier and Chauvaud have found that
collisions for MD2 can be constructed if the calculation of the checksum is omitted.
This is the only cryptanalytic result known for MD2.

MD4 was developed by Rivest in 1990. The message is padded to ensure that its length
in bits plus 448 is divisible 512. A 64-bit binary representation of the original length of
the message is then concatenated to the message. The message is processed in 512-bit
blocks in the Damgård/Merkle iterative structure, and each block is processed in three
distinct rounds. Attacks on versions of MD4 with either the first or the last rounds
missing were developed very quickly by Den Boer and Bosselaers and others.
Dobbertin has shown how collisions for the full version of MD4 can be found in under a
minute on a typical PC. Clearly, MD4 should now be considered broken.

MD5 was developed by Rivest in 1991. It is basically MD4 with “safety-belts” and
while it is slightly slower than MD4, it is more secure. The algorithm consists of four
distinct rounds, which have a slightly different design from that of MD4. Message-
digest size, as well as padding requirements, remains the same. Den Boer and
Bosselaers have found pseudo-collisions for MD5, but there are no other known
cryptanalytic results

4.1.4 TIGER

Tiger is a new hash algorithm by Ross Anderson and Eli Biham. It is designed to work
with 64-bit processors such as the Digital Alpha and, unlike MD4, does not rely on
rotations (the Alpha has no such rotate instruction). In order to provide drop-in
compatibility with other hashes, Tiger can generate a 128-bit, a 160-bit or a 192-bit
digest.

4.1.5 RIPEMD-160

RIPEMD-160 is a 160-bit cryptographic hash function, designed by Hans Dobbertin,
Antoon Bosselaers, and Bart Preneel. It is intended to be used as a secure replacement
for the 128-bit hash functions MD4, MD5, and RIPEMD. MD4 and MD5 were
developed by Ron Rivest for RSA Data Security, while RIPEMD was developed in the
framework of the EU project RIPE (RACE Integrity Primitives Evaluation, 1988-1992).
There are two good reasons to consider such a replacement:

• A 128-bit hash result does not offer sufficient protection anymore. A brute force
collision search attack on a 128-bit hash result requires 264 or about 2.1019

evaluations of the function. In 1994 Paul van Oorschot and Mike Wiener
showed that this brute-force job can be done in less than a month with a $10
million investment (``Parallel collision search with applications to hash
functions and discrete logarithms,'' 2nd ACM Conference on Computer and
Communications Security, ACM Press, 1994, pp. 210-218). This cost is
expected to halve every 18 months.
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• In the first half of 1995 Hans Dobbertin found collisions for a version of
RIPEMD restricted to two rounds out of three. Using similar techniques Hans
produced in the Fall of 1995 collisions for (all 3 rounds of) MD4. The attack on
MD4 requires only a few seconds on a PC, and still leaves some freedom as to
the choice of the message, clearly ruling out MD4 as a collision resistant hash
function. Shortly afterwards, in the Spring of 1996, Hans also found collisions
for the compression function of MD5. Although not yet extended to collisions
for MD5 itself, this attack casts serious doubts on the strength of MD5 as a
collision resistant hash function. RSA Data Security, for which Ron Rivest
developed MD4 and MD5, recommend that MD4 should not longer be used, and
that MD5 should not be used for future applications that require the hash
function to be collision-resistant.

RIPEMD-160 is a strengthened version of RIPEMD with a 160-bit hash result, and is
expected to be secure for the next ten years or more. The design philosophy is to build
as much as possible on experience gained by evaluating MD4, MD5, and RIPEMD.
Like its predecessors, RIPEMD-160 is tuned for 32-bit processors, which we feel will
remain important in the coming decade.

RIPEMD-128 is a plug-in substitute for RIPEMD (or MD4 and MD5, for that matter)
with a 128-bit result. In view of the result of Paul van Oorschot and Mike Wiener
mentioned earlier, 128-bit hash results do not offer sufficient protection for the next ten
years, and applications using 128-bit hash functions should consider upgrading to a 160-
bit hash function.

RIPEMD-256 and RIPEMD-320 are optional extensions of, respectively, RIPEMD-128
and RIPEMD-160, and are intended for applications of hash functions that require a
longer hash result without needing a larger security level.
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5 Non repudiation

5.1 Introduction

The majority of the security industry defines non-repudiation as the ability of the
recipient of the transaction to prove to a third party that the sender really did send the
message. While this definition is good, it is only half of what is needed to claim full
non-repudiation on a transaction.

When applied with the other security building blocks, non-repudiation can be used by
both the sender(s) and recipient(s) to prove to a third party

• That the sender(s) did indeed send the transaction(s), and
• That the recipient(s) received the exact same transaction(s). 

If this full non-repudiation seems very basic, it is. However, actually proving
participation of all parties involved in a transaction is actually quite difficult, and much
of this proof is done transparently, without user intervention. To provide full non-
repudiation for both parties, the following steps must be taken:

• All parties must be identified and authenticated
• All parties must be authorized to perform the functions required.
• The integrity of the transaction content must be intact throughout the

entire process
• Certain transaction information needs to be confidential for

authorized users only
• All transactions must be fully audited

Only when all of the items listed above are correctly pieced together can an
organization(s) or individual(s) claim non-repudiation. The mechanism to provide the
three first points has been analysed on previous chapters.  On this line this section will
pay analyse the most important cryptographic technology to ensure non-repudiation.
This technology is known as Digital Signature.

For digital signatures, two different keys are generally used, one for creating a digital
signature or transforming data into a seemingly unintelligible form, and another key for
verifying a digital signature or returning the message to its original form. These keys are
similar to the ones explained on the public key cryptography section. In fact, Digital
Signature technology usually4 is based on the combination of asymmetric algorithms
with hash functions.

                                                
4 There are some solutions that don’t request the overhead associated with public key cryptography.
These solutions usually are based on the use of keyed hash functions and the possibility to share secrets
between the origin and destination of the message. One example of this signature schemes is HMAC.
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Use of digital signatures is comprised of two processes, one performed by the signer
and the other by the receiver of the digital signature:

• Digital signature creation is the process of the computing a code derived from
and unique to both the signed message and a given private key. For that code or
digital signature to be secure, there must be at most only a negligible chance that
the same digital signature could be created by any other message or private key.

• Digital signature verification is the process of checking the digital signature by
reference to the original message and a public key, and thereby determining
whether the digital signature was created for that same message using the private
key that corresponds to the referenced public key.

As illustrated in the figure, to sign a document or any other item of information, the
signer first delimits precisely what is to be signed. The delimited information to be
signed is termed the "message".. Then a hash function in the signer's software computes
a hash result, a code unique to the message. The signer's software then transforms the
hash result into a digital signature by reference to the signer's private key. This
transformation is sometimes described as "encryption" of the message digest. The
resulting digital signature is thus unique to both the message and the private key used to
create it.

Digital Signature Creation

Typically, a digital signature is attached to its message and stored or transmitted with its
message. However, it may also be sent or stored as a separate data element, so long as it
maintains a reliable association with its message. Since a digital signature is unique to
its message, it is useless if wholly dissociated from its message. When the cryptography
algorithm is supported by X.509 certificates, it is quite common to add the signer digital
certificate and the signed message together. On this line, the message destination can
verify easily the message received.

Verification of a digital signature, as illustrated in the figure bellow is accomplished by
computing a new hash result of the original message by means of the same hash
function used in creating the digital signature. Then, using the public key, the verifier
checks whether the digital signature was created using the corresponding private key,
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and whether the newly computed hash result matches the hash result derived from the
digital signature. If the signer's private key was used and the hash results are identical,
then the digital signature is verified. Verification thus indicates (1) that the digital
signature was created using the signer's private key, because only the signer's public key
will verify a digital signature created with the signer's private key, and (2) that the
message was not altered since it was signed, because the hash result computed in
verification matches the hash result from the digital signature, which was computed
when the message was digitally signed.

Digital signature verification

Various asymmetric cryptosystems create and verify digital signatures using different
mathematical formulas and procedures, but all share this overall operational pattern.

The processes of creating a digital signature and verifying it accomplish the essential
effects desired of a signature:

• Signer authentication: If a public and private key pair is associated with an
identified signer as described below, a digital signature by the private key
effectively identifies the signer with the message. The digital signature cannot
be forged by a person other than the proper signer, unless the proper signer loses
control of the private key, such as by divulging it or losing a computer-readable
card and its associated personal identification number (PIN) or pass phrase.

• Message authentication: The process of digitally signing also identifies the
matter to be signed, typically with far greater certainty and precision than paper
signatures. Verification also reveals any tampering with the message, since
processing the hash results (one made at signing and the other made at verifying)
discloses whether the message is the same as when signed.

• Affirmative act: Creating a digital signature requires the signer to provide her
private key and invoke a software function to create a digital signature. This act
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can be the basis of a ceremony and can be used in staging the completion of a
transaction.

• Efficiency: The processes of creating and verifying a digital signature provide a
high level of assurance that the digital signature is genuinely the signer's and are
almost entirely automated or capable of automation. They can be set up to run
with great speed and accuracy, with human interaction only for non-routine
processing decisions. Compared to paper methods such as checking bank
signature cards, methods so impracticable that they are rarely actually used,
digital signatures yield a high degree of assurance without adding greatly to the
resources required for processing.

5.2 DSS Scheme

DSS (Digital Signature Standard) is a signature-only mechanism endorsed by the United
States Government. The underlying algorithm DSA (Digital Signature Algorithm) is
similar than the one used by ElGamal or by the Schnorr signature algorithm. Also it is
fairly efficient and does not leave behind other signature algorithms, although RSA
necessarily wins when doing verification. Standard defines DSS to use SHA-1 hash
function exlusively to compute message digests.

The DSA digital signature is a pair of large numbers represented in a computer as
strings of binary digits. The digital signature is computed using a set of rules (i.e., the
DSA) and a set of parameters such that the identity of the signatory and integrity of the
data can be verified. The DSA provides the capability to generate and verify signatures.
Signature generation makes use of a private key to generate a digital signature.
Signature verification makes use of a public key which corresponds to, but is not the
same as, the private key. Each user possesses a private and public key pair. Public keys
are assumed to be known to the public in general. Private keys are never shared.
Anyone can verify the signature of a user by employing that user's public key. Signature
generation can be performed only by the possessor of the user's private key.

A hash function is used in the signature generation process to obtain a condensed
version of data, called a message digest (see the figure bellow). The message digest is
then input to the DSA to generate the digital signature. The digital signature is sent to
the intended verifier along with the signed data (often called the message). The verifier
of the message and signature verifies the signature by using the sender's public key. The
same hash function must also be used in the verification process. The hash function is
specified in a separate standard, the Secure Hash Standard (SHS), FIPS 180. Similar
procedures may be used to generate and verify signatures for stored as well as
transmitted data.
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Figure 1: Using the SHA with the DSA
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6 Firewall Technologies

6.1 Introduction

Following the description given by William Cheswick and Steven Bellovin (authors of
Firewalls and Internet Security, Addison Wesley, 1994) a firewall could be defined as a
collection of components or a system placed between two networks and possessing the
following properties:

• All traffic from inside to outside, and vice-versa, must pass through it;
• Only authorized traffic, as defined by the local security policy, is allowed to pass

through it; and
• The system itself is highly resistant to penetration.

Put simply, the ICSA (formerly National Computer Security Association) define a
firewall as a mechanism used to protect a trusted network from an untrusted network,
usually while still allowing traffic between the two. Typically, the two networks in
question are an organization’s internal (trusted) network and the (untrusted) Internet.
However, nothing in the definition of a firewall ties the concept to the Internet.

A firewall ensures that all communications attempting to cross from one network to the
other meet an organization’s security policy. Firewalls track and control
communications, deciding whether to allow, reject or encrypt communications. In
addition to protecting trusted networks from the Internet, firewalls are increasingly
being deployed to protect sensitive portions of local area networks and individual PCs.

According to the above definition, a firewall will require the definition of a set of rules
defining its behaviour when establishing connections between the separated networks.
These rules must be derived from the organisation security policy.

The protection given by a firewall normally includes mechanisms at the following
levels:

• Network Layer: IP packets are examined and routed according to predefined
rules (source routing disabled, only packets with valid external addresses
allowed, IP masquerading).

• Transport Layer: Access to TCP & UDP ports can be granted/blocked,
depending on IP address of both sender and receiver. This allows access control
for many TCP services, but doesn't work at all for others (e.g. X11, ftp,
portmapper services).

• Application Layer: Accept requests for a particular application and either further
the request to the final destination, or block the request.

6.2 Firewall technologies
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Today’s firewalls tend to combine several different mechanisms, making rigid
classification difficult (not to mention contentious—committees tasked with firewall
selection should avoid lengthy debates over how to categorize a particular firewall). On
this chapter it will be described the ingredients that can go into a firewall design.

6.2.1 Packet Filtering

All firewalls perform some sort of IP packet filtering, usually by means of a packet-
filtering router. The router filters packets as they pass between the router’s interfaces,
implementing a set of rules based on firewall policy. A packet-filtering router usually can filter
IP packets based on some or all of the following criteria:

• Source IP address,
• Destination IP address,
• TCP/UDP source port, and
• TCP/UDP destination port.

The main drawback of the router filtering approach it that they have limited (or no)
logging capabilities, frequently don't offer state based filtering, often leave high ports
(e.g. databases) completely open and have very complex rule sets. For these reasons, it
is preferably to use an intelligent, state based filter or a dedicated host with packet filter
software.

Adding TCP or UDP port filtering to IP address filtering results in a great deal of
flexibility. Servers such as the TELNET daemon usually reside at known ports (port 23
for TELNET), so if a firewall can block TCP or UDP connections to or from specified
ports, then the site can call for certain types of connections to be made to certain hosts
but not others.

6.2.2 Application Gateways

To counter some of the weaknesses associated with packet-filtering routers, developers
have created software applications that forward and filter connections for services such
as TELNET and FTP. Such applications are referred to as proxy servers, also known as
application gateways. Host machines running the proxy servers are referred to as
application gateway firewalls. Working together, application gateway firewalls and
packet-filtering routers can potentially provide higher levels of security and flexibility
than either alone.

Application gateway firewalls only allow through those services for which there is a
proxy. In other words, if an application gateway contains proxies for FTP and TELNET,
then only FTP and TELNET may be allowed into the protected subnet and all other
services are completely blocked.

For the applications not supporting application gateways (those using a combination of
ports that can be different for each connection) there seems to be a few practical
solutions:
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• Use intelligent packet filters which "understand" the complexities in the protocol
and dynamically open ports when necessary. Disadvantage: requires an
intelligent (expensive?) filter.

• On Intranet clients replace the TCP/IP stack with a "application gateteway"
aware stack that diverts calls to hosts outside the Intranet to a specific server
which then make the connection to the Internet.

Nevertheless, application gateways offer a number of general advantages over the
default mode of permitting application traffic directly to internal hosts. These
advantages include:

• Hiding of information. The names of internal systems need not necessarily be
made known via DNS to outside systems, since the application gateway may be
the only host whose name must be made known to outside systems.

• Robust authentication and logging. The gateway can authenticate application
traffic before it reaches internal hosts. The traffic can then be logged more
effectively than with standard host logging.

• Cost-effectiveness. Third-party software or hardware for authentication or
logging need be located only at the application gateway.

• Less-complex filtering rules. The rules at the packet-filtering router will be less
complex than they would be if the router needed to filter application traffic and
direct it to a number of specific systems. The router need only allow application
traffic destined for the application gateway and reject the rest.

6.2.3 Content Filtering

Another approach gaining acceptance is to inspect packets rather than just filtering them
that is, to consider their contents as well as their addresses. Firewalls of this type
employ an inspection module, applicable to all protocols, that understands data in the
packet intended for other layers, from the network layer (IP headers) up to the
application layer.

This strategy can provide context-sensitive security for complex applications and may
be more effective than technologies that can only access data in certain layers. For
example, although application gateways have access only to the application layer and
routers have access only to the lower layers, the packet-inspection approach integrates
the information gathered from all layers into a single inspection point.

On this line, firewalls implementing this technology will be able to restrict the
information flow according to an information policy. Email, news messages, ftp and
http file uploads and downloads can be analysed. Examples of content that can be
recognised and (depending on policy) rejected are:

• Email spam
• Viruses
• Java applets
• Trojans
• ActiveX programs
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• JavaScript
• Specific file names
• Types of files (e.g. executables)

While inspecting packets at levels above the network layer requires more processing
power than simple packet filtering, inspecting packet contents purely from the
perspective of security is potentially less work than application processing. This
approach also removes the need to write a new proxy every time a new service is
required. Proponents argue that inspection firewalls therefore provide the quickest way
to allow new services, such as a new video-conferencing protocol, to pass through the
firewall. Application gateways, by comparison, would deny such a service until a proxy
became available.

6.2.4 Stateful Inspection

In order to provide robust security, a firewall must track and control the flow of
communication passing through it. To reach control decisions for TCP/IP based services
(e.g., whether to accept, reject, authenticate, encrypt and/or log communication
attempts), a firewall must obtain, store, retrieve and manipulate information derived
from all communication layers and from other applications.

It is not sufficient to examine packets in isolation. State information—derived from past
communications and other applications—is an essential factor in making the control
decision for new communication attempts. Depending upon the communication attempt,
both the communication state (derived from past communications) and the application
state (derived from other applications) may be critical in the control decision.

Thus, to ensure the highest level of security, a firewall must be capable of accessing,
analysing and utilizing the following:

• Communication Information: Information from all seven layers in the packet
• Communication-derived State: The state derived from previous

communications. For example, the outgoing PORT command of an FTP session
could be saved so that an incoming FTP data connection can be verified against
it.

• Application-derived State: The state information derived from other
applications. For example, a previously authenticated user would be allowed
access through the firewall for authorized services only.

• Information Manipulation: The ability to perform logical or arithmetic functions
on data in any part of the packet

Stateful Inspection is able to meet all the security requirements defined above while
traditional firewall technologies, such as packet filters and application-layer gateways,
each fall short in some areas (see Table 1). With Stateful Inspection, packets are
intercepted at the network layer for best performance (as in packet filters), but then data
derived from all communication layers is accessed and analyzed for improved security
(compared to layers 4–7 in application-layer gateways). Stateful Inspection then
introduces a higher level of security by incorporating communication- and application-
derived state and context information which is stored and updated dynamically.
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Firewall
Capability

Packet
Filters

Application-
layer

Gateways

Stateful
Inspection

Communication
Information

Partial Partial Yes

Communication-
derived State

No Partial Yes

Application-
derived State

No Yes Yes

Information
Manipulation

Partial Yes Yes

Table 1: Firewall technologies capabilities

This provides cumulative data against which subsequent communication attempts can
be evaluated. It also delivers the ability to create virtual session information for tracking
connectionless protocols (e.g. RPC and UDP-based applications), something no other
firewall technology can accomplish.

6.3 Firewalls Architectures

There are many possible ways to set up a Firewall. Here the principle methods are
shown. The choice of Firewall depends on cost, performance, availability needs and the
sensitivity of the information being protected by the firewall.

Additionally to the example showed bellow, it must be stated that.

• The firewall should also include redundant security barriers, so that a single
point of failure cannot compromise the global network.

• The reliability of service required should be specified before a firewall is
designed. On this line redundant routing, clusters, RAID, cold standbys etc. can
all be used to provide varying levels of availability.

The following example architectures has been taken from [1]. For additional
information refer to [3] and [4].

6.3.1 Basic Filter Architecture (screening router)

The cheapest (and least secure) architecture involves using a router (which can filter
inbound and outbound packets on each interface) to screen access to one (or more)
internal servers. A router is normally needed anyway to connect to the Internet, so the
filter is for free. This server is the starting point for all outside connections. Internal
clients who wish to access the outside do so via this screened server.
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Advantages:
• Transparent, simple.
• Cheapest solution, lowest security.
• The router could be replaced by an intelligent filter, providing fine grained

access control, protection against IP spoofing and with logging (although such
logging is at a low level, making it difficult to interpret).

Disadvantages:
• Complex filtering rules (and hence error prone) are required on the router. Fine

grained access control is near impossible.
• Since most routers cannot do logging, little is known about possible attacks.
• The screening router can be easily modified to allow other internal hosts to

access the outside. This is a bad thing, as it can soon get out of hand (too may
hosts, too many complex rules, difficult to verify).

• Some (old) routers do not correctly screen source routed packets.
• Routers cannot add authentication.
• Difficult to hide internal structure.
• Only one barrier.

6.3.2 Dual Homed Firewall Architecture

In this classical firewall architecture, a host is setup with two network interfaces, one
connected to the outside, one to the inside. Packet forwarding is disabled on the
gateway, information is passed at the application level. The gateway can be reached
from both sides, but traffic cannot directly flow across it. Normally, a router is also
needed for Internet connection.
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If a router is available, take advantage and setup packet cleaning and filtering.
Alternatively the gateway itself may have a packet filter integrated.

Disadvantages:

• Since the dual homed host cannot forward packets, a proxy must exist for all
services that traverse the gateway (unless the gateway also has a packet filter).
Not all services can be proxied and they require user input or configuration.

• Firewall performance is limited to the performance of one machine.

6.3.3 Screened Host Architecture

This variation of the Basic Filter involves the use of two filters, the additional filter
being used between the screened host and it's clients. The "protected" host is known as a
Bastion Host.
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On this sample, filtering rules are simpler that in the Basic Filter architecture. The
external router only allows traffic between the bastion host and the outside and the
internal router only allows traffic between the bastion host and the inside.

If two different routers are used, diversity of defence is improved, at the cost of
complexity. Since routers cannot do logging, little is known about possible attacks at the
packet level. Internet servers (WWW, ftp) would normally be placed on the outside
without any access to the internal network.

6.3.4 Screened Subnet (or DMZ) Architecture

This architecture is an extension of the screened host architecture. The classical firewall
setup is a packet filter between the outside and a "semi-secure" or De-Militarised Zone
(DMZ) subnet where the proxies lie (this allows the outside only restricted access
services in the DMZ Zone). The DMZ is further separated from the internal network by
another packet filter which only allows connections to/from the proxies.
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All incoming and outgoing services between the Internet and the Internal networks pass
via proxy servers in the DMZ.

Services offered to the Internet (such as WWW or anon ftp) run on a dedicated machine
which has no access to the inside (since this machine must be considered as potentially
compromised - a "sacrificial lamb"). A server providing WWW or (writeable) ftp to the
Internet is difficult to fully secure. If a site offers secure services such as Web
commerce, it is advisable to install a second, specialised web server with strong SSL, a
B1 (TCSEC) approved OS and highly restrictive usage/monitoring/auditing/change
management etc.

The DMZ can be a switched LAN, or a two switched LANs with dual homed bastion
hosts between them. The latter is more secure since only proxied connections will be
allowed through and protects against a software error in the filters. Direct inside<->
outside socket connections are no longer possible, unless an extra filter is added on the
default route in place of a bastion..

The main advantage of this architecture is its modularity & flexibility, allowing by
example the use of two different firewall solutions for the "packet filters" shown above
to improve the global system security.

6.3.5 Invisible Filter Architecture

Some products act as bridges and are as such invisible to TCP/IP traffic. An example is
the SunScreen from Sun Microsystems. This offers a huge advantage, especially if the
filter is intelligent - it is very difficult to attack the packet filter.
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Since the filter doesn't have an IP address on this approach, it is much more difficult to
attack. Being invisible is a major security advantage.
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7 Virtual Private Networks Technologies

7.1 Introduction

A Virtual Private Network (VPN) is a network that uses the Internet or other network
service as its Wide Area Network (WAN) backbone. VPNs accomplish this by allowing
the user to tunnel through the Internet or another public network in a manner that
provides the same security and features formerly available only in private networks.

Transit Internetwork

Logical
Equivalent

Virtual Private Network

 Virtual Private Network

VPN technology is designed to address issues surrounding the current business trend
toward increased telecommuting and widely distributed global operations, where
partners must be able to connect to central resources and must be able to communicate
with each other.

On the scope of the IRMA project, VPN technology can be used to allow the connection
of the different Virtual Factory facilities over a public network such as the Internet,
while maintaining secure communications. The VPN connection across the Internet
logically operates as a Wide Area Network (WAN) link between the sites.

The secure connection across the public network will appear to the users as a private
network communication—despite the fact that this communication occurs over a public
network— hence the name Virtual Private Network.
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When deploying a remote networking solution, the organization needs to facilitate
controlled access to corporate resources and information. the solution must allow
remote offices to connect to each other to share resources and information (LAN-to-
LAN connections). In addition, the solution must ensure the privacy and integrity of
data as it traverses the Internet. The same concerns apply in the case of sensitive data
traversing a corporate network. Therefore, a VPN solution should provide at least all of
the following:

• User Authentication. The solution must verify the user’s identity and restrict
VPN access to authorized users only. It must also provide audit and accounting
records to show who accessed what information and when.

• Data Encryption. Data carried on the public network must be rendered
unreadable to unauthorized clients on the network.

• Key Management. The solution must generate and refresh encryption keys for
the client and the server.

• Multiprotocol Support. The solution must handle common protocols used in
the public network. These include IP, Internet Packet Exchange (IPX), and so
on.

Before VPNs, networks were forced to deploy partial solutions that addressed only a
portion of the problem. For example, the secure sockets layer (SSL) provides
application encryption for Web browsers and other applications. SSL protects the
confidentiality of data sent from each application that uses it, but it does not protect data
sent from other applications. Every system and application must be protected with SSL
in order for it to work efficiently.

Institutions such as the military have been using link-level encryption for years. With
this scheme, every communications link is protected with a pair of encrypting devices-
one on each end of the link. While this system provides excellent data protection, it is
quite difficult to manage. It also requires that each end of every link in the network is
secure, because the data is in cleartext at these points. Of course, this scheme doesn't
work at all in the Internet, where few of the intermediate links are accessible or trusted
to the user.

Tunneling is the most frequent method of using a public network infrastructure to
transfer data for one private network over another network. The data to be transferred
(or payload) can be the frames (or packets) of another protocol. Instead of sending a
frame as it is produced by the originating node, the tunneling protocol encapsulates the
frame in an additional header. The additional header provides routing information so
that the encapsulated payload can traverse the intermediate network.

The encapsulated packets are then routed between tunnel endpoints over the public
network. The logical path through which the encapsulated packets travel through the
network is called a tunnel. Once the encapsulated frames reach their destination on the
intermediate network, the frame is unencapsulated and forwarded to its final destination.
Tunneling includes this entire process (encapsulation, transmission, and
unencapsulation of packets).
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The transit network can be anyone —the Internet is the most widely known real world
example-. There are many examples of tunnels that are carried over corporate networks.
And while the Internet provides one of the most pervasive and cost-effective
intermediate networks, references to the Internet in this section can be replaced by any
other public or private network that acts as a transit one.

Tunneling technologies have been in existence for some time. Some examples of mature
technologies include:

• SNA tunneling over IP networks. When System Network Architecture (SNA)
traffic is sent across a corporate IP network, the SNA frame is encapsulated in a
UDP and IP header.

• IPX tunneling for Novell NetWare over IP networks. When an IPX packet is
sent to a NetWare server or IPX router, the server or the router wraps the IPX
packet in a UDP and IP header, and then sends it across an IP network. The
destination IP-to-IPX router removes the UDP and IP header and forwards the
packet to the IPX destination.

New tunneling technologies have been introduced in recent years to address the creation
of Virtual Private Networks. These newer technologies include:

• Point-to-Point Tunneling Protocol (PPTP). PPTP allows IP, IPX, or NetBEUI
traffic to be encrypted, and then encapsulated in an IP header to be sent across a
corporate IP network or a public IP network such as the Internet.

• Layer 2 Tunneling Protocol (L2TP). L2TP allows IP, IPX, or NetBEUI traffic
to be encrypted, and then sent over any medium that supports point-to-point
datagram delivery, such as IP, X.25, Frame Relay, or ATM.

• IP Security (IPSec) Tunnel Mode. IPSec Tunnel Mode allows IP payloads to
be encrypted, and then encapsulated in an IP header to be sent across a corporate
IP network or a public IP network such as the Internet.

The following sections will analyze in detail the above technologies.
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7.2 Point to Point Tunneling Protocol (PPTP)

Point-to-Point Tunnelling Protocol (PPTP) describes a method that allows people to
securely connect to their organisation’s LAN from an external location, by using the
existing Internet infrastructure rather than dedicated lines. That is, PPTP is a protocol
describing how secure Point-to-Point connections can be established over TCP/IP links.

A Virtual Private Network can be established using PPTP, which allows for tunnelling
of data packets between the Network Access Server (NAS) (or the user’s machine) and
a Gateway to the organisation’s LAN.

To establish a PPTP VPN either the machine dialling in to the NAS, or the NAS itself
must have PPTP enabled, as must the Gateway. The machine where the client PPTP is
enabled is referred to in the PPTP RFC as the PPTP Access Concentrator (PAC). The
Gateway which runs the PPTP server is called the PPTP Network Server (PNS).

Point-to-Point Tunnelling through network space enables the remote location to appear
to the LAN as if it was local. The remote machine would establish a tunnel between
itself and the gateway machine on the LAN. The remote machine would then be
assigned an IP address internal to the LAN, ie this address will be meaningful to all
other machines on the LAN, which "see" the remote machine as sitting locally on the
LAN. The gateway machine would receive any packets sent to this IP address, and then
send them back, via the tunnel, to the remote machine. Advantageously, the user’s
machine can maintain the same "local" IP address when connecting to the LAN, over
different sessions dialling in via different PPTP clients.

 

Connecting to the LAN remotely

In addition to allowing a single remote computer to connect, the VPN can also link
remote LANs together.

7.2.1 Relationship between Point-to-Point Protocol (PPP) & PPTP

Point -to-Point Protocol (PPP) is a data-link layer protocol (OSI Model). The data-link
layer is where a stream of bits is assembled into, or disassembled from, a frame. A
frame is a block of data with an identifiable start and finish.

PPP allows a computer to make a simple connection using a standard telephone line and
a modem, to another computer (a Point-to-Point connection). PPP provides a
mechanism for encapsulating multi-protocol datagrams, as well as specifying a Link
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Control Protocol (LCP) for establishing, configuring, managing, debugging and
terminating the link.

The PPP carries the IP packets which encapsulate the TCP, thus allowing the
connecting computer to make a TCP/IP connection, and hence utilise existing
infrastructure.

In the context of PPTP and networking, the computer which the user attach to would be
an Internet Service Provider’s (ISP) Network Access Server (NAS). The NAS is
connected to via a serial line protocol (PPP). It sits on an IP network, providing
communications to it. So the NAS is the device through which the PPP connection gains
access to a wider TCP/IP network. (Note that Network Access Servers are also referred
to in the literature as Point of Presence (POP) Servers, and Front End Processors (FEP).
These terms are interchangeable).

PPTP isn’t a changed, or enhanced PPP. It is instead a new way of carrying PPP, and is
a mechanism which allows the PPP connection to be securely tunnelled over IP
networks. The PPTP doesn’t specify how to authenticate identity, or what method of
encryption to use. However, these are both crucial implementation choices if PPTP is to
achieve its aims. If these methods are secure, then the PPTP will provide secure
tunnelling, and a secure VPN. PPTP is the framework within which these authentication
and encryption methods are negotiated, and it specifies how the data is to be
encapsulated and sent.

7.2.2 PPTP Tunnelling

PPTP utilises the concept of tunnelling when it transfers data from the remote location
to the organisation’s LAN, and vice versa. As noted above, when establishing a VPN,
the data is tunneled and must be encrypted. Encryption occurs before encapsulation
takes place.

The tunnelling (the encapsulation, and hence where the datagrams are encrypted) starts
at the PAC which, as noted, can either be the user’s machine, or the NAS. At the other
end of the tunnel is the PNS, running on the Gateway server. So the tunnel is defined by
a client-server (PAC-PNS) pair, the tunnel going between the two.

If the user’s machine is where the PPTP tunnel is established from, then the order of
encapsulation is as shown in the diagram below.
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PPTP encapsulation diagram

The packets to be sent to the organisation’s LAN are seen there as if from a local
machine, and are in whatever protocol the LAN uses. Note that PPTP is multiprotocol,
so the packets could be IP, or some non-IP, eg IPX, net-BEUI, DECnet, Appletalk etc.
The only requirement is that PPP, the user’s machine, and LAN’s Gateway support the
protocol.

These network packets are encapsulated by PPP packets. Once the Gateway has
received the data, and decrypted it, it is as if it has received this data via a serial line
(PPP) connection.

The PPP packets are then encapsulated by Generic Routing Encapsulation (GRE)
packets. GRE is a protocol designed for encapsulating a packet of an arbitrary protocol,
and then itself being encapsulated by another protocol. GRE is used as its headers are
used by PPTP to differentiate between PPP packets belonging to different PPTP
sessions. Additionally it carries some acknowledgment and sequencing information
which can be used for limited congestion-control and error detection.

Next the GRE packets are encapsulated by IP packets, so that they can be sent via the IP
network to the gateway to the organisation’s LAN. Lastly they are encapsulated with
PPP, so that they can be sent from the user’s machine to the NAS.

7.2.3 Establishment of PPTP connections

The PPTP connections can be set up in two slightly different ways, depending on
whether it is the user’s machine, or the NAS which is PPTP enabled. This difference
determines where the data is encrypted, and encapsulated.
 
A PPTP connection consists of two separate connections. The first is a control
connection, which operates over TCP. The second connection is the tunnel, which
carries the PPP datagrams. These two separate connections are logically associated.

PPTP Connection

Both connections are created for each unique Client-Server (PAC-PNS) pair. Note that
multiple PPTP sessions running on the same Client-Server pair can be multiplexed
within a single tunnel.

Before any data can be tunnelled, a control connection must be established. The PPTP
control connection is connection oriented, using a three way handshake to become
established. Interestingly the connection can originate at either the PAC (client), or the
PNS (server). In the case of them both attempting to start a connection at the same time,
the collision is resolved by which has the higher IP address (eg, 131.185.250.53 is
higher than 131.185.250.47).
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The control connection uses timing messages to make sure that the connection is still
alive. The control session is used to negotiate and handle the establishment,
management, maintenance, and ending of sessions of the data tunnel.

Within the data connection, the GRE header enables the use of a sliding window
protocol for flow control. Also of interest is that because PPP assumes that the link will
deliver all packets in order, any packets which arrive out of sequence (eg due to
differing IP routes), must be discarded.

PPTP was developed into the form of an Internet-Draft by a group called the PPTP
Forum, which consists of the companies Accend Communications, Microsoft
Corporation, U.S. Robotics/3Com, Copper Mountain Networks, and ECI Telematics, as
well as several individuals. (20)

PPTP was first demonstrated in March of 1996, and released in NT 4.0 Beta 2 in April
of that year.(21) The PPTP draft was submitted to the Internet Engineering Task Force
(IETF) in June.(22) The IETF Working group on Point-to-Point-Extensions(23) is
responsible for any additions, improvements or changes to the draft. At time of writing
(mid Oct 1998), the most recent update of the draft was on 14th October 1998 (due to be
valid until 14th April 1999) (24).

PPTP has been implemented by Microsoft, being available in Windows NT since 1996.
Microsoft uses a protocol called CHAP (challenge/response authentication protocol) for
addressing the problem of identity, and the RC4 encryption protocol for encryption. The
effectiveness of these protocols within this implementation of PPTP has been critiqued,
and found wanting. (25) Microsoft has responded to these criticisms of PPTP security by
releasing a set of patches. (26) The cycle of further cryptanalysis revealing security
problems, followed by corresponding patch releases addressing them will no doubt
continue.

7.3 Layer 2 Tunneling Protocol (L2TP)

L2TP is a combination of PPTP and L2F. Its designers hope that L2TP will represent
the best features of PPTP and L2F.

PPTP was explained on the previous chapter. Regarding L2F, it is a technology
proposed by Cisco, is a transmission protocol that allows dial-up access servers to frame
dial-up traffic in PPP and transmit it over WAN links to an L2F server (a router). The
L2F server then unwraps the packets and injects them into the network. Unlike PPTP
and L2TP, L2F has no defined client. L2F functions in compulsory tunnels only. (For a
detailed discussion of voluntary and compulsory tunnels, see the section, Tunnel Types
below.)

L2TP is a network protocol that encapsulates PPP frames to be sent over IP, X.25,
Frame Relay, or Asynchronous Transfer Mode (ATM) networks. When configured to
use IP as its datagram transport, L2TP can be used as a tunneling protocol over the
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Internet. L2TP can also be used directly over various WAN media (such as Frame
Relay) without an IP transport layer.

L2TP over IP networks uses UDP and a series of L2TP messages for tunnel
maintenance. L2TP also uses UDP to send L2TP-encapsulated PPP frames as the
tunneled data. The payloads of encapsulated PPP frames can be encrypted and/or
compressed. The figure bellow shows how an L2TP packet is assembled prior to
transmission. The drawing shows a dial-up client creating a tunnel across an
internetwork. The final frame layout shows the encapsulation for a dial-up client (PPP
Device Driver). The encapsulation assumes L2TP over IP.

Remote Client

Network Access Server

Application User Data

User DataIP TCP
UDP

TCP/IP
Stack

L2TP
Software UDP PPP User DataIP TCP

UDP

Optionally compressed and encrypted

TCP/IP
Stack IP UDP PPP User DataIP TCP

UDP

Optionally compressed and encrypted

Tunnel Server

Tunnel Internetwork

PPP
Device
Driver

IP UDP PPP User DataIP TCP
UDP

Optionally compressed and encrypted

PPP

Target Network

Construction of an L2TP packet
7.3.1 PPTP Compared to L2TP

Both PPTP and L2TP use PPP to provide an initial envelope for the data, and then
append additional headers for transport through the network. The two protocols are very
similar.  However, there are differences between PPTP and L2TP:
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• PPTP requires that the transit network be an IP network. L2TP requires only that
the tunnel media provide packet-oriented point-to-point connectivity. L2TP can
be used over IP (using UDP), Frame Relay permanent virtual circuits (PVCs),
X.25 virtual circuits (VCs), or ATM VCs.

• PPTP can support only a single tunnel between end points. L2TP allows for the
use of multiple tunnels between end points. With L2TP, you can create different
tunnels for different qualities of service.

• L2TP provides for header compression. When header compression is enabled,
L2TP operates with 4 bytes of overhead, as compared to 6 bytes for PPTP.

• L2TP provides for tunnel authentication, while PPTP does not. However, when
either protocol is used over IPSec, tunnel authentication is provided by IPSec so
that Layer 2 tunnel authentication is not necessary.

Using PPP for dial-up links, L2TP includes those packaged authentication mechanisms
such as password authenticated protocol (PAP) and CHAP. Like PPTP, L2TP supports
PPP's use of the extensible authentication protocol for other authentication systems,
such as RADIUS. Current L2TP draft standard recommends that IPSec be used for
encryption and key management in IP environments; at this time, PPTP, L2F, and L2TP
all do not include encryption or processes for managing the cryptographic keys required
for encryption in their specifications. Future drafts of the PPTP standard may also call
for using IPSec in a similar fashion to L2TP. 

7.4 Internet  Protocol v.6 Security (IPSec)

IPSec is a framework of open standards for ensuring secure private communications
over IP networks. Based on standards developed by the Internet Engineering Task Force
(IETF), IPSec ensures confidentiality, integrity, and authenticity of data
communications across a public IP network. IPSec provides a necessary component of a
standards-based, flexible solution for deploying a network-wide security policy.

Encryption and authentication controls can be implemented at several layers in the
computing infrastructure as shown in the next figure:
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 Encryption Implementation Locations

IPSec implements network layer encryption and authentication as shown in the figure,
providing an end-to-end security solution in the network architecture itself. Thus the
end systems and applications do not need any changes to have the advantage of strong
security. Because the encrypted packets look like ordinary IP packets, they can be easily
routed through any IP network, such as the Internet, without any changes to the
intermediate networking equipment. The only devices that know about the encryption
are the end points. This feature greatly reduces both implementation and management
costs.

7.4.1 IPSec Technologies

IPSec combines several different security technologies into a complete system to
provide confidentiality, integrity, and authenticity. In particular, IPSec uses:

• Diffie-Hellman key exchange for deriving key material between peers on a
public network

• Public key cryptography for signing the Diffie-Hellman exchanges to guarantee
the identity of the two parties and avoid man-in-the-middle attacks

• Bulk encryption algorithms, such as DES, for encrypting the data
• Keyed hash algorithms, such as HMAC, combined with traditional hash

algorithms such as MD5 or SHA for providing packet authentication.
• Digital certificates signed by a certificate authority to act as digital ID cards.

7.4.2 Details of IPSec

IPSec combines the aforementioned security technologies into a complete system that
provides confidentiality, integrity, and authenticity of IP datagrams. IPSec actually
refers to several related protocols as defined in the new RFC 2401-2411 and 2451 (the
original IPSec RFCs 1825-1829 are now obsolete). These standards include:

• IP Security Protocol proper, which defines the information to add to an IP
packet to enable confidentiality, integrity, and authenticity controls as well as
defining how to encrypt the packet data.

• Internet Key Exchange, which negotiates the security association between two
entities and exchanges key material. It is not necessary to use IKE, but manually



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 99/204

configuring security associations is a difficult and manually intensive process.
IKE should be used in most real-world applications to enable large-scale secure
communications.

7.4.2.1 IPSec Packets
IPSec defines a new set of headers to be added to IP datagrams. These new headers are
placed after the IP header and before the Layer 4 protocol (typically Transmission
Control Protocol [TCP] or User Datagram Protocol [UDP]). These new headers provide
information for securing the payload of the IP packet as follows:

• Authentication header (AH)—This header, when added to an IP datagram,
ensures the integrity and authenticity of the data, including the invariant fields in
the outer IP header. It does not provide confidentiality protection. AH uses a
keyed-hash function rather than digital signatures, because digital signature
technology is too slow and would greatly reduce network throughput.

• Encapsulating security payload (ESP)—This header, when added to an IP
datagram, protects the confidentiality, integrity, and authenticity of the data. If
ESP is used to validate data integrity, it does not include the invariant fields in
the IP header.

AH and ESP can be used independently or together, although for most applications just
one of them is sufficient. For both of these protocols, IPSec does not define the specific
security algorithms to use, but rather, provides an open framework for implementing
industry-standard algorithms. Initially, most implementations of IPSec will support
MD5 from RSA Data Security or the Secure Hash Algorithm (SHA) as defined by the
U.S. government for integrity and authentication. The Data Encryption Standard (DES)

is currently the most commonly offered bulk encryption algorithm, although RFCs are
available that define how to use many other encryption systems, including IDEA,
Blowfish, and RC4.
IPSec provides two modes of operation—transport and tunnel modes—as shown in the
next figure:

IPSec Operation Modes
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In transport mode, only the IP payload is encrypted, and the original IP headers are left
intact. This mode has the advantage of adding only a few bytes to each packet. It also
allows devices on the public network to see the final source and destination of the
packet. This capability allows you to enable special processing (for example, quality of
service) in the intermediate network based on the information in the IP header.
However, the Layer 4 header will be encrypted, limiting the examination of the packet.
Unfortunately, by passing the IP header in the clear, transport mode allows an attacker
to perform some traffic analysis. For example, an attacker could see when Cisco's CEO
sent a lot of packets to another CEO. However, the attacker would only know that IP
packets were sent; the attacker would not be able to determine if they were e-mail or
another application.

In tunnel mode, the entire original IP datagram is encrypted, and it becomes the
payload in a new IP packet. This mode allows a network device, such as a router, to act
as an IPSec proxy. That is, the router performs encryption on behalf of the hosts. The
source's router encrypts packets and forwards them along the IPSec tunnel. The
destination's router decrypts the original IP datagram and forwards it on to the
destination system. The major advantage of tunnel mode is that the end systems do not
need to be modified to enjoy the benefits of IP Security. Tunnel mode also protects
against traffic analysis. With tunnel mode, an attacker can only determine the tunnel
endpoints and not the true source and destination of the tunneled packets, even if they
are the same as the tunnel end points.

Usage of IPSec Tunnel and Transport Modes.

As defined by the IETF, IPSec transport mode can only be used when both the source
and the destination systems understand IPSec as shown in Figure 9. In most cases, you
deploy IPSec with tunnel mode. Doing so allows you to implement IPSec in the
network architecture without modifying the operating system or any applications on
your PCs, servers, and hosts.
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7.4.2.2 Security Associations
IPSec provides many options for performing network encryption and authentication.
Each IPSec connection can provide either encryption, integrity and authenticity, or both.
When the security service is determined, the two communicating nodes must determine
exactly which algorithms to use (for example, DES or IDEA for encryption; MD5 or
SHA for integrity). After deciding on the algorithms, the two devices must share session
keys. As you can see, there is quite a bit of information to manage. The security

association is the method that IPSec uses to track all the particulars concerning a given
IPSec communication session. A Security Association (SA) is a relationship between
two or more entities that describes how the entities will use security services to
communicate securely. The nomenclature gets a little confusing at times, because SAs
are used for more than just IPSec. For example, IKE SAs describe the security
parameters between two IKE devices. Further references to security associations in the
rest of this section will specify whether they are IPSec or an IKE SA.

 IPSec Security Associations

The security association is unidirectional, meaning that for each pair of communicating
systems there are at least two security connections—one from A to B and one from B to
A. The security association is uniquely identified by a randomly chosen unique number
called the security parameter index (SPI) and the destination IP address of the
destination. When a system sends a packet that requires IPSec protection, it looks up the
security association in its database, applies the specified processing, and then inserts the
SPI from the security association into the IPSec header. When the IPSec peer receives
the packet, it looks up the security association in its database by destination address and
SPI and then processes the packet as required. In summary, the security association is
simply a statement of the negotiated security policy between two devices as shown in
next figure.
7.4.2.3 Internet Key Management Protocol
IPSec assumes that a security association is in place, but it does not have a mechanism
for creating that association. The IETF chose to break the process into two parts: IPSec
provides the packet-level processing, while the Internet Key Management Protocol
(IKMP) negotiates security associations. After considering several alternatives,
including the Simple Key Internet Protocol (SKIP) and Photuris, the IETF chose IKE as
the standard method of configuring security associations for IPSec.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 102/204

IKE creates an authenticated, secure tunnel between two entities and then negotiates the
security association for IPSec. This process requires that the two entities authenticate
themselves to each other and establish shared keys.
Authentication
Both parties must be authenticated to each other. IKE is very flexible and supports
multiple authentication methods. The two entities must agree on a common
authentication protocol through a negotiation process. At this time, the following
mechanisms are generally implemented:

• Pre-shared keys—The same key is pre-installed on each host. IKE peers
authenticate each other by computing and sending a keyed hash of data that
includes the preshared key. If the receiving peer is able to independently create
the same hash using its preshared key, it knows that both parties must share the
same secret, thus authenticating the other party.

• Public key cryptography—Each party generates a pseudo-random number (a
nonce) and encrypts it in the other party's public key. The ability for each party
to compute a keyed hash containing the other peer's nonce, decrypted with the
local private key as well as other publicly and privately available information,
authenticates the parties to each other. This system provides for deniable
transactions. That is, either side of the exchange can plausibly deny that it took
part in the exchange. Currently only the RSA public key algorithm is supported.

• Digital signature—Each device digitally signs a set of data and sends it to the
other party. This method is similar to the previous one, except that it provides
nonrepudiation. Currently both the RSA public key algorithm and the digital
signature standard (DSS) are supported.

Both digital signature and public key cryptography require the use of digital certificates
to validate the public/private key mapping. IKE allows the certificate to be accessed
independently (for example, through DNSSEC) or by having the two devices explicitly
exchange certificates as part of IKE.
Key Exchange
Both parties must have a shared session key in order to encrypt the IKE tunnel. The
Diffie-Hellman protocol is used to agree on a common session key. The exchange is
authenticated as described above to guard against "man-in-the-middle" attacks.
7.4.2.4 Using IKE with IPSec
These two steps, authentication and key exchange, create the IKE SA, a secure tunnel
between the two devices. One side of the tunnel offers a set of algorithms, and the other
side must then accept one of the offers or reject the entire connection. When the two
sides have agreed on which algorithms to use, they must derive key material to use for
IPSec with AH, ESP, or both together. IPSec uses a different shared key than IKE. The
IPSec shared key can be derived by using Diffie-Hellman again to ensure perfect
forward secrecy, or by refreshing the shared secret derived from the original Diffie-
Hellman exchange that generated the IKE SA by hashing it with pseudo-random
numbers (nonces). The first method provides greater security but is slower. After this is
complete, the IPSec SA is established.
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IPSec use of IKE

Last figure illustrates how IPSec uses IKE to set up a security association. A's first
packet to B that should be encrypted triggers the IKE process. The IKE process builds a
secure tunnel between B and A. The IPSec SA is negotiated over this tunnel. A can then
use this SA to send secure data to B.

Trying to fits all together an example is provided. In the figure bellow, Bob is trying to
securely communicate with Alice. Bob sends his data toward Alice. When Bob's router
sees the packet, it checks its security policy and realizes that the packet should be
encrypted. The preconfigured security policy also says that Alice's router will be the
other endpoint of the IPSec tunnel. Bob's router looks to see if it has an existing IPSec
SA with Alice's router. If not, then it requests one from IKE. If the two routers already
share an IKE SA, the IPSec SA can be quickly and immediately generated. If they do
not share an IKE SA, one must first be created before negotiation of the IPSec SAs. As
part of this process, the two routers exchange digital certificates. The certificates must
be signed beforehand by a certificate authority that both Bob and Alice's routers trust.
When the IKE session becomes active, the two routers can negotiate the IPSec SA.
When the IPSec SA is set up, both routers will have agreed on an encryption algorithm
(for example, 3DES) and an authentication algorithm (for example, MD5), and have a
shared session key. Now, Bob's router can encrypt Bob's IP packet, place it into a new
IPSec packet and send it to Alice's router. When Alice's router receives the IPSec
packet, it looks up the IPSec SA, properly processes and unpacks the original datagram,
and forwards it over to Alice. While this sounds complicated, it all happens
automatically and transparently to both Alice and Bob.
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 IPSec and IKE in Practice



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 105/204

8 Intrusion Detection Technologies

8.1 Introduction

The goal of an intrusion detection system is to provide an indication of a potential or
real attack. An attack or intrusion is a transient event, whereas a vulnerability represents
an exposure, which carries the potential for an attack or intrusion. The difference
between an attack and a vulnerability, then, is that an attack exists at a particular time,
while a vulnerability exists independently of the time of observation. Another way to
think of this is that an attack is an attempt to exploit a vulnerability (or, in some cases, a
perceived vulnerability).  This leads to categorize various types of intrusion detection
systems.

The IDS tools covered in this chapter fall into two technology categories: intrusion
detection systems and vulnerability scanners.  It can be further decompose these two
categories into host and network-based systems.  As shown in the figure bellow,
vulnerability scanners can be run at any time because it is assumed that a vulnerability
exists until repaired.  An intrusion, on the other hand, exploits a specific vulnerability
and must be detected as soon as possible after it starts.  For this reason, intrusion
detection tools must run more frequently than vulnerability scanners.  This is why most
IDS vendors attempt to make their intrusion detection tools work in real-time.

This chapter will cover five different categories of IDS. Not all of these categories
represent "classical intrusion detection" but they play a role in the overall goal of
detecting or preventing intrusions on a corporate network.  The categories are:

• Network Vulnerability Scanner: Scan networks to find holes and vulnerabilities
in network servers and devices.

• Host Vulnerability Scanner: Verifies policy by finding holes in systems,
password cracking, wrong privileges, etc.

• Network Based Intrusion Detection System: Sentry on networks. Watches for
known attacks in network data streams.

• Host Based Intrusion Detection System: Sentry on an individual host. Watches
for changes in key files, break-ins, back doors. This type of systems work in real
time.

• File Integrity Checkers: Logs modifications on the information stored on
servers.
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Intrusion Detection Systems Classification

8.2 Vulnerability Scanners

A scanner could be defined such a program that automatically detects security
weaknesses in a remote or local host. Vulnerability scanners, whether network or host
scanners, give the organization the opportunity to fix problems before they arise, rather
than reacting to an intrusion or misuse that is already in progress.  Therefore a
vulnerability scanner allows the organization to prevent the intrusion in the first place. 

8.2.1 Network Vulnerability Scanner

A network vulnerability scanner operates remotely by examining the network interface
on a remote system.  It will look for vulnerable services running on that remote
machine, and report on a possible vulnerability.  For example, it is well-known that
httpd is a weak service; a network vulnerability scanner will attempt to connect to the
httpd service on the target system.  If the connection succeeds, the scanner will report a
httpd vulnerability.

A network scanner should be the first tool used in the vulnerability assessment process.
It provides a quick snapshot of the highest risk vulnerabilities that require immediate
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attention. A network-based scanning assessment might detect extremely critical
vulnerabilities such as misconfigured firewalls or a vulnerable web servers in a DMZ
that could provide a stepping stone to an intruder and allow them to quickly
compromise an organization’s security. Network-based scanning performs quick,
detailed analyses of an enterprise’s critical network and system infrastructure from the
perspective of an external or internal intruder trying to use the network to break into
systems.

Network-based scanner strengths fall into two main categories:

1) Centralized access to organization security information
• Network-based scanners analyze network based devices on an organization

network, quickly providing detailed repair reports to allow quick corrective
action. The resulting data and reports allow prompt attention for vulnerable
systems, accelerating the process of reducing security risk.

• Network-based scanners discover unknown or unauthorized devices and systems
on a network, helping determine if there are unknown perimeter points on your
network, such as unauthorized remote access servers or connections to insecure
networks of business partners. Has a department set up an insecure Linux-based
web server on their own? Are there curious, unknown systems on the network
that warrant further investigation?

• Network scanners provide a comprehensive view of all operating systems and
services running and available on your network, as well as detailed listings of all
system user accounts that can be discovered from standard network resources.
This data and corresponding reports give administrators a clear picture of what
types of services are actually being used on their network. In addition, this
information can be used by a network scanner for further vulnerability
evaluation, such as using user accounts to test for password strength, or services
detected to check for vulnerable services.

• Because they require no host software to be installed on the systems being
scanned, network-based scanners can be set up and used quickly, without
requiring the deployment, planning and installation of traditional host software.
In other words, network-based scanners are organizationally non-intrusive to
individual systems and their systems administrators, and provide a rapid return
on an organization’s security investment. By means of comparison, a host-based
scanning product can only scan the systems on which it is supported and
installed.

2) Unique “Network-centric” view of an organization’s security risks

• Network-based scanners assess network-based vulnerabilities by replicating
techniques that intruders use to exploit remote systems over the network. The
first detailed vulnerability assessment report from a scanner often provides an
eye-opening experience to an information systems staff when they realize their
true, documented security posture.

• Many network-based vulnerabilities are more efficiently investigated over the
network. these include vulnerable operating system services and daemons, DNS
servers, “denial of service” exploits (i.e., “teardrop” and “land”), and low-level
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protocol weaknesses. Advanced network-based attacks such as protocol
spoofing can only be tested thoroughly from the network.

• Network-based scanners test vulnerabilities of critical network devices that don’t
support host-scanning software, including routers, switches, printers, remote
access servers and firewalls. Network scanners can include advanced features
such as stealth scanning for firewalls, specific router vulnerability checks and
“brute force” checks to test default user ID and password back doors built in by
network device manufacturers.

• Network-based scanners provide “real-world” testing of systems that have
already been locked down with host-based assessment tools, such as critical file,
database, web and application servers, and firewalls. In addition to testing
standard security features, it may also detect critical configuration errors that
have left these devices open to intruders.

The above consideration determine that network-based scanners are excellent tools for
evaluating security risks associated with two types: risks associated with vendor-
supplied software, and risks associated with network and systems administration.
Nevertheless, network scanners have some weaknesses that must receive special
attention within the IRMA project:

• Network vulnerability scanners are almost exclusively signature-based
systems. A signature-based vulnerability scanner can only detect those
vulnerabilities it is programmed to recognize.  If a new vulnerability comes into
play, as they frequently do, there is a window of opportunity for the attacker
before the vendor updates the signatures (and the customer downloads and
installs the new signatures).  If the vulnerability remains closely held, systems
can remain vulnerable to attack for long periods of time. 

• If customers are as negligent with their vulnerability scanner signatures as
history shows they are with virus signatures, then many many organizations will
be vulnerable to attack, even though they run vulnerability scanners at regular
intervals.  A recent analysis showed that 90 percent of web servers running
Internet Security Scanner (one of the leading product branches) are still
vulnerable to a well-documented and very serious security vulnerability, for
which the vendor has produced a patch and a security advisory. A vulnerability
scanner can only point out possible problems; the organization must still fix
them.

• Another potential problem with a network vulnerability scanner is that the
output still requires skilled interpretation.  Every environment has different
operating requirements and different security vulnerabilities.  In fact, the concept
of "vulnerability" embodies other loosely defined concepts, such as risk, threat,
acceptability, and expected attacker skills.  Since each of these varies with each
organization, the degree to which a particular configuration represents a
"vulnerability" also varies with each organization.

• When the vulnerability scanner reports a particular vulnerability, the
organization's network or operations personnel must evaluate that report within
the context of the organization's operating environment.  The vulnerability may
not pose an unacceptable risk in that organization's environment, or the risk may
be forced upon the organization by business requirements.  This may seem silly
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in the context of a security discussion, but in the real-world security concerns
frequently fall prey to business justifications.

• Vulnerability scanners have been known to take down the target system.  Some
IP implementations are not robust enough to handle many simultaneous
connections, or IP packets with unusual flag combinations.  The traffic
generated by an aggressive port scan, for example, can sometimes crash a
machine.

• Finally, network vulnerability scanners  tend to contain a huge amount of
vulnerability data.  If anyone every breaks into the scanner system, compromise
of most other machines on the network can become child's play.  Protect the
scanner to prevent unauthorized use of scanning data.

8.2.2 Vulnerability Assessment Tools

Host-based scanning’s strengths lie in direct access to low-level details of a host’s
operating system, specific services, and configuration details. While a network-based
scanner emulates the perspective that a network-based intruder would have, a host-
based scanner can view a system from the security perspective of a user who has a local
account on the system. This is a critical difference, since a network-based scanner can
not, by definition, provide sufficient insight into potential user activity risks.

Accessing these user-driven security risks is critical not only to the specific host
affected, but to the security of the entire network. Once a user has access to local
account (even just a “Guest” account) it opens up a whole range of possibilities for
exploiting and taking control of the local system. An intruder who has accessed a
specific host might be a legitimate user misusing an account, or it could be an account
taken over by an intruder who guessed or cracked a password. For both situations, a
host-based scanner helps ensure that a given system is properly configured and that
vulnerabilities are patched so that a local user doesn’t gain access to administrator or
root privileges.

Host-based Scanner strengths fall into three main categories:

1) Identifies Risky User Activities:

• Risky user activities range from user ignorance to behavior that intentionally
violates an organization’s security policy for the convenience of the individual
user. All types of risky user behavior within this spectrum can potentially
compromise the security of all systems in the organization.

• Users selecting easily guessed passwords or using no passwords at all are a
classic example of risky user activities. Another significant network security
exposure is the sharing of entire hard drive over the network, either because it is
easier than learning the secure method of sharing information, or accidentally,
through a default setting for a Windows 95/98 or Windows NT system.

• Host-based scanners detect installed devices such as modems and determine if
that modem is connected to an active phone line. This type of hardware setup
could indicate an unauthorized remote access server that circumvents the
organization’s firewall and secure dial-in procedures.
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• Host-based scanners detect the presence of a “remote control” applications such
as Carbon Copy or BackOrifice that may be used by employees calling in from
home to access resources after hours or through an unknown network perimeter
point, such as an unauthorized remote access server.

• A server vulnerability scanner differs from a network vulnerability scanner in
that it is confined entirely to the local operating system.  A network vulnerability
scanner requires the target machine be accessible from the network in order for
it to operate; a host vulnerability scanner does not.

• Host vulnerability scanners are software packages that are installed on particular
operating systems.  Once the software is installed it can be configured to run at
any time of the day or night.  Usually the scans performed by this type of tool
are scheduled to run at a low priority to reduce the impact of the scan on
production work.

• Computer vulnerability scanners tend to be much more tuned and accurate for a
given operating system.  They can frequently tell the user which patches to
apply to fix identified vulnerabilities, while network scanners sometimes only
provide general guidelines.  Server vulnerability scanners do not consume
network bandwidth when they run.  All processing is restricted to the local host
system.

• Server vulnerability scanners are not as likely as network scanners to cause the
IP stack on the target system to hang.  Some operating systems have weak or
poorly implemented IP stacks associated with their network interfaces; sending a
high volume of traffic (as a portscanner would do) or unusual TCP header flags
may cause the interface to hang, which would necessitate a reboot.

• Server vulnerability scanners are less likely to be used against you by a
successful intruder.  A hacker who breaks a system and finds a network
vulnerability scanner, or reports from such a scanner, is likely to use the tool or
the reports to attack other systems within your organization.  A server based tool
provides much less useful information for extending an attack; i.e., it is better
compartmentalized than a network-based tool.

• Computer vulnerability scanners look for known-dangerous system
configurations and report on a cookbook approach to mitigating those particular
threats.  Local system procedures and operating requirements may require
flexibility in finding and applying solutions to any given vulnerability.

• As with any host-based system, attackers can modify the vulnerability scanner
so it does not report on the vulnerabilities the attackers wish to exploit.  There is
an important corollary here - the vulnerability scanner cannot protect a system
that was compromised when the scanner was installed.

2) Hacker identification and intrusion recovery (internal or external intruders):

• Host-based scanners detect signs that an intruder has already infiltrated a
system. These hacker traces include suspicious file names, unexpected new files,
device files found in unexpected places and unexpected SUID/SGID privileged
programs that have potentially gained “root” privilege.

• Host-based scanners can create cryptographically secure MD5 baselines of
critical files, allowing administrators to compare the current files on a system to
a previously known secure state. This process allows detection of any
unauthorized changes in these critical system files, such as a “login” program
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that may have been replaced by a “Trojan horse” back-door. In addition, host-
based scanners on Windows NT systems can use baselining to notify
administrators of unauthorized changes to Registry entries, which contain
critical security settings.

• Host-based scanners detect signs that an intruder is still currently active on a
system, including locating “sniffer” programs actively looking for passwords
and other critical information, or unauthorized services popular with hackers
currently running on the system, such as IRC chat and FSP file transfer servers.

• Host-based scanners detect well-known hacker back-door programs such as
“Back Orifice” from the Cult of the Dead Cow. They also detect local host
services vulnerable to “local buffer overflow” exploits from hacker web sites.
Without a host-based scanning regimen, these exploits can be easily downloaded
from popular hacker web sites like www.rootshell.com, compiled, then run by a
low-level user to gain immediate access to full “root” level privileges.

3) Security checks that are impossible or difficult for a network scanner perform,
or are extremely time consuming over a network:

• Examples of security checks that can be performed significantly faster or more
reliably sing host-based scanning include password guessing and policy checks,
searches for Windows 95/98 password hash files (.PWL), and active file share
detection.

• Host-based scanners are ideal for performing resource-intensive baseline and file
system checks, which are impractical with network-based scanners and would
require that entire contents of hard drives be transferred over the network to the
scanning system.

• Host-based scanners can check network services to ensure they been correctly
configured and implemented, including NFS, HTTPD, and FTP. For example,
an incorrectly configured trust relationship under NFS could allow an intruder
that has broken into one system to have an open door to all other NFS systems
on the entire network.

• Host-based scanners frequently provide more detailed security information from
Windows 95/98 hosts than can be detected over a network. These investigations
are important due to the large number of “back door” and “sniffer” programs
available for these operating systems.

Nevertheless, an as for the Network Scanners technology, there is a set of
recommendations that must be taken into account to achieve an effective implantation
of Host-based scanners:

• Host vulnerability scanners are, again, signature based.  They look for known-
dangerous system configurations and report on a cookbook approach to
mitigating those particular threats.  Local system procedures and operating
requirements may require flexibility in finding and applying solutions to any
given vulnerability.

• Installing host vulnerability scanners requires the cooperation of system
administrators.  Since the software usually runs with privilege, the system
administrator for each machine should agree to the purpose and configuration of
the tool.  In many organizations, this can be a difficult coordination task.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 112/204

• As with any host-based system, attackers can modify the vulnerability scanner
so it does not report on the vulnerabilities the attackers wish to exploit.  There is
an important corollary here - the vulnerability scanner cannot protect a system
that was compromised when the scanner was installed.

On the hope of the above, host-based scanners are excellent tools for evaluating security
risks associated with all types of user risks. These include risks caused by ignorant
users, malicious users, and all users in between. They also provide additional coverage
for a variety of risks associated both with vendors and administrators. Host based
scanners are also great tools for helping to “lock down” a critical system such as file,
database, web and application servers, and firewalls. In addition to testing standard
security features, they may also detect configuration errors that have left these devices
open to intrusion.

8.3 Intrusion Detection Systems

Defining what constitutes an attack is difficult because multiple perspectives are
involved. Attacks may involve any number of attackers and victims. The attacker’s
viewpoint is typically characterized by intent and risk of exposure. From a victim’s
perspective, intrusions are characterized by their manifestations, which may or may not
include damage. Some attacks may produce no manifestations, and some apparent
manifestations may result from system/network malfunctions. Some attacks involve the
(involuntary) participation of additional machines, usually victims of earlier attacks. For
an intrusion to occur, it requires both an overt act by an attacker and a manifestation,
observable by the intended victim, which results from that act.

A victim’s view of an attack is usually focused on these manifestations:
• What happened?

• Who is affected and what were the consequences?

• Who is the intruder?

• Where and when did the intrusion originate?

• How and why did the intrusion happen?
Meanwhile, the attacker may have quite a different view:

• What is my objective?

• What vulnerabilities exist in the target system?

• What damage or other consequences are likely?

• What exploit scripts or other attack tools are available?

• What is my risk of exposure?
The goal of intrusion detection technology is to characterize attack manifestations so as
to positively identify all true attacks without improperly identifying false attacks. The
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motivation for using intrusion detection technology may vary. Some users may be
interested in collecting forensic information to locate and prosecute intruders. Others
may use intrusion detection to trigger actions to protect computing resources. Still
others may use Intrusion Detection to identify and correct vulnerabilities.

An intrusion detection system (IDS) examines system or network activity to find
possible intrusions or attacks.  Intrusion detection systems are either network-based or
host-based; vendors are only beginning to integrate the two technologies. 

Network based intrusion detection systems are most common, and examine passing
network traffic for signs of intrusion.  Host-based systems look at user and process
activity on the local machine for signs of intrusion.  Since each type has specific
strengths and weaknesses, we will cover each type of tool in the following sections.

The process achieved by an IDS to determine what are suspicious behaviours can be
classified on three different types:

• Event or Signature-based Analysis
• Statistical Analysis
• Adaptive Systems
• Combinations of the above ones

The event, or signature-based, systems function much like the anti-virus software with
which most people are familiar.  The vendor produces a list of patterns that it deems to
be suspicious or indicative of an attack; the IDS merely scans the environment looking
for a match to the known patterns.  The IDS can then respond by taking a user-defined
action, sending an alert, or performing additional logging.  This is the most common
kind of intrusion detection system.

A statistical analysis system builds statistical models of the environment, such as the
average length of a telnet session, then looks for deviations from "normal".  After over
10 years of government research, some products are just beginning to incorporate this
technology into marketable products.

The adaptive systems start with generalized rules for the environment, then learn, or
adapt to, local conditions that would otherwise be unusual.  After the initial learning
period, the system understands how people interact with the environment, and then
warn operators about unusual activities.  There is a considerable amount of active
research in this area.

It should be kept in mind that any IDS will both miss some kinds of suspicious activity
(false negatives) and signal alarms when there is nothing wrong (false positives).  This
is why organizations must have a strong human process that interacts with the IDS to
evaluate the operating environment.  The machine intelligence of most intrusion
detection systems is still evolving, though current research is working to improve this.

8.3.1 Network IDS
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The network IDS usually has two logical components: the sensor and the management
station.  The sensor sits on a network segment, monitoring it for suspicious traffic.  The
management station receives alarms from the sensor(s) and displays them to an
operator.

The sensors are usually dedicated systems that exist only to monitor the network.  They
have a network interface in promiscuous mode, which means they receive all network

traffic, not just that destined for their IP address, and they capture passing network
traffic for analysis.  If they detect something that looks unusual, they pass it back to the
analysis station.

Example of Network IDS configuration

The analysis station can display the alarms or do additional analysis.  Some displays are
simply an interface to a network management tool, but some are custom GUIs designed
to help the operator analyze the problem.

The network intrusion detection systems can detect some of the attacks that use the
network.  They are good for detecting access without authority or some kinds of access
in excess of authority.
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A network-based IDS does not require modification of production servers or hosts. 
This is an advantage because production servers frequently have close operating
tolerances for CPU, I/O, and disk capacity; installing additional software may exceed
the systems capacities. 

The IDS is not on a critcal path for any production services or processes because a
network-based IDS does not act as a router or other critical device.  System failure does
not have a significant impact on the business.  A side benefit of this is that you are
likely to encounter less resistance from other people within your organization; the risk
to existing critical processes is lower with a network system than with a host system.

Network-based IDS systems tend to be more self-contained than host-based systems.
They run on a dedicated system that is simple to install; merely unbox the device, do
some remedial configuration, and plug it into your network in a location that permits it
to monitor sensitive traffic.

A network based IDS, on the other hand,  only examines network traffic on the segment
to which it is directly connected, but  it cannot detect an attack that travels through a
different network segment.  This problem - localized vision - is particularly endemic in
a switched ethernet environment. The problem may require that an organization
purchase many sensors in order to meet their network coverage goals.  Since each
sensor costs money,  broad coverage with network IDS sensors can become
prohibitively expensive.

Network intrusion detection systems tend to use signature analysis in order to meet
performance requirements.  This will detect common programmed attacks from external
sources, but it is inadequate for detecting more complex information threats.  This
requires a more robust ability to examine the environment.

A network intrusion detection system may need to communicate large volumes of data
back to the central analysis system.  Sometimes that means that any given monitored
packet generates a larger amount of analysis traffic.  Many such systems use aggressive
data-reduction processes to reduce the amount of communicated traffic.  They also push
much of the decision-making processes out into the sensor itself and use the central
station as a status display or communications center, rather than for actual analysis.  The
disadvantage of this is that it provides very little coordination amongst sensors; any
given sensor is unaware that another has detected an attack.  Such a system cannot
normally detect synergistic or complex attacks.

A network-based IDS may have a difficult time handling attacks within encrypted
sessions.  Fortunately, there are very few attacks that take place within an encrypted
traffic session, other than attacks against weak web servers.  This will become more of
an issue as organizations transition to IPv6.

8.3.2 Host IDS

The host-based IDS looks for signs of intrusion on the local host system.  These
frequently use the host system's audit and logging mechanism as a source of information
for analysis.  They  look for unusual activity that is confined to the local host such as
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logins, improper file access, unapproved privilege escalation, or alterations on system
privileges.  This IDS architecture generally uses rule-based engines for analyzing
activity; an example of such a rule might be, "superuser privilege can only be attained
through the su command."  Therefore successive login attempts to the root account
might be considered an attack.

A host-based IDS can be an extremely powerful tool for analyzing a possible attack. 
For example, it can sometimes tell exactly what the attacker did, which commands he
ran, what files he opened, and what system calls he executed, rather than just a rather
vague accusation that an he attempted to execute a dangerous command.  A host-based
IDS usually provides much more detailed and relevant information than a network-
based IDS.

Host-based systems tend to have lower false positive rates than do network-based
systems.  This happens because the range of commands executed on a specific host are
much more focused than the types of traffic flowing across a network.  This property
can reduce the complexity of host based analysis engines.

Host based systems can be used in environments where broad intrusion detection is not
needed, or where the bandwidth is not available for sensor-to-analysis communications. 
Host based systems can be completely self-contained.  This also allows host-based
systems to run, in some cases, from read-only media; this prevents the attackers from
disabling the IDS. Additionally, a host-based system may be less risky to configure with
an active response, such as terminating a service or logging off an offending user.  A
host based system is more difficult to spoof into restricting access from legitimate
sources.

On the other hand, host-based systems require installation on the particular device that
you wish to protect.  If, for example, you have a human resources server, and you want
to protect it, you have to install the IDS on that server.  As mentioned earlier, this can
pose capacity problems.  In some cases, it can even pose security problems, since the
security personnel may not ordinarily have access to the server in question.

Another problem associated with host-based systems is that they tend to rely on the
innate logging and monitoring capabilities of the server.  If the server isn't configured to
do adequate logging and monitoring, you have to change the configuration of, possibly,
a production machine, which is a tremendous change management problem.  How do
you adequately predict the results of adding that logging capability?

Finally, host-based systems suffer, to an even greater degree, from local-vision
restrictions.  They are almost totally ignorant of the network environment.  Thus, the
analysis time required to evaluate damage from a potential intrusion increases linearly
with the number of protected hosts; i.e., if a human takes time t to investigate an
incident on one system, it will take 2t to investigate two systems, 3t to investigate three
systems, and so forth.

8.4 File Integrity Checkers
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A file integrity checker examines the files on a computer to determine whether they
have been altered since the last time the integrity checker was run.  The integrity
checker keeps a database of hash values for each file.  Each time the checker runs, it
recalculates the hash value and compares it to the stored value.  If the hash values are
different, the file has changed.  If the values are not different, the file has not changed.

A hash function is a mathematical process for reducing the sequence of bytes in a file to
a fixed-length number.  The same file will always produce the same hash value and any
change in the file is supposed to produce a different value.  Unlike encryption, a hash is
a one-way function; you cannot produce the original source file from the hash value.

Some hashes are more secure than others.  Very secure hashes, which meet special
mathematical requirements, are called cryptographically secure hashes.  One of the
requirements for a cryptographically secure hash is that it is very hard (the technical
term is computationally infeasible) to calculate a collision - two inputs that hash to the
same number.  That means that even if an attacker changes a file, he cannot change the
file in a way that fools the integrity checker into thinking the file has not been changed.

Between the advantages of File integrity checkers it can be noted:

• It is computationally infeasible to defeat the mathematics in an integrity
checker.  This makes it a very, very strong tool for detecting changes to files on
a computer.  It is so strong, in fact, that it is one of the most important tools you
can use to detect misuse of computer systems.

• Integrity checkers can be configured to watch everything on the system, or only
important files.  They are extremely flexible.

• Once attackers compromise a system, they like to do two things.  First, they like
to cover up their tracks, which means that they will alter system binaries,
libraries, or log files to hide the fact that they are or have been on the system. 
Second, they will make changes to ensure they will have continued access to the
system.  A properly configured file integrity checker will detect both activities.

On the other hand, file integrity checkers suffers from the following weaknesses:

• Integrity checkers rely on data stored on the local computers.  Like log files, this
data (the database of hash values) is vulnerable to modification on the system. 
Say an attacker gains superuser privileges on your system.  The attacker can find
the integrity checker, make any hostile changes to the system, and re-run the
integrity checker to recreate the database of hash values.  When the system
administrator runs the tool, it will not report any changes to the system.

• One way around this problem is to keep the database on read-only media such as
a writable CD.  This works for mostly stable and unchanging systems, but for
most production machines it is incredibly inconvenient.

• The integrity checker must be configured for each system.  Usually this is a
time-consuming and complicated task.  If the operating system is not good at
enforcing system integrity, installation becomes even more complex.

• Once the checker is configured, it must be run frequently.  Depending on the
operating system, simple changes or normal operation can report from tens to
thousands of changes. 
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• Finally, integrity checkers consume a considerable number of system resources.
They can chew CPU, memory, and disk space.  Many administrators will not
want to run integrity checkers frequently.  This limits their functionality,
because a checker run once a month will report so many changes that a real
attack has a good chance of going unnoticed.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 119/204

9 Conclusions & recommendations

Today, network security is a mature area of study. The arrival of the Internet has pushed
the research on the network security arena on the last decades and nowadays an
extended set of technological solutions is available to fulfill the different security
requirements that will allow the secure information sharing through public networks.

This report has reviewed the different technologies applied on the network security
arena, has shown the network security problematic and has identified the different
security services that must be delivered within the IRMA project. For each of these
services, the most suitable technological mechanisms have been identified and studied.
As complement to this technological analysis, short descriptions of the solutions
currently available on the market have been provided on the document annexes.

This section will take a look at the different technological solutions studied on the
report and will provide some recommendations based on their security features, their
research interests and, of course, their suitability for the IRMA framework.

Authentication technologies

Classic login and password authentication systems have demonstrated their applicability
through the years. Nevertheless, this type of systems is no longer secure on the
networking era. Classical password approaches cannot surf freely through public
networks without incur on an important lack of security. To resolve this problem, two
new technologies have received the focus: One-Time passwords and Public Key
Infrastructure.

One-Time passwords are based on the non-reutilization of the same key on the
authentication process. Usually this technology is based on a challenge-response
approach and the user is provided with an automatic token generator.

Public Key Infrastructure is the approach that more research effort has received on the
last years. This approach is based on the utilization of asymmetric algorithms such as
RSA or El-Gamal and the creation of an infrastructure of electronic notaries (also called
trusted third parties) in charge of grant users information through the issue of digital
certificates. The most important advantage of PKI approach is that network
authentication is achieved in client-server direction and conversely without keys
interchange.

PKI approach has been successfully applied to a number of different situations, and
nowadays can be though of it such the most promising technology on the network
authentication arena. On this line, the IRMA project will pay special attention to the last
advances on the PKI arena and will try to achieve the IRMA authentication services
through this technology.

Confidentiality Technologies
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Information privacy technologies rely on the cryptography discipline. Cryptography is a
mature study area that is improved each day with the help of computer processing.
Current cryptography algorithms can be classified in two groups: symmetric and
asymmetric. Symmetric algorithms use the same password for encryption and
decryption while asymmetric algorithms use different keys for these processes.

Both algorithm types have their advantages and weaknesses. On this way, network
security is taking advantage of the confidentiality services achievable through this
technique using a combination of both approaches. Symmetric algorithms are applied to
obtain a high performance, high security of the sensible information and the asymmetric
ones are used for key interchanges among the different parts involved on information
transmission.

Current and future information processing capabilities offered by computers are a key
point on the selection of the most appropriate algorithms within the IRMA scope.
Technologies that are secure today could be easily broken on ten years. On this line, the
algorithms used within the project must ensure their survival against brute force attacks
on a medium time limit. This survivability can be offered through the selection of
algorithms with an extended key length.

On this line, algorithms such 3DES and IDEA are well known technologies that has
demonstrate their strength through the last decade. Their key spaces of 168 and 128 bits
(3,14 * 1050 keys and 3,4 * 1038) are more than sufficient to provide the required
security levels. Special attention should be paid to the latest development carried out on
the high security cryptography arena, RIJNDAEL, this algorithm, selected for the USA
government has the DES replacement, have demonstrate their applicability.
Nevertheless, its characteristic as new algorithm makes possible the existence of
unexploited weaknesses.

Regarding asymmetric algorithms, as it was stated before their processing requirements
make in fact no possible its utilization alone. Nevertheless, these algorithms have
demonstrated really good capabilities for the key interchange process. On this line, RSA
is the de facto standard utilized on this arena and the expiration of its patent last year
will launch even more its utilization. Dramatic advances in factoring large integers
would make RSA vulnerable, but other attacks against specific variants are also known.
Good implementations use redundancy (or padding with specific structure) in order to
avoid attacks using the multiplicative structure of the ciphertext. The proper
implementation of the RSA algorithm with redundancy is well explained in the PKCS
standards (see rfcs 2314, 2315, 2437). The plain RSA algorithm should not be used in
any application. It is recommended that implementations follow the standard as this has
also additional benefit of interoperability with most major protocols.

Besides the above considerations, RSA allows the generation of keys of different
lengths. Nowadays, keys with a length lower than 768 bits are not considered secure.
On this line, the actual recommendation is to use keys of at least 1024 bits and, on high
security environments, to increase this length up to 2048 bits.

Information Integrity
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Regarding Information Integrity, the report has analysed the different algorithms created
to get secure, non generable with any other data, information resumes. This technology,
known as hash functions, has suffered a great evolution on the last years and nowadays
offers a complete game of algorithms that in many cases are supported by international
standards.

MD5 (Message Digest Algorithm 5) is perhaps one of the most widely used hash
functions. Developed at RSA Laboratories, it can be used to hash an arbitrary length
byte string into a 128 bit value. MD5's ancestor, MD4 has been broken, and there are
some concerns about the safety of MD5 as well. For instance, "keyed MD5" (typically
used for authentication by having a shared secret, and computing an authentication
value by hashing first the secret (as a key), and then the data to be hashed) has been
reported to be broken. It is also reported that one could build a special-purpose machine
costing a few million dollars to find a plaintext matching given hash value in a few
weeks. Despite these problems, MD5 is still in wide use and reasonably safe for non-
cryptographic applications of hash-functions.

SHA-1 (Secure Hash Algorithm) (also SHS, Secure Hash Standard): This is a
cryptographic hash algorithm published by the United States Government. The current
approved hash algorithm, SHA-1, produces a message digest of 160 bits, providing no
more than 80 bits of security against collision attacks. On this line, new versions of this
algorithm has been developed and will be proposed has draft standard during 2001.
These three new versions produce a resume of 256, 384 and 512 respectively. On this
line it is possible to obtain an increase of security against collision attacks of up to 256
bits.

RIPEMD-160 was designed to replace MD4 and MD5. It produces a digest of 20 bytes
(160 bits, hence the name), reportedly runs at 40 Mb/s on a 90 MHz Pentium and has
been placed in the public domain by its designers. On a similar way to SHA-1, there are
extended resume length versions of RIPEMD for high sensibility environments. These
versions provide a resume of up to 320 bits.
On the context of the IRMA project, both SHA-1 and RIPEMD-160 fulfill the security
requirements regarding Information Integrity. On this line, the high performance and
patent-free features of RIPEMD-160 makes it the best hash function to be applied on
the context of the IRMA project.

Non repudiation
Regarding non-repudiation, digital signature algorithms have demonstrated their
security on the electronic commerce arena. On this line, the algorithms carried out on
the electronic commerce discipline can be easily adapted to work on any other
applications.

Digital signatures technologies allow the utilization of different cryptography
algorithms. On this line, digital signatures based on the RSA algorithm and anyone of
the hash functions commented on the above paragraphs ensure interoperability and are
recognized for a wide set of applications.

Firewalls
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As it was stated on this report, a firewall could be defined as a mechanism used to
protect a trusted network from an untrusted network, usually while still allowing traffic
between the two. On the IRMA context, the two networks in question will be the
partner’s internal (trusted) network where the virtual factory servers will be hosted and
the (untrusted) Internet.

Internet popularity has launch the development of firewall solutions and nowadays
firewalls has left of being simple packet filters to become complete secure network
interconnection suites allowing, among other features, the definition of authentication
procedures, analyze the contents suffering on the network link and provide logs of the
connections accomplished by the different users.

These extended features, especially those in relation with connections authentication,
should be delivered within the IRMA security solution. On this line, connection
authentication usually is performed through application gateways that act as
intermediates registering and allowing the connections. On the context of the IRMA
project the connections that will be performed, mainly based on Virtual Reality specific
protocols, would require the development of specific Virtual Reality gateways to allow
the secure connection of the different networks.

The security firewall solutions don’t rely exclusively on the firewall technology. Of
course this is an important point but besides the product features, it must be though in
deep about the most appropriate firewall configuration for the IRMA project. On this
line, this report has shown five different network architectures. On the scope of the
IRMA project, with several, independent partners sharing resources, it cannot be given
an overall recommendation for the most convenient architecture. On this line, the
different partners connection profiles will be analyzed once the virtual factory
architecture had been selected.

Virtual Private Networks

Virtual Private Networks are the technological response to allow the secure
interconnection of remote facilities on a cheaper way. VPNs rely usually on the Internet
as the interconnection channel given its wide coverage, the flexibility to carry any
transport protocol, its high bandwidth and the low price of accessing the network.
Nevertheless, the utilization of a public network such as the Internet launch new
problems which need to be addressed before starting to take advantage of these cheaper
links. Information sent through the Internet usually ships without any kind of protection
and can be easily accessed and altered with the appropriate tools on any node used as
intermediary during the information transmission. This is not admissible on industrial
environments where sensible information is to be shared.

The report has analyzed in deep three technologies currently in use to provide virtual
private network in a secure way. These protocols namely PPTP, L2TP and IPSEC have
been applied successfully on many different situations.

PPTP was one of the first protocols that allows real VPNs. It works over the link layer
creating a tunnel between two remote entities. This tunnel is used to encapsulate the
information flowing on the upper protocols and encrypt it through the PPTP connection.
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PPTP requires the interconnection network to support the IP protocol in order to create
the tunnels. The restrictions that has relegated PPTP to a second plane are its
unavailability to create various tunnels simultaneously, the lack of security on the
tunnels generated.

L2TP was created with the objective of improve the PPTP protocol. It takes the
interesting features of L2F and PPTP. On this line, the L2TP protocol operates on the
link layer allowing the establishment of secure tunnels through any type of circuit
network such as ATM, X.25, etc. The main disadvantage of this protocol is that all the
intermediate nodes of the virtual circuit must implement the L2TP protocol.

Finally, the report exposed the IPSec protocol. This solution, developed as part of the
new generation of Internet Protocols (IPv.6) has gained a really good acceptation due to
its security, interoperability and flexibility features. IPSec allows the creation of secure
tunnels over the network layer that only require IPSec compliant nodes on the origin
and destination of the tunnels.

The IPSec suite is very flexible on the establishment of the network tunnel. On this line,
it defines the concept of security associations where the secure connection parameters
are automatically negotiated through protocols such as IKE. Besides this flexibility,
IPSec provides high degrees of information privacy, integrity and entity authentication
through the two sides of the communication. On this line, these unique features of the
IPSec protocol joined to its property of been included on the IPv.6 specification makes
this protocol the ideal solution for the secure interconnection of remote virtual factory
facilities within the IRMA project.

Intrusion Detection Systems

Unfortunately information security cannot grant a 100% degree of security. New
program bugs and computer attacks appears each day and solutions that are considered
secure today maybe can be easily broken on a short time period. On this line, a complete
security solution must consider the possibility of a successful attack and provide the
appropriate mechanism to detect it and minimize its damages.

This report has analyzed five different technologies for security checking and attack
detection. These technologies are classified mainly depending on the environment
where they operate. On this line, the first set of tools are those which operate on
network environments identifying the traffic flowing through the network looking for
known attacks patrons (Network Intrusion Detection Systems) or checking the exposure
of the network devices to this attacks (Network Vulnerability Assessment tools).

On the other hand, it can be found those technologies that operate inside the servers
connected to the network. On this line, Intrusion Detection Systems are specialized in
looking for attacks patrons inside the machines i.e. users accessing or modifying
sensitive files. Paralleling, server vulnerability assessment tools looks for vulnerable
services running on the servers.

These technologies are complementary and must be setting up on any high sensibility
environment such as the virtual factory. The utilization and maintain of these tools must
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be supported for the project security policy. On this line, the IRMA security policy must
define both the responsible for setting up and maintain periodically updated these tools
and the delays between network security checks.
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11 Annex 1: Authentication Products
Overview

This annex is intended to provide a global vision on the different authentication
products provided by the leader manufacturers. The information collected shows an
example of the security features delivered by the current market leader solutions. The
information gathered has been obtained directly from the different manufacturers
through their Internet web sites and their marketing campaigns. The different product
descriptions have tried to reduce the marketing literature and provide real descriptions
of the different product highlights.

On a second stage of the description, the focus is redirected to the open source solutions
delivered on this arena. Open Source solutions usually are provided through the Internet
by research groups. Advantages of these tools are its research purposes, the possibility
to customize the solutions and its free availability. Between its constraints, usually are
listed the unavailable utilization support and its poor documentation.

11.1 Commercial products

11.1.1 RSA SecurID

RSA SecurID is based on the principle of two-factor authentication. Just as a bank card
allows customers to access cash through automated teller machines, the same principle
is applied to two-factor user authentication for access to sensitive network information.

Two-factor authentication requires users to provide not just a single factor of
identification such as a password or PIN, but also a second factor in the form of an RSA
SecurID authenticator. This simple two-factor method — based on something the user
knows, and something it has— provides a much more reliable level of user
authentication than reusable passwords. The user knows his or her PIN number. The
user has an RSA SecurID authenticator, which generates a one-time passcode every
sixty seconds. This combination of user PIN and current authenticator code is valid only
for that particular user at that one moment in time. The RSA ACE/Server security
software protecting the network takes just seconds to verify the code and grant access.

RSA SecurID authentication can also enhance the power of public key systems, which
are predicated on the secrecy of private keys. By protecting access to private keys, RSA
SecurID ensures that the digital certificates and signatures used by an individual are
indeed genuine.

Designed to work with current and emerging technologies, the line of RSA SecurID
authenticators is constantly expanding. RSA SecurID authenticators are now available
in various forms of hardware and software tokens, including a version for Palm ™

Computing platforms; no special readers or hardware are required. A number of  smart
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card versions are also available to fit the needs of organizations that are adopting smart
card technology.

Smart cards can combine network access credentials with physical access and also
provide a secure option for the storage of private keys — the linchpin of PKI security.

The RSA SecurID family of two-factor user authentication products provides state-of-
the-art performance, ease of use and enterprise-class scalability. The complete system
consists of 3 main components: easy-to-use authenticators which are distributed to end
users, an enterprise-class server to provide authentication and administer the system,
and agent software which protects specific information resources on the network.

RSA ACE/Server

RSA ACE/Server is the security server which handles both the verification of user
access requests and the administration of security policy for enterprise networks. It
holds the master user database and authentication records that together form the basis of
its patented time-synchronous approach. RSA ACE/Server provides centralized security
management, letting you create user authorizations and permissions, set up and
configure agents to protect information resources, and generate custom reports of
activity and usage.

A true enterprise-class solution, RSA ACE/Server scales to protect hundreds of
thousands of users across dozens of physical sites. Features like remote administration,
segregation of duties, administrative scoping, cross-realm authentication of traveling
users, hot backup and failover protection make it an ideal solution for large networks
where performance and iron-clad reliability are a must. RSA ACE/Server can also be
used to administer RSA ACE/Agents centrally, with full auditing capabilities, and
includes an API toolkit for integrating RSA ACE/Server with other network systems.

RSA ACE/Agents

Protect network information, computing platforms and applications with device-specific
intermediary agent software. RSA ACE/Agents function much like security guards,
standing between the user and a protected resource or device to enforce two-factor
authentication via the RSA ACE/Server. For example, agents let you secure Web pages
and applications on your intranet or extranet, at the same time protecting mission-
critical back-end systems. Agents are also available to provide secure access to NT
domains and resources hosted on UNIX servers, mainframes, mid-range systems and a
range of legacy hosts. Software toolkits make it possible to create custom agents to
protect other internal applications, that are specific to a particular organization.

RSA SecurID Express

Implementing two-factor authentication is easy and cost-effective with the RSA
SecurID Express service, which assigns and delivers RSA SecurID authenticators
directly to your end users — much like credit card distribution. Leveraging RSA
Security’s expertise in rapid deployment ensures fast and secure implementation,
regardless of scale and geographic location. RSA SecurID Express assumes
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responsibility for managing world-wide rollout logistics, unburdening your network
administration resources and cutting deployment time and costs dramatically

11.1.2 ActivCard

ActivCard products range from simple handheld tokens providing one-time-use
passwords used for remote access - to comprehensive smart card-based solutions for
transparent support of multiple digital credentials including digital certificates, dynamic
password generation and legacy passwords.

ActivCard Gold

ActivCard Gold is one of the most complete multi-function smart card-based digital
identity solution available today. ActivCard's multi-function smart card manages the
passwords and private keys that produce a corporate user's online identity and
authenticate access to critical resources. It delivers a solution for migrating from current
static password network authentication to emerging security standards, such as dynamic
passwords and digital signature.

Key Advantages:
• Enhanced security: Passwords, digital signatures, and other private keys are

generated on the smart card itself. Credentials are never directly exposed to the
insecure PC environment.

• Supports Microsoft® and Netscape® applications: Includes certificate
download, PKI key generation, secure email using S/MIME, digital signatures
and secure Web access (SSL).

• Store up to ten static passwords: Conveniently and securely store static
usernames and passwords for authenticating to Web sites, secure files or legacy
systems.

• Drag-n-Drop interface: Stored usernames and passwords are automatically
dropped into the appropriate fields of the login dialog box.

• Mobility: The complete image of a user's digital identity is stored on one
portable credit-card-sized card to confidently conduct business from remote
locations.

ActivCard One

ActivCard One delivers token-based digital identity for strong authentication to
network-based systems, services and applications linked with back-end systems enabled
with ActivCard services. Replacing static passwords with strong digital identity is an
essential step for achieving e-business security, and ActivCard One delivers this
capability in the form of an easy-to-use token. More than 1.5 million people around the
globe have made ActivCard digital identity technology an essential component of their
e-business systems.

Key Advantages:
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• Increased network security: ActivCard two-factor-based identity requires
users to have the physical token and to know a personal identification number
(PIN) before a dynamic password is generated. Risk of unauthorized access is
significantly decreased with dynamic passwords - these credentials cannot be
shared, reused or stolen for malicious access.

• Cost-effective security: ActivCard One tokens bring an end to constant
password maintenance and the IT costs of enforcing policies associated with
static passwords. Integrated authentication services allow IT resources to be
focused, instead, on the tangible returns linked with connecting people to
streamlined Web-based communications and transactions.

• Smooth deployment to large numbers of users: Linked with ActivCard server
products, administrators can effectively manage ActivCard One token
distribution, user privileges and remotely initialize and resynchronize tokens.
ActivCard digital identity technology has been embedded into systems from
Axent, Lucent, Novell and other leading network systems, increasing
efficiencies by leveraging the existing administration and management systems.

• Flexibility geared for the future: Ideal for mixed computing environments,
ActivCard tokens enable digital identity through PCs, UNIX workstations, and
network terminals.

Programmable, multi-application token for remote access and single sign-on, as well as
directory and mainframe access

ActivCard Plus

ActivCard Plus is a token that can be programmed to perform four functions for up to
four applications. Examples include user authentication for remote access, single sign-
on and mainframe access. It verifies the server is legitimate and offers message
authentication, guaranteeing that data comes from the right user and has not been
tampered with. ActivCard Plus also memorizes the last transactions, and provides
optional Dual Tone Multi-Frequency (DTMF) capability.

11.1.3 Entrust PKI

The purpose of a public-key infrastructure (PKI) is to manage digital keys and
certificates. Entrust's managed PKI is a cost-effective and easy-to-use solution that
transparently automates all security-related processes in an organization. With best-in-
class certified security, Entrust/PKI™ software enables the use of digital signature,
digital receipt, encryption and permissions management services across a wide variety
of applications. This enables organizations to establish and maintain secure networking
environments for internal and external relationships.

Entrust/PKI provides the following capabilities:

• Certification Authority (CA)
• Registration Authority (RA)
• Key and Certificate Management
• Key Backup and Recovery
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• Revocation System
• Notarization
• User Mobility
• PKI Networking
• Policy Management
• Scalability
• Interoperability

Certification Authority

A properly managed Certification Authority (CA) securely creates and manages digital
IDs on behalf of users. Digital IDs contain the information that permit your users to
encrypt, digitally sign, timestamp, and work in other secure ways with data.

The flexibility and automated features of a CA are crucial to a Managed PKI.
Entrust/PKI™ delivers the following CA capabilities:

• Ability to issue digital IDs to any device or application supporting the X.509
certificate standard, meeting the need for security, flexibility and low cost by
supporting all devices and applications from one PKI.

• Support for Oracle Database - Entrust offers expanded database flexibility, ease
of use and affordability with the additional support for Oracle 8.1.6 on a Solaris
Operating System. Customers can leverage their in-house Oracle database
expertise and existing Oracle product licenses.

• Ability to customize certificates on a per-user basis, providing the flexibility and
security needed to include user specific privilege and access control information
in a user's certificates. Other vendors typically cannot customize certificates at
all or put this specific privilege and access control information right into the
user's Distinguished Name (DN).

• Common Criteria Evaluation (CCE) EAL-3 and FIPS 140-1 level 1 to 3
certifications provide endorsement and independent validation of best-in-class
security. Most other vendors don't have these certifications.

• Certificate Suspend. Ability to suspend certificates, providing an easy to use,
affordable and secure mechanism for performing investigations of certificates.

• Comprehensive CA database functions including CA database encryption,
integrity checking, CA hardware and multiple authorizations for sensitive
operations ensures best of breed security.

• Automated user registration, CA functions (administration, reporting and
monitoring) and bulk-operations provide low cost operation.

• Purchase only the products needed, ensuring the lowest cost.

Registration Authority

A Managed PKI provides a simple method for enrolling users in the security program
without compromising security practices. A Managed PKI also allows for ongoing
administration of users, such as ensuring that users who change addresses still have
access to their old encrypted data and ensuring that users cannot access sensitive
information when they leave your organization.
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These administrative capabilities are known as Registration Authority (RA) capabilities.
A RA refers to the people, processes, and tools used to support the registration of users
with the PKI (enrollment) and ongoing administration of users. Entrust/PKI supports the
following RA products:

• Entrust/RA is the standard interface used for day-to-day administration.
• Entrust/AutoRA provides the ability to automate RA functions and user

registration, lowering your cost of operation.
• Entrust/RA Toolkit provides a high level API to allow developers to integrate

RA operations into other applications.
• Entrust/PKI™ offers the following RA capabilities with all its RA products:
• Password Length Flexibility. Reduction of the minimum acceptable password

length from 8 to 6 characters, providing the flexibility needed for appropriate
balance between ease of use and security requirements.

• Comprehensive administrative permissions that can be granted or denied on a
per-RA administrator basis. This means that basic administrators can only
perform basic functions and more advanced administrators can perform more
complex functions. Most other vendors have limited pre-defined RA roles with
no flexibility.

• Support for an unlimited number of remote RAs per CA, thereby allowing
multiple RAs to remotely manage the CA as required.

• Support for the real functions required to maintain a secure infrastructure,
including key backup, key recovery, updating information about your users (and
other registered devices), change DN, change CA, automatic certificate update,
and certificate revocation. Other vendors offer only simplistic functions such as
granting and revoking user certificates.

• Ease of administration for the RA through one interface to perform all RA and
Directory operations. Other vendors typically provide separate applications and
interfaces rather than one RA interface.

• Simple procedures for enrolling users.

Key and Certificate Management

To exchange data securely, users must have secret keys for signing data and for
decrypting data that has been sent to them. The system also needs to distribute the
public key counterparts of these secret keys so that other people can verify their digital
signature and encrypt data for them. Over time, the system must also update all keys
and certificates, including the CA key.

In a Managed PKI, users do not need to know these keys exist. All user and CA key
pairs are automatically updated in a secure, flexible, simple, and cost-effective manner.

Revocation System

To be both secure and simple for users, a Managed PKI must ensure that users who
have been denied access to corporate data are immediately "revoked" from the entire
network managed by the PKI. To ensure that revoked users are immediately suspended
from the exchange of secure data, and to ensure that revocation is invisible to all other
users, the PKI must continually publish and automatically use up-to-the-minute
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revocation information. Entrust/PKI™ is the only solution that offers total coverage for
all revocation formats and standards including CRL Distribution Points, CRL, and
OCSP.

Entrust/PKI checks for revoked certificates consistently and transparently on behalf of
users to ensure that revocation status is really checked, every time. Other vendor
solutions require users to manually check the revocation status of each certificate, which
will probably result in no check at all - why revoke certificates if nobody checks?

11.1.4 Baltimore UniCert

UniCERT is one of the world’s leading CA systems and is used in PKI systems to
provide full-strength security for a wide variety of e-commerce and enterprise security
systems. It is a modular system, which offers flexible, scalable deployment for both
public and private CA systems. Using digital certificates, UniCERT provides
authentication and non-repudiation facilities for services such as Secure E-mail, Internet
Shopping, Secure Web Banking, On-line Trading and Virtual Private Networks.
UniCERT powers both enterprise and commercial public Certificate Authority systems
throughout the world and is compatible with all popular PKI-enabled applications.
UniCERT also offers a unique policy-enforcement system.

General Features

• UniCERT produces full X.509 v3 certificates and X.509 v2 Certificate
Revocation Lists (CRLs)

• Scalable – UniCERT scales from the smallest implementation through to
enterprise wide system

• Modular – UniCERT comes as separate and distinct modules, allowing you to
distribute it across systems

• Flexible – UniCERT is the world’s most flexible CA allowing it to fit into the
structure of any organization

• Secure – All internal communication is protected using public key cryptography
• Hierarchies – Complex hierarchical CA structures are supported
• CAs can be cross certified at any stage
• Distributed Registration – Registration can occur remotely from the CA and at

an endless number of locations
• Directory Systems – UniCERT supports a wide range of LDAP and X.500

directories
• Commercially Open – UniCERT has been built on open standards, guaranteeing

maximum interoperability
• Smartcards – A wide variety of smartcards and hardware security modules are

supported through a standards-based interface
• Support for multiple security policies
• Supports separate operational domains for the registration of users
• Controlled by easy-to-use Graphical User Interfaces (GUIs)
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• Provides a flexible and powerful Security Policy Editor for designing
certification policies

• Supports multiple certificate policies for the issuance of certificates
• Smartcard and Hardware Security Modules (HSMs) access control to all

elements of UniCERT
• Multiple keys per user
• Key Back-up – an encrypted copy of keys can be kept using the Archive Server
• Full audit and logging tracking system

The Baltimore UniCERT architecture is designed to enable the implementation of
flexible security solutions, that compliment the way your organization does business.
UniCERT easily evolves to meet changing requirements, such as integration of new
application, addition of new users, interoperability with partner organizations and
changes in your organizational structure.

Core Modules

• Certification Authority (CA) - Signs and publishes certificates and Certificate
revocation Lists (CRLs). The CA operates according to its own flexible policy,
which is controlled by the Certification Authority Operator (CAO).

• Certification Authority Operator (CAO) -The CAO module is the Security
Officer of the PKI. The CAO controls all of the administration functions and
grants privileges to other UniCERT modules and operators. There can be several
CAOs, with reduced rights if required.

• Registration Authority (RA) - The RA acts as a router between Registration
Authority Operators (RAOs), Gateways and the CA. R as divide the PKI into
operational domains. Each operational domain is a separate structure linked to
the CA. Intra-domain confidentiality is maintained at all times. The RA obeys its
own operational policy, which is maintained centrally.
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• Registration Authority Operator (RAO) -The RAOs primary function is to
approve certificate requests to be certified by the CA. Individual RAOs are
given rights to approve certificate requests according to the policies that have
been pushed out to it by the CAO.

• Gateway - The UniCERT Gateway consists of three parts: the Web Gateway,
the E-mail Gateway and the Virtual Private Network (VPN) Gateway. The
Gateway's function is to receive certificate requests from remote devices and to
distribute the resulting certificates.

Advanced Modules

• Key Archive Server - The Key Archive Server securely backs up and recovers
end-users' private encryption keys. This allows enterprises to implement PKI
without the threat and expense of data loss. The use of the Key Archive Server
does not have any impact upon non-repudiation.

• Advanced Registration Module (ARM) - The ARM is an automated
registration system that allows PKI solutions to be fully integrated into database
or workflow systems. It has been designed to enforce centrally generated
security policies and to be easily customizable in order to meet the diverse and
complex registration needs of today's organizations.

• Advanced Publishing Module (APM) - UniCERT APM is a PKI product
designed to meet the complex and diverse certificate publication requirements of
Enterprises and Commercial Certificate Authorities (CCAs). The APM offers
unparalleled directory features and flexibility including complete support for the
Microsoft Active Directory

• WebRAO - The WebRAO allows operators to approve certificate requests using
a standard Web browser. The WebRAO can communicate with the WebRAO
Server securely over the Internet.

Extended Modules
• Timestamp Server - The Timestamp Server supplies non - repudiation services

by attesting to the existence of a document at a particular time. It does this by
cryptographically linking an imprint of a document along with a timestamp.

• Attribute Certificate Server - The Attribute Certificate Server allows for roles
and privileges to be cryptographically linked to any standard certificate. The use
of an ACS has the potential to substantially increase the power, sophistication
and flexibility of a PKI.

11.2 Open Source Products

11.2.1 S/Key

The S/KEY one-time password system provides authentication over networks that are
subject to eavesdropping/reply attacks. This system has several advantages compared
with other one-time or multi-use authentication systems.  The user's secret password
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never crosses the network during login, or when executing other commands requiring
authentication such as the UNIX passwd or su commands.  No secret information is
stored anywhere, including the host being protected, and the underlying algorithm may
be (and it fact, is) public knowledge. The remote end of this system can run on any
locally available computer.  The host end could be integrated into any application
requiring authentication.

Description of the S/Key approach:

There are two sides to the operation of our one-time password system. On the user (or
client) side, the appropriate one-time password must be generated.  On the system
(server) side, the one-time password must be verified.  One time passwords are
generated and verified using a one-way function based on MDx

It has been defined our one-way function to take 8 bytes of input and to produce 8 bytes
of output.  This is done by running the 8 bytes of input through MD4 and then "folding"
pairs of bytes in the 16-byte MD4 output down to 8 bytes with exclusive-OR operations.
This allows us to apply the one-way function an arbitrary number of times.

Generation of One-Time Passwords

The sequence of one-time passwords is produced by applying the one-way function
multiple times.  That is, the first one-way password is produced by running the user's
secret password (s) through the one-way function some specified number of times, (n).
Assuming n=4,

p(1) =  f(f(f(f(s))))

The next one-way password is generated by running the user's password through the
one-way function only n-1  times.

p(2) = f(f(f(s)))

An eavesdropper who has monitored the use of the one-time password  p(i) will not be
able to generate the next one in the sequence p(i+1) because doing so would require
inverting the one-way function. Without knowing the secret key that was the starting
point of the function iterations, this can not be done.

Seeding the Password

A user might want to use the same secret password on several machines, or might allow
the iteration count to go to zero.  An initial step concatenates a seed with the arbitrary
length secret password, crunches the result with MDx, and folds the result to 64 bits.
The result of this process is then iterated n times.

System Verification of Passwords

The host computer first saves a copy of the one-time password it receives, then it
applies the one-way function to it.  If the result does not match the copy stored in the
system's password file, then the request fails.  If they match, then the user's entry in the
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system password file is updated with the copy of the one-time password that was saved
before the final execution (by the server) of the one-way function.  This updating
advances the password sequence.

Because the number of one-way function iterations executed by the user decreases by
one each time, at some point the user must reinitialize the system or be unable to log in
again.  This is done by executing a special version of the passwd command to start a
new sequence of one-time passwords.  This operation is essentially identical to a normal
authentication, except that the one-time password receive over the network is not
checked against the entry already in the password file before it replaces it. In this way,
the selection of a new password can be done safely even in the presence of an
eavesdropper.

11.2.2 Sesame Project

SESAME (a Secure European System for Applications in a Multi-vendor Environment)
was an European research and development project, part funded by the European
Commission under its RACE programme. It is also the name of the technology that
came out of that project.

The SESAME technology offers sophisticated single sign-on with added distributed
access control features and cryptographic protection of interchanged data.

SESAME is a construction kit. It is a set of security infrastructure components for
product developers. It provides the underlying bedrock upon which full managed single
sign-on products can be built.

More precisely, the main features of the Sesame suite are:
• Support for single sign-on to the network.

• provides role based distributed access control using digitally signed Privilege
Attribute Certificates, with optional delegation of access rights.

• supports full cryptographic protection of exchanges between users and remote
applications.

• supports multiple domain operation with different security policies.

• can be scaled to operate over very large networks through its use of public key
technology.

• builds on work done in international standards - it is an Open Systems solution.

• uses the widely accepted Generic Security Service API (GSS-API). The
SESAME user gets mechanism transparency.

SESAME supports access control, communication integrity and communication
confidentiality, and offers the means to ensure that access to services is policed to the
appropriate level of security. Remote applications taking advantage of SESAME
technology are accessible using a single point of login, at which the user authenticates
only once. It is not only a human being who may be controlled in this way (or an
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application acting on a user's behalf) but also an application that may be acting on its
own behalf.

SESAME achieves this by means of a sophisticated access control technology which
supports Kerberos authentication protocols with some security extensions, and an
ECMA-style Privilege Attribute Service. The Authentication Service extensions provide
support for authentication based on public key technology - principals may authenticate
using their private key. After successful authentication by an Authentication Server
(AS), the initiator obtains a ticket which he can present to a Privilege Attribute Server
(PAS) to obtain proof of his access rights in the form of a Privilege Attributes
Certificate (PAC). The PAC is a specific form of Access Control Certificate as defined
in ISO 10181-3, the Access Control Framework.

Once the initiator has selected a target application, it is given keying information. This
keying information is composed of two parts: one part to secure the exchange of the
PAC (and related security data) in order to prevent anybody but its genuine owner or an
authorised delegate making use of it; another part to either integrity protector
confidentiality protect, or both, user data passed in a dialogue between an initiator and a
target. Depending on whether the target makes use of asymmetric or symmetric key
technology for key exchange purposes, this keying information is either fully
constructed by the initiator or constructed with the assistance of a Key Distribution
Service.

The PAC and the keying information are then presented by the initiator to a target
application whenever access to a protected resource is requested. The target application
is now able to make an access control decision according to the initiator's security
attributes and the access control information attached to the controlled resource. PACs
can be used at more than one target, and are signed by the PAS using public key
cryptographic techniques. Provided the initiator permits it, PACs can also be delegated.

The infrastructure needed to support this architecture is composed of servers providing
the services identified above:

• an Authentication Service
• a Privilege Attribute Service
• a Key Distribution Service,
• and servers that provide the background functions necessary to handle signed

Directory Certificates needed for the asymmetric cryptographic functions:
o the Local Registration Authority (LRA),
o the Certification Authority Agent (CAA),
o and the (off-line) Certification Authority (CA) itself.

11.2.3 OpenCA

The OpenCA project is a collaborative effort to develop a full featured interfaces
structure for currently available security-related and administrative toolkit developed for
managing x509 digital certificates common operations (i.e. admission, verify,
revocation, suspension, etc... ). The project will therefore cover various aspects of
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administrative solutions in managing digital certificates and will be using many
different software today available among the Open Source community.

The project development is divided in two main tasks: studying and refining the security
scheme that guarantees the best model to be used in a CA and developing software to
easily setup and manage a Certification Authority.

The project is managed by a worldwide community of volunteers that use the Internet to
communicate, plan, and develop the OpenCA tookit and its related documentation.

The image bellow describes the OpenCA architecture:

OpenCA Architecture

Next paragraphs describes the functionalities offered by the different OpenCA modules.

Functionality of the CA Server (CAServer)

• Initialisation / CA Management
o Generate new CA private key

o Export CA Certificate

• Requests
o Import requests

o Pending requests

o Deleted Requests

o Remove Deleted Requests
• Certificates
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o Issued Certificates

o Export Certificates
• Certificate Revocation List CRL

o Export CRL
Functionality of the RA Server (RAServer)

This section describes the functionality of the Registration Authority (RAServer)
Server. The various local Registration Authority Operators communicate with this
intermediary on behalf of the users' requests, in order to have access to the CA. No user
communicates directly with the RA server. The RA server should be placed at a very
high security level to prevent unauthorized access. The RA Server is administered by
the Registration Authority Administrator. The actions available are listed next.

• Requests
o Export Requests

o Pending Requests

o Approved Requests

o Remove Exported Requests

• Certificates
o Import CA Certificate

o Import New Certificates

o Export Certificates onto LDAP
• Certificate Revocation List CRL

o Import CRL

o Export Certificate Revocation Requests
• Miscellaneous Utilities

o Send e-mail to users for newly–issued certificates

o Delete Temp files (After importing certificates).

Functionality of the RA Operators (RAOperators)
The Public Servers, –– the servers that the users actually have access to –– are securely–
configured servers that ask for Certificates, deliver them, and so on. This is the only
entry point to the CA infrastructure from the Internet.

• Get Root CA Certificate
• Certificate Revocation Lists

o OpenCA's Certificate Revocation List (DER format)

o OpenCA's Certificate Revocation List (PEM format)
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o OpenCA's Certificate Revocation List (TXT format)
• Request a Certificate
• Get Requested Certificate
• Issued Certificates List

11.2.4 Oscar

Oscar is a project aimed at designing and constructing a public key certification system
from the ground up. The system will include all necessary components including, a
Certificate Authority, Certificate repository and client interface. This will provide the
infrastructure required to manage and administer a public key environment. The Oscar
project aims to conform to existing and emerging standards such as the IETF PKIX,
OSI X.509, and RSA PKCS standards. Oscar stands for Open Secure Certificate
Architecture.

Oscar currently supports:
• Generation, signing and verification of X.509 v3 certificates for RSA, Diffie-

Hellman and DSA keys. Also supports Cross certificates for shortening
certification paths.

• Signatures using RSA with SHA-1, RIPEMD-160, MD5 and MD2 and DSA
with SHA-1. Also supports the HMAC algorithm, as well as the DES and
SKIPJACK symmetric algorithms.

• Support for PKCS#7 Signatures, Netscape signed key challenges, and PKCS#10
Certificate Requests.

• PKIX compliant certification path processing

• many standard X.509 certificate and CRL extensions.

• Netscape certificate type extension for use with java code signing in Netscape,
S/MIME email or as an SSL client certificate.

• Publishing and retrieving Certificates and CRLs in an LDAP directory.

• Storage of private keys in PKCS#8 format encrypted with DES keys using
PKCS#5 password based encryption.

In addition to a C++ library for development using the PKI, a number of utility
programs are provided to publish and retrieve certificates from an LDAP directory;
generate certificates, CRLs and key pairs; and sign and verify documents.
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12 Annex 2: Firewall Products Overview

This annex is intended to provide a global vision on the different Firewall software
product provided by the leader manufacturers. The information gathered has been
obtained directly from the different manufacturers through their Internet web sites and
their marketing campaigns. Promotional descriptions have been reduced trying to
provide a real description of the product features. Through these descriptions, a global
understanding of the current market offering is achieved.

On a second stage of the description, the focus is redirected to the open source solutions
delivered on this arena. Open Source solutions usually are provided through the Internet
by research groups. Advantages of these tools are its research purposes, the possibility
to customize the solutions and its free availability. Between its constraints, usually are
listed the unavailable utilization support and its poor documentation.

12.1 Commercial Products

12.1.1 Check Point FireWall-1

Check Point Software Technologies Ltd. meets the secure network interconnection
challenge with its product FireWall-1®, one of the industry’s leading network security
solution. FireWall-1 enables enterprises to define and enforce a single, comprehensive
Security Policy that protects all network resources. Its three-tier architecture, patented
Stateful Inspection Technology, and the Open Platform for Security (OPSEC TM ) deliver
a highly scalable solution that is able to integrate and centrally manage all aspects of
network security.

Check Point FireWall-1 is a comprehensive security platform that integrates and
manages several elements of enterprise security, including:

• Access Control
• User Authentication
• Network Address Translation (NAT)
• Virtual Private Networking (VPN)
• High Availability
• Content Security (anti-virus, URL and Java/ActiveX screening)
• Auditing and Reporting
• LDAP-based User Management
• Intrusion Detection
• Malicious Activity Detection
• Third-party Device Management
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FireWall-1’s architecture enables an organization to define and implement a single,
centrally managed Security Policy. The enterprise Security Policy is defined at a central
management console and downloaded to multiple enforcement points throughout the
network.

FireWall-1 consists of the following components:

• Graphical User Interface (GUI): An enterprise-wide Security Policy is defined
and managed using an intuitive graphical user interface. The Security Policy is
defined in terms of network objects (for example, hosts, networks, gateways,
etc.) and security rules. The FireWall-1 GUI also includes a Log viewer and
System Status Viewer.

• Management Server: The Security Policy is defined using the GUI and saved on
the Management Server. The Management Server maintains the FireWall-1
databases, including network object definitions, user definitions, the Security
Policy, and log files for any number of firewall enforcement points. User
information can also be stored in LDAP-enabled directories.

• FireWall-1 Firewall Module: See section bellow.

12.1.1.1 FireWall-1 Firewall Module

The FireWall-1 Firewall Module is deployed on Internet gateways and other network
access points. The Management Server downloads the Security Policy to the Firewall
Module, which protects the network. Within the Firewall Module, a powerful FireWall-
1 Inspection Module examines every packet passing through key locations in your
network (Internet gateway, servers, workstations, routers, or switches), promptly
blocking all unwanted communication attempts. Packets do not enter the network unless
they comply with the enterprise Security Policy. The Inspection Module uses Check
Point’s patented Stateful Inspection Technology to assure the highest level of network
security and performance.

The FireWall-1 Firewall Module includes the Inspection Module, the FireWall-1
Security Servers (which implement Content Security and User Authentication), and the
FireWall-1 Synchronization feature which is basis for High Availability. The Inspection
Module implements the Security Policy, logs events, and  communicates with the
Management Module.

Authentication

The Security Servers provide authentication for users of FTP, HTTP, TELNET, and
RLOGIN. If the Security Policy specifies authentication for any of these services, the
Inspection Module diverts the connection to the appropriate Security Server. The
Security Server performs the required authentication.  If the authentication is successful,
the connection proceeds to the specified destination.

Content Security

Content Security is available for HTTP, FTP, and SMTP.
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• HTTP -- The HTTP Security Server provides Content Security based on
schemes (HTTP, FTP, GOPHER, etc.), methods (GET, POST, etc.), hosts (for
example, “*.com”), paths, and queries. A file containing a list of IP addresses
and paths to which access will be denied or allowed can be used.

• FTP - The FTP Security Server provides Content Security based on FTP
commands (PUT/GET), file name restrictions, and anti-virus checking for files
transferred.

• SMTP - The SMTP Security Server provides Content Security based on “From”
and “To” fields in the mail envelope and header and attachment types. In
addition, it provides a secure sendmail application that prevents direct online
connection attacks. The SMTP Security Server also serves as an SMTP address
translator, that is, it can hide real user names from the outside world by rewriting
the “From” field, while maintaining connectivity by restoring the correct
addresses in the response.

Security Policy Definition

The FireWall-1 GUI enables an enterprise to easily define a comprehensive Security
Policy. A FireWall-1 Security Policy is defined in terms of a Rule Base and Properties
specifying general aspects of communication inspection, such as authentication session
timeout periods, or how FireWall-1 handles established TCP connections.

It is available a Security Policy Wizard to reduce the amount of time it takes to create a
security policy. The Security Policy Wizard that automates security policy creation by
walking the security manager through a series of security and network configuration
questions. Security managers choose one of several network architectures and then
answer a series of questions relating to security policy, NAT preferences, network
object names, and IP addresses. From there, a rule base is automatically generated.

Log Viewer: Visual Tracking and Accounting

FireWall-1’s graphical Log Viewer provides visual tracking, monitoring, and
accounting information for all connections logged by FireWall-1 enforcement points.
Online viewing features enable real-time monitoring of network activity. The Log
Viewer provides control over the log file display, providing quick access to information.
Administrators can customize the Log Viewer to display or hide specific fields or
events. Logs and log records can be filtered and searched to quickly locate and track
events of interest.

Real-time Monitoring: System Status Viewer

The System Status Viewer window displays a graphical snapshot of all FireWall-1
enforcement points throughout the enterprise, enabling real-time status and alerting. The
System Status window also provides traffic statistics—the number of packets inspected,
logged, or rejected—for each FireWall-1 enforcement point. Administrators can specify
an action to be taken if the status of an enforcement point host computer changes. For
example, FireWall-1 can issue an alert notifying system managers of any suspicious
activity.
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12.1.1.2 Add-ons

In addition to highly granular access control, FireWall-1 includes security and network
management features that are fully integrated into the enterprise-wide Security Policy
and managed through the graphical user interface. FireWall-1 and its add-on modules
provide the following capabilities:

1. Authentication: FireWall-1 provides local and remote users secure, authenticated
access to network resources. Flexible authentication methods provide access for
users of any IP application or service. Authentication schemes supported are
FW-1 Password, OS Password, S/Key, SecurID Tokens, RADIUS, TACACS
and Digital Certificates.

2. Network Address Translation: This feature provide complete Internet access for
internal hosts with invalid or private IP addresses.

3. Virtual Private Networks: The integration of FireWall-1 with Check Point’s
optional VPN module forms VPN-1 Gateway, a tightly integrated software
solution combining the security of FireWall-1 with sophisticated VPN
technologies.

4. Content Security: FireWall-1 provides powerful Content Security for HTTP,
SMTP and FTP connections, including anti-virus checking for transferred files,
access control for specific network resources (for example, URLs, files, etc.) and
SMTP commands. Beginning with FireWall-1 Version 4.1 SP2, any TCP service
can implement content security through the FireWall-1 TCP Security Server
(TCPSS).

5. High Availability: Check Point High Availability Module deliver seamless fail-
over for mission-critical FireWall-1 deployments by allowing customers to
create clusters of redundant gateways. In the event that a primary gateway fails,
all connections are re-directed to a designated backup. If a primary gateway
becomes unavailable, all sessions continue seamlessly without the need for users
to re-connect and re-authenticate.

6. Reporting: Check Point Reporting Module is a log file analysis and reporting
system that generates custom and pre-defined reports from FireWall-1 log data.
The Reporting Module transforms FireWall-1’s detailed log file data into useful
management reports, presenting information in simple, intuitive tables  and
graphs.

7. Visual Policy Editing: The Check Point Visual Policy Editor provides a
comprehensive picture of enterprise security deployment by drawing a map of
security objects—firewalls, VPNs, servers, networks, routers, and others—and
the relationships between them.

8. LDAP-based User Management: Check Point’s Account Management module
integrates user information maintained in LDAP (Lightweight Directory Access
Protocol)-enabled directories into the FireWall-1 framework. With the Account
Management module, FireWall-1 applies user-level security data retrieved from
an LDAP-compliant server to enforce the Security Policy.

9. Malicious Activity Detection: FireWall-1’s Malicious Activity Detection feature
detects malicious or suspicious events and notifies the security administrator.
Malicious Activity Detection analyzes log records to detect several well-known
network attacks and suspicious activities, and generates alerts based on user
defined thresholds when these activities are detected.
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10. Intrusion Detection: Check Point RealSecure is a real time intrusion detection
and response solution. When combined with FireWall-1, it provides the ultimate
level of network security. Using RealSecure, administrators are dynamically
able to detect network attacks and misuse based upon an extensive database of
attack patterns that is regularly updated.

11. Third-party Device Management: Check Point’s Open Security Extension is an
optional module that enables FireWall-1 to manage an enterprise-wide Security
Policy for a variety of third-party network security devices, including products
from Cisco, Nortel (Bay Networks), 3Com, and Microsoft.

12. Server Load Balancing: FireWall-1’s optional ConnectControl module enhances
network connectivity through advanced server load balancing. FireWall-1
implements load balancing using a Logical Server object, which is a group of
servers providing the same service.

12.1.1.3 VPN modules

Check Point offers their Secure Virtual Network product family for the VPN market.
Based on Check Point’s FireWall-1 security suite and Check Point’s powerful VPN
technology, the VPN-1 solutions integrate advanced virtual private networking as a core
component of an overall enterprise security policy.

12.1.1.4 Performance

Platform CPU (Mhz) DRAM (MB)
Network
Interface

(Mbs)

Operating
System

Firewall
Throughput

(Mbs)

Nokia 650 700MHz 256MB 4 x 10/100 IPSO v3.3 234.70Mbps

NT 4.0 Dual PIII 600 256 4 x 10/100 Windows NT
4.0 SP3 151.88

Solaris
Ultra E250 Dual 400 512 4 x 10/100 Sun Sparc 2.6 188.94

RS/6000
44P-270

Dual Power3-
II 375 256 2 x 1000 IBM AIX 4.3 231.49

Linux Dual Xeon 550 256 2 x 1000 RedHat 6.1 246.09

12.1.1.5 System Requirements
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Operating systems
Management Server &
Enforcement Module

Microsoft Windows 2000
(SP0 and SP1)

Microsoft Windows NT 4.0
(SP4 through SP6a)

Sun Solaris 2.6, Solaris 7
(32-bit mode only)
Red Hat Linux 6.1
(with kernel 2.2.x)

HP-UX 10.20, 11. 0
(32-bit mode only)

IBM AIX 4.2.1, 4.3.2, 4.3.3
GUI Client Microsoft Windows 9x, NT

Sun Solaris SPARC
HP-UX 10.20

IBM AIX
Disk space

Management Server &
Enforcement Module

40 MB

GUI 40 MB
Memory

Management Server &
Enforcement Module

64 MB minimum, 128 MB
recommended

GUI Client 32MB
Network interface ATM

Ethernet
Fast Ethernet

FDDI
Token Ring

Media CD-ROM

12.1.2 Axent Raptor Firewall

Axent's Raptor Firewall provides protection for the enterprise networks, including the
corporate/Internet perimeter interface, the corporate Intranets, the private subnets and
branch offices. Its award-winning architecture and functionality combine to secure
organizations' networks, delivering full-featured security and ensuring complete control
of information entering and leaving the corporate network. The Raptor Firewall
employs application level proxies to validate information at all levels of the protocol
stack. Developed for Windows NT®, Tru64™, UNIX®, Solaris®, and HP-UX®

platforms, the Raptor Firewall provides complete protection by integrating application
level proxies, network circuits and packet filtering into its unique architecture. More
than just protocol protection, the Raptor Firewall also contains intuitive management,
high-performance characteristics and multi-threaded services which work together,
establishing it as the most secure, manageable and flexible solution for enterprise
protection needs.

RAPTOR technical features can be summarized as:

1. Application Proxy Technology –When the packets enters the TCP/IP Stack of
the FW device various scanning techniques are applied via the seven layers of
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the protocol (TCP/IP) stack and completed. After all tests are completed, if there
are no problems, the packets are allowed to flow out of the firewall to the next
network segment.

2. Centralized Management – The Raptor Management Console (RMC)
simplifies policy configuration and management by implementing Microsoft’s
Management Console (MMC) technology. The Raptor Firewall utilizes the
Microsoft Management Console for administration under Windows NT
platforms. A specific Raptor Management Console (RMC) "snap in" allows the
administrator to install the RMC on as many machines as desired. The security
device can be configured for management from selected machines. The RMC
allows for centralized management, connecting to multiple security devices
simultaneously. For UNIX operating systems, management is performed via the
use of a native UNIX GUI. Additionally, command line tools allow the user to
log in remotely and securely to the security device and display current sessions.

3. ProxySecured PowerVPN Server Upgrade Integration – Standards-based
PowerVPN Server (IPSec, X.509, LDAP, Triple DES encryption) allows
connection to remote offices and users securely.

4. User Authentication – Offers comprehensive selection of strong user
authentication alternatives (i.e. NT Domain, Radius, etc.) and provides the
flexibility to choose, depending on the repository already existing in the user’s
environment. The Raptor Firewall supports many different authentication
schemes, including:

• OOBA (Out of Band Authentication) - Allows the administrator to set up
authentication schemes for any protocol required to pass through the
firewall. OOBA is performed using the browser to open a channel for the
client to access the required server.

• Windows NT Domain - The Raptor Firewall can authenticate users based
on their domain credentials.

• AXENT Defender™  (either hard or soft token), LDAP (Lightweight
Directory Access Protocol), BellCore Skey, Gateway Password,
CryptoCard or SecureID.

• Two authentication protocols also supported are TACACS and Radius

5. Content Blockers, WebNOT and NewsNOT - The Raptor Firewall utilizes
URL filtering technology to filter out access to objectionable Web sites. The
administrator can set various rules for certain users to limit or restrict access to
sites that contain nudity, violence, etc. This content blocking can also be applied
to news groups. Additionally, this URL filtering technology is customizable to
administrator preferences. WebNOT ™ and NewsNOT™ are the only firewall-
integrated content blockers for filtering WWW and Internet Usenet groups.

6. High Availability and Load Balancing – The choice is yours – Veritas
FirstWatch (for Solaris) or Microsoft Cluster Server (for NT) or MCS Service
Guard (for HP-UX) software-enabled high availability, enabling system failover
for maximum security uptime and productivity or Radware hardware-enabled
firewall high availability and load balancing. Additionally, utilizing Radware’s
hardware "Fireproof" will load balance the Raptor Firewall, providing the user
the ability to share traffic loads among multiple security devices.

7. Security Policy Management – Raptor architecture allows the administrator to
build network policies that are consistent with corporate policies. And with its
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unique, best-fit algorithm for matching access rules to connection attempts, the
administrator can create rules in any order without inadvertently creating
security holes. The Raptor Firewall contains configurable items for both users
and user groups. As users become members of specific user groups, they will
immediately inherit the policies that apply to that specific user group. Some
examples of policies include (1) access to certain servers, (2) access to certain
file shares and (3) access limited to certain time schemes, etc.

8. Logging and Reporting – Raptor Firewall log files contain information such as
session duration, byte counts, full URLs, user names and authentication methods
that can be used to generate detailed statistical and session trend reports. An
ASCII log file is dynamically represented in the RMC, giving the administrator
the opportunity to view the log in real time. Log files are rotated each 24-hour
period (configurable) and can be imported to other reporting products, such as
Telemate.Net (for graphical illustration of network usage).

9. ICSA Certification – Meets stringent interoperability requirements among
products of different vendors. ICSA uses the Raptor Firewall as a reference
product for all other product certification testing.

10. Network Address Translation – The Raptor Firewall contains specific NAT
(Network Address Translation) features that allow the administrator to create
access lists so that requests leaving or entering the secured network appear to
originate at predetermined addresses, rather than the address of the security
device. The administrator can choose the address to be the internal client
machine (if routable addresses are chosen for the internal network) or the real
address can be that of the server (if located on the Internet), or the address can
be just an extra address that belongs to the organization’s official IP range.

11. Wizards – The Raptor Firewall contains many new wizards to aid the security
administrator in the completion of cumbersome and complicated installation and
configuration tasks.

12.1.2.1 VPN modules

ProxySecured PowerVPN Server Upgrade Integration – Standards-based
PowerVPN Server (IPSec, X.509, LDAP, Triple DES encryption) allows connection to
remote offices and users securely.

12.1.2.2 Performance

Raptor Firewall is capable of handling a saturated T3 connection with a throughput of
45 Mbps or greater. A series of performance tests were run against the Raptor Firewall
at the National Software Testing Laboratories (NSTL).

12.1.2.3 System Requirements

Recommended Hardware Specifications (min.) & Supported Operating Systems:

• Windows NT Platform - (NT 4.0)
• Pentium II 300MHz, 64MB of RAM (Min.), 4GB HDD
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• Windows 2000 - Coming Soon
• Sun Solaris Platform - Solaris 2.6 (2.7 Coming Q4)
• Sun SPARC or UltraSparc
• sbus or PCI bus
• 128MB RAM
• HP- UX UNIX Platform
• HP 9000, A, D & R class servers, 128MB RAM
• Tru64 UNIX Platform
• Alpha Processor, 256MB RAM, 8GB HDD

12.1.3 Network Associates Gauntlet

Gauntlet Firewalls combine the most secure method of firewall protection—application
gateway—with the speed of stateful inspection packet filters via its patent-pending
Adaptive Proxy technology. Adaptive Proxies protect both in-bound and out-bound
services, supporting high throughput and the latest web-based technologies without
sacrificing security with important features including user transparency, integrated
management, strong encryption and content security. This new enabling technology
provides the "power of choice" to dynamically adapt the security-performance profile of
the firewall to meet the needs of the corporate security policy.

Adaptive Proxy technology represents a fundamental breakthrough in firewall design
because it gives both Stateful Inspection Packet Filter and Application Gateway
technologies. When security requirements are high, more processing takes place at the
more secure application layer. When security requirements are low, more processing
takes place at the less secure packet filter layer.

Gauntlet Firewalls allow companies to enforce their enterprise security policies by
enabling only those services specifically configured by the firewall administrator, and
only those that can be implemented securely.

12.1.3.1 Features

Ease of Use

The Gauntlet Firewall's user friendly firewall management station is written in Java and
designed to run on any Web browser. It supports secure remote management and is able
to manage all the usual firewall facilities and options.

Secure Multimedia Collaboration

Real-time data access lets users get to critical information as it happens. The most
popular multimedia real-time services, including Microsoft NetShow, Microsoft
NetMeeting, and VDOLive are all supported.

Manage Multiple Firewalls From One Location
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The Gauntlet Firewalls Enterprise Security Policy Management (SPM) console is a
user-friendly point-and-click Java GUI, supporting one-to-many secure remote
management of all firewall facilities and options. In addition, it supports a capability
that allows network managers to access and manage SNMP devices on service
networks, intranetworks, and untrusted networks without putting the system at risk.

Anti-Spam and Anti-Relay

It is possible to block certain domain names from either using your firewall as a relay,
or totally stop a domain from e-mailing through the firewall. This feature gives the
opportunity to decrease so called spam-mail, and increase company staff productivity.

Content Security

Gauntlet Firewalls support the top firewall anti-virus software. Companies can choose
the best anti-virus solution for their needs and easily configure the Gauntlet Firewall to
implement it for incoming Internet files, messages, and web traffic. The Gauntlet
Internet Firewall can block all Java and ActiveX applets from entering the trusted
network.

Network Management

Gauntlet security products for UNIX can be monitored and configured from the leading
network management systems. In addition, Gauntlet Firewalls now support a "manage
through" capability that allows network managers to access and manage SNMP devices
on service networks, intranetworks, and untrusted networks without putting the system
at risk.

Comprehensive Authentication Support

Gauntlet Firewalls support all major authentication systems. With the authenticated
circuit gateway, the firewall administrator can configure services to become available
only after the user is authenticated by the firewall. Gauntlet Firewalls allow companies
to select the best authentication technology for their needs and integrate the firewall into
a seamless approach for corporate-wide access control.

12.1.3.2 VPN Modules

Gauntlet Firewalls offer virtual private network support through Gauntlet Virtual
Private Network (GVPN) product. GVPN is standards based with X.509 certificate
support and is IPSEC certified by ICSA.

12.1.3.3 Performance
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No information available at manufacturer web site.

12.1.3.4 System Requirements

System: Intel Intel Sun Hewlett Packard
Processor: Pentium 133

MHz
Pentium 133 MHz Sparc PA-RISC

Memory: 64MB 64 MB 128 MB 128 MB
Disk Space: 1 GB 2 GB 2 GB 2 GB
Operating
System:

Windows NT
Server 4.0 SP4

BSDI Internet
Server 3.1

Solaris 2.6 HP-UX 10.20

12.1.4 CyberGuard Firewall for NT

The software required as a base Firewall on a Windows NT system includes an Intuitive
Graphical User Interface (GUI), Dynamic Packet Filtering, Auditing and Alerts. Alerts
provide the capability for the CyberGuard Firewall to inform the system administrator
of any unauthorized use or service. Auditing provides the history mechanism to retrace
any unauthorized actions.

Graphical User Interface (GUI)

On the Internet, packets traverses the network independently and can be scanned and
filtered (removed) if the packet is determined to be of questionable nature or restricted
from entering the network. CyberGuard Firewall for NT administrative interface
provides an easy-to-use graphical environment with a consistent Windows NT look and
feel for all setup, configuration, monitoring and reporting, further enhancing the
network administrator's productivity, accuracy and efficiency. On-line help is also
available to assist the administrator during the configuration and ongoing management
of the firewall system.

Packet Filtering

The Dynamic and Static Packet-Filtering feature of the CyberGuard Firewall for NT
completely supports over 100 TCP/IP network services, including TCP, UDP and ICMP
protocol-based applications. This packet-filtering capability can be used independently
for speed or in conjunction with SmartProxies for enhanced security, providing a highly
customizable firewall suitable for a wide variety of network security demands. Rules
can allow, intercept or deny traffic on the basis of the source and destination addresses,
network service and protocol. Rule options, such as auditing and detecting IP spoofing,
are also included.

Auditing and Alerts
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The firewall maintains an audit trail of all relevant network events including attempts to
violate the local security policy. Audit records can be copied to the Windows NT event
log. Alerts for each auditable event can be configured with attributes such as thresholds
and time constraints. The corresponding alert can be to a pager, file, mail, window
and/or SNMP trap, and it can invoke a user program (administrator selectable). Pager
alerts generate a numeric page to an administrator's phone number. The firewall
immediately notifies the administrator of any attempted attacks.

The Report Generator creates the following reports:
• All Packets scanned by SecureGuard Report
• Packets permitted Report
• Packets denied Report
• Packets denied because no rule matched Report
• Session completed Report
• Proxy activity Report describing legal and illegal use of all proxies
• Passport One Report
• Central Manager Alerts reset Report
• Central Manager system update Report
• User Authentication

User authentication occurs when connecting into the firewall, while running FTP,
HTTP, rlogin, and Telnet SmartProxies. The Proxy requires the user to authenticate
(provide a login ID and password) at the firewall before logging into the destination
host.NT Security Domain files can provide the CyberGuard Firewall for NT with
current user authentication information, thus saving the network administrator from
having to re-enter user information. User authentication can also include local NT
passwords. Providing even stronger authentication, the SecurIDTM token-
authentication feature ensures that passwords cannot be reused to gain unauthorized
access through the firewall.

12.1.4.1 CyberGuard Add-ons for NT

SecureGuardTM for NT

The CyberGuard Firewall for NT with SecureGuard, unlike other Windows NT
Firewalls, truly enhances Windows NT security to protect against known and unknown
Windows NT security issues. Windows NT contains several known and, more
importantly, as-yet-undetected security holes. Other Windows NT firewall vendors
attempt to enhance Windows NT security by simply patching known holes and/or
recommending that certain services be disabled. As a line of defense, this approach has
many limitations. First, it requires the security administrator to constantly and
continuously maintain "patch" updates to the vendors' firewall. Second, simply by
recommending certain features and functions in the NT operating system be turned off,
opens up the potential for serious configuration security holes. CyberGuard's approach
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is to automatically disable such features and functions by default, requiring the network
security administrator to specifically turn on those features that are required.
CyberGuard SecureGuard offers this key differentiation for the NT Firewall and
protects against the unknown security holes within Windows NT. SecureGuard for NT
acts like a wrapper around the Windows NT operating system, containing the threat
from newly identified security holes. This product offers four key areas of protection
from attacks:

• Environment hardening
• Watchdog service
• Packet-filtering interceptor
• Auditing

CyberGuard SecureGuard for NT restricts access to system resources and the NT
Registry; improves NT user and password controls; and disables unused, unknown and
unsecured network services and subsystems. SecureGuard for NT also prohibits the
booting of non-NT operating systems, ensuring that the firewall's security controls are
always active.

Network Address (NAT)

The most important aspect of the Internet network software is address and system name
hiding of a private network through address translation and address substitution. The
address translation feature can be configured to translate the address information for
internal hosts to the firewall's address or a specified address. This allows addresses for
internal servers to be hidden, yet provides connectivity without compromising the
security of other internal systems.

Domain Name System (DNS)

This product hides internal addresses and system names from external accesses when
the firewall is configured as the network DNS server. One server responds to internal
queries, the other to queries. Each server provides responses only in accordance with the
locally defined policy. DNS requests from external hosts will not reveal any internal
host names. At the same time, internal host requests can be configured to decipher
external host names. Together with address translation, this permits the utilization of
unregistered IP addresses within a private network, hiding the private network in
numerous ways including address translation and address substitution.

SmartProxies

Proxies provide an additional level of security over packet filtering. A proxy is a
network service application that is executed on the CyberGuard Firewall on behalf of
the corresponding service on a server machine. The user's client program communicates
with the proxy server instead of directly with the real server. The proxy evaluates
requests from the client and decides to permit and which to deny, based on the
enterprise security policy. If a request approved, the proxy forwards the client's requests
to the real server and forwards the real server's responses back to the client.
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Proxies allow virtually seamless interaction between a client and a server. Proxies
enable user authentication and data-transfer integrity between clients and servers.

Base proxies include: FTP, HTTP, NNTP, SMTP, and Telnet and come standard with
Internet, Intranet and Advance Smart Proxies.

• File Transfer Protocol (FTP) intercepts FTP communications at the firewall,
authenticates users and controls all FTP operations (commands) for each user.
CyberGuard Firewall for NT supports anonymous and authenticated
connectivity.

• Telnet Network Login (Telnet) intercepts connection requests and authenticates
Telnet users.

• Hypertext Transfer Protocol (HTTP) intercepts transactions from any Web
browser and forwards those requests to a specific Web server.

• Network News Transfer Protocol (NNTP) blocks undesirable news groups from
being delivered into the work group (Intranet).

• Simple Mail Transfer Protocol (SMTP) exchanges mail between systems and
hides network and user logins in outbound mail headers.

It is available through the Intranet SmartProxies product an additional set of features
and services. This product provides extended user authentication and data-transfer
integrity between clients and servers, SmartProxies can hide Internet system addresses
and user names in mail and news headers. SmartProxies include the following
additional proxies for network services: POP3, SQL*Net, Shared-ResourceTM and
Basic Lotus Notes.

• Post Office Protocol (POP3) secures a mail-reader client, such as EudoraTM,
when sending and reading mail from a mail server.

• Proxy for SQL*Net secures Oracle's SQL*Net connections and Oracle SQL
database applications and environments.

• Shared-Resource is a CyberGuard exclusive. It supports the secure sharing of
printers and disk drives within Intranet.

• Proxy for Lotus Notes secures Lotus Notes work groups (Intranets).

Finally under the Advanced Proxies Manager package it is possible to include a Secure
Sockets Layer (SSL) proxy and the following customized proxies unique to the
CyberGuard Firewall: Load-Equalizer, Passport OneTM, and Proxy-WriterTM.
Load-Equalizer sends data between an external client and the internal server with the
shortest queue. For high availability, it automatically detects downed servers and allows
service requests to be efficiently load balanced by multiple servers.
Passport OneTM conveniently provides access to a customized set of user-specific
network services after a successful one time user authentication. Passport One enables
the network administrator to define user-specific rules, select authentication methods,
services, ports and network interfaces. It also permits flexible addressing with
connections.
Proxy-WriterTM provides a template for writing a custom proxy. It enables viewing,
filtering and auditing commands and data; authenticating users; restricting services by
user; designating multiple servers and more.
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Central Management and Encryption Option

The CyberGuard Firewall for NT can report suspicious events and status to a
CyberGuard Firewall with the Central Commander (Central Management) enabled. The
central management system reduces the possibility of propagating data-entry errors,
when transmitting protected security-policy rules to all the target firewalls. The target
firewalls implement these rules and send back status information to the central
management system. The managing Internet firewall monitors and responds to any
suspicious events on its subordinates.
The most advanced encryption technology available today is used to ensure
configuration security and integrity. North American and internationally exportable
algorithms are available.

Multiple Network Interface

For complex Internets, the CyberGuard Firewall for NT multiple network that can be
used to establish a Demilitarized Zone (DMZ). The DMZ is dedicated to hosting Web
servers, file servers or other systems that can be accessed from outside the enterprise, in
addition to providing dedicated links to remote locations such as remote users, offices
and suppliers

12.1.4.2 System Requirements

• Minimum of 133MHz Pentium processor
• Minimum of 32MB local ram
• Multiple Fast Ethernet® or Ethernet connections
• CD-ROM drive
• Windows NT rev 4.0 later with Service Pack 3 or higher
• Minimum 2GB hard disk
• Minimum 800 x 600 monitor
• VGA Controller
• Network protocols: IP, TCP, UDP, ICMP

12.1.5 NetGuard Guardian Pro

GuardianPro offers the ability to define enterprise-wide policy that includes all aspects
of today's network security. Based on a unique MAC Layer Stateful inspection
technology, GuardianPro combines a fully integrated security suite.

12.1.5.1 Features

Check Internet performance with Real-Time Performance Monitoring

GuardianPro offers Real-time Performance Monitoring (RPM) as an additional and
innovative tool for network administrators. RPM allows you to monitor and control
activity on your Internet connections. It provides unequalled security by giving full real-
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time control of all connections. RPM assists you in operational activities by monitoring
traffic and behaviour and presenting it in an easy to understand format. On this line less
effort is necessary on day-to-day functions and when an attack is underway it can be
catch immediately. GuardianPro works with the operator so that detecting anomalies in
traffic is easier, allowing you to respond quickly and effectively.

Bring Streaming Protocols under control

As new and cheaper ways to communicate using the Internet become commonplace,
networks are supporting more and more traffic. Online multimedia and conferencing
applications such as NetMeeting® and VoIP require larger percentages of network
resources. GuardianPro allocates appropriate amounts of bandwidth so multimedia
protocols don’t bottleneck the company day-to-day activities.

Simplify xDSL and Cable Modem support

GuardianPro offers a Dynamic Host Configuration Protocol (DHCP) option that uses
dynamically assigned addresses for small to medium sized businesses. DHCP offers
simplified support for cable and ADSL modems, avoiding the requirement of static IP
addresses, common in most enterprise firewalls. The GuardianPro Agent automatically
detects the current network configuration and makes the appropriate changes as
required. When DHCP is enabled, the Agent lets DHCP traffic pass through, allowing
automatic updates to be applied.

Advanced Monitoring and Reporting

GuardianPro offers enterprise enhancements for multiple managers to share logs and
alerts. GuardianPro stores this data by using an ODBC-compatible database (i.e. Access
or SQL), simplifying reporting tasks and history file sharing. This features becomes a
vital security tool for larger enterprises with multiple firewalls where numerous
administrators need to review history and alert files. GuardianPro's history and logs
database are also exportable in WebTrends Enhanced Log File Format (WELF) for
Firewalls and VPNs allowing for alternate manipulation of report data.

Dynamic FTP support

GuardianPro significantly improves FTP flexibility and support by offering alternate
acceptable ports. While traditional firewalls, by default, deny the ability to use non-
utilized ports, GuardianPro permits their use. This unique capability maximizes the
efficacy of your current network, helping to quickly and efficiently satisfy your
company FTP demands.

RADIUS

In addition to standard authentication methods including One-time Password, NT
Domain and SecurID®, GuardianPro also supports RADIUS. This allows a central
point of authentication offering companies increased security and tracking.

Control Web Access, Surfing
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GuardianPro reduces unwarranted and inappropriate surfing by blocking browser access
to specific sites and/or domains. In addition, GuardianPro allows you to prevent FTP
downloads by filename, giving you the ability to eliminate bottlenecks.

AOL Instant Messenger

GuardianPro allows for extended idle connection time for specified applications such as
AOL Instant Messenger, Telnet and TN3270 terminal emulation. This keep-alive
feature allows TCP packets that belong to existing TCP sessions to traverse the firewall
without matching entries in the connection list.

Syslog

GuardianPro allows for forwarding of logs to a UNIX-compatible Event Logging
System, and external syslog server, offering flexibility in monitoring, reporting and
storing.

12.1.5.2 Firewall Technical Features

MAC Layer Stateful Inspection. Guardian Firewall utilizes MAC-Layer Stateful
Inspection to ensure optimized security, throughput and performance.

Protection against DoS Attacks. Guardian Firewall detects and thwarts Denial of
Service (DoS) attacks such as Ping of Death, SYN Flood, and IP Spoofing.

URL Blocking. Guardian Firewall blocks browser access to specific websites and/or
domains.

Alerting. Guardian Firewall provides alerts on screen, via e-mail or through SNMP, of
suspicious activities such as a disproportionate number of invalid passwords, a long
series of brief TCP sessions or unusual log in times.

Reporting. Guardian Firewall’s real-time reporting capabilities can be viewed
onscreen, printed or exported to any ODBC-compliant database. In addition,
GuardianPro reporting supports WebTrends Enhanced Log File Format.

Network Address Retention. configure Guardian Firewall, locally or remotely, to
answer ARP requests from the router, especially useful if you are unable or unwilling to
change the router address.

Native Windows NT. Guardian Firewall has been developed and optimized for the
Windows NT platform.

High Performance. Guardian Firewall has been independently rated as the best
performing Windows NT Firewall.
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Ease of Use. Guardian Firewall’s simple configuration and management is not only
convenient, but a necessary security feature.

ICSA Certified.

12.1.5.3 VPN modules

VPN support is available through the Guardian IPSec VPN product family.

12.1.5.4 Performance

No data available.

12.1.5.5 System Requirements

GuardianPro is available only for the Microsoft Windows NT platform.

12.2 Open Source Solutions

12.2.1 TIS Internet Firewall Toolkit

The TIS Internet Firewall Toolkit is a set of programs and configuration practices
designed to facilitate the building of network firewalls. Components of the toolkit,
while designed to work together, can be used in isolation or can be combined with other
firewall components. The toolkit software is designed to run on UNIX systems using
TCP/IP with a Berkeley-style "socket" interface.

Installing the toolkit assumes practical experience with UNIX systems administration
and TCP/IP networking. At a minimum, a firewall administrator should be familiar with
installing software and maintaining a running UNIX system. Since components of the
toolkit are released in source code form, familiarity with building packages using make
is required. The toolkit does not try to provide a "turnkey" network firewall, since every
installation's requirements, network topology, available hardware, and administrative
practices are different. Depending on how the toolkit is configured, different levels of
security can be achieved. The most rigorous security configurations are not for
everyone, while for others anything less will not suffice. It is the responsibility of the
firewall installer to understand the security policy of the network that is to be protected,
to understand what constitutes acceptable and unacceptable risks, and to rationalize
them with the requirements of the end users. Performing this analysis is the hardest task
in implementing any security system. The toolkit, unfortunately, cannot do it for you; it
can only provide the components from which to assemble a solution.
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The toolkit consists of three basic components:

• Design Philosophy
• Configuration Practices / Verification Strategies
• Software Tools

An individual considering using the toolkit may use any or none of these components,
as they see fit.

12.2.1.1 Mason: TIS Firewall add-on

Mason is a tool that interactively builds a firewall using Linux' ipfwadm or ipchains
firewalling. You leave mason running on the firewall machine while you are making all
the kinds of connections that you want the firewall to support (and want it to block).
Mason gives you a list of firewall rules that exactly allow and block those connections.

Mason was specifically designed to make it possible for anyone with the ability to
generally find their way around a Linux system to build a reasonably good packet
filtering firewall for any and every system under their control. It takes care of all the
low level grunt work; all you need to do is follow the instructions and be able to run all
the TCP/IP applications that need to be supported.

The real work of the package is done by the mason script. Its job is to convert the log
entries that the Linux kernel produces into ipfwadm or ipchains commands that you can
use in your own firewall.

In order to make it easy to use, I have included a rudimentary tool called mason-gui-
text. It's a very simple shell that handles the setup and creation process for those that
want to be led through the process. I would sincerely like to see it replaced with a nicer
interface.

12.2.1.2 VPN modules

There is no VPN modules available on the TIS distribution.

12.2.2 T.REX firewall

The T.Rex firewall is a highly integrated enterprise security suite that combines
functions that normally require the installation of multiple products. It's hybrid
architecture provides maximum security and performance. Application specific proxies
provide high levels of security and access control tailored for the application. The
Application Program Interface (API) allows site specific extensions to the application
proxy. This provides fine grain application control beyond the standard product. Stateful
Packet Filters can also be employed for applications that do not require the same level
of security. A circuit level proxy is also provided for additional flexibility. This
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unprecedented flexibility allows the security administrator to configure the firewall to
meet their unique site requirements.

The T.Rex network security suite derived from technology that has been securing large
organizations for more than five years. It uses technology developed by dozens of
experts from around the world. Making T.Rex an open source project ensures that it
will continue to remain state-of-the-art. Use of open source means it will be subjected to
wide scale peer review by leading experts. This process will provide users with greater
reliability, more security features and faster response to new security threats. It also
makes the firewall more affordable.

T.Rex is an advanced hybrid firewall designed to repel the most sophisticated attacks
from skilled and determined crackers. Application specific proxies block application
based attacks that pass unnoticed through the best of the stateful packet filters. The
proxy API's also allow local customization to fine tune security controls for third party
applications. The T.Rex fault-tolerant architecture provides multiple levels of error
detection, reporting and recovery. The "fail-safe" architecture blocks the flow of traffic
when an error occurs thus preventing accidental violations of the security policy. Unlike
packet filter firewalls that can fail-open in the event of a hardware or software error
T.Rex will fail-shut blocking unauthorized traffic.

T.Rex logs and controls all traffic between secured and unsecured networks. T.Rex can
be configured to match the security policies of an organization instead of imposing its
own policy upon an organization. T.Rex is easy to install, configure, maintain and use.

T.Rex works with shrink wrapped applications to provide easy and transparent access
from secured to unsecured (Internet) networks.

12.2.2.1 Features

• Application specific proxies for:
o E-mail (SMTP, POP3),
o File Transfer (FTP),
o World Wide Web (HHTP, SHHTP, SSL)
o Terminal Services (Telent, TN3270),
o X Window System (X11),
o Real Audio & Real Video

• Advanced Application proxy with extensible application controls via an API.
• A generalized RPC and UDP proxy
• Hardware assisted Virtual Private Network (VPN)
• Network Address Translation (NAT)
• Socks V4 & V5 Circuit Gateway
• E-mail controls
• Stateful Packet Filtering
• Integrated Content Filtering (URL, Java, ActiveX, JavaScripts, SPAM)
• Integrated fault tolerant High Availability Option (99.999% availability)
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• Integrated Workload Balancing
• High Speed Caching
• Split DNS
• Intrusion Monitoring and Detection
• Graphical User Interface
• Network Scanners
• Integrated Authentication Servers
• Built-in monitors for: Detecting attacks, checking system and network integrity,

performance and capacity
• Automated operations including automatic log management and report

generation
• The Advanced Application Proxy (Aproxy) supports hundreds of TCP client

server applications. Its API allows local customization on an individual
application basis to provide fine grained control of information flow between
client and server. Aproxy supports countless applications including:

• USENET News (NNTP)
• Lotus Notes
• Sybase SQL
• DB2
• Oracle SQL*Net

• Informix
• Microsoft Exchange
• PCAnywhere
• etc

The following table shows the features included with the different firewall versions.

Features Standard DeLuxe Professional
Secure Mail Wrapper X X X
HTTP proxy X X X
Application Proxy X X
FTP proxy X X X
Telnet Proxy X X X
Webgate – reverse HTTP proxy X X
RPC/UDP Proxy X X
xforward proxy X X
socks V5 proxy X X
Real Audio proxy X X
Hardware assisted VPN (Linux) X
Authentication Server X X X
firewall monitor X X X
process monitor X X X
spoof monitor X X X
SYN flood monitor X X X
High Availability Option X X
disk space monitor X X
performance monitor X X
Hoplite GUI admin tool X X
ptelnet client X X
basic reporting tools X X



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 166/204

advanced reporting tools X X
host security scanners X
intrusion detection tools X
remote logging X
Installation Admin Guide X X X
source code X

12.2.2.2 VPN Modules

T.REX Professional edition integrates VPN support.

12.2.2.3 Performance

Firewall performance and throughput vary greatly based on the specific traffic mix and
the size of the system hosting the firewall. The T.Rex firewall is efficiently designed to
provide maximum system throughput without compromising system or network
security. Its support of SMP machines allows it to be scaled up to support large numbers
of users and multiple high speed networks. The performance numbers we provide are
based on measurements with all the security features activated. Some of the other
firewall vendors have published throughput numbers with the firewall features
deactivated.

The T.Rex firewall supports networks with more than 30,000 users.

Web browsing activity tends to dominate firewall resource requirements as it normally
accounts for the largest amount of traffic in terms of transactions and data volume. Use
of the Integrated web cache and URL content filter will improve web response times
and conserve the network bandwidth. To maximize web performance use to following
guidelines:

Product PORTUS-ES12sx PORTUS-ES12m PORTUS RS/6000
F50

PORTUS-ES12i

CPU two Sun UltraSPARC 400
MHz

two Motorola PowerPC 604e
400 MHz

two IBM 604e-X5 332
MHz

two Pentium III Xeon 550
MHz

RAM 256 MB 256 MB 256 MB 256 MB

NICs four 10/100 Ethernet four 10/100 Ethernet four 10/100 Ethernet four 10/100 Ethernet

OS Sun Solaris 2.6 Motorola AIX 4.2 IBM AIX 4.3 Linux

MAX HTTP bps 135 mbps 110 mbps 135 mbps 135 mbps

CPU Utilization 42% 90% 50% 28%

MAX FTP bps 148 114 148 148

CPU Utilization 43% 90% 52% 53%

VPN hardware
assisted

N/A N/A N/A 100 Mbps

CPU Utilization N/A N/A N/A 5%
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12.2.2.4 System requirements

Platforms

• HP-PA 9000/700 and 800
• IBM RS/6000 and PowerPC
• Intel Pentium III and Xeon
• Motorola MATX Embedded systems
• Sun Ultra SPARC systems.

Operating Systems

• AIX 4.2, 4.3
• HP-UX 10.10 and 10.20
• Red Hat Linux 6.1
• Solaris 2.6, 7

12.2.3 SINUS Firewall

One of the goals in the SINUS project is to assess the potential of security without
obscurity. The SINUS Firewall is a TCP/IP packet filter for the Linux operating system.
It is distributed under the GNU General Public Licence and comes with complete source
code, as the Linux operating system does.

The SINUS firewall is a free and easy way to protect your network from the daily
threats of the Internet. It does not guarantee perfect security, however it comes with a
wealth of features, including:

• Filtering of all header fields in the IP, TCP, UDP, ICMP, IGMP packets.

• Intelligent RIP and FTP support.

• Easy to understand, text-based configuration.

• Graphical management interface for configuration of several firewalls.

• Dynamic rules, including counters and time-outs.

• Extensive logging, alerting, and counter intelligence.

• Prevention of packet and address spoofing - GNU GPL license.

12.2.3.1 VPN modules

No VPN modules available with the distribution

12.2.3.2 Performance
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It have been successfully tested the software
• on a 64 kBit Link using a 486/66 MHz (this machine also works as a mail server

and was overloaded)
• on a 128 kBit Link using a P5/90 MHz
• on a 10 MBit Link using a P6/200 MHz (this machine has a 0.00 load average)

12.2.3.3 System Requirements

SINUS FW runs on a Linux compliant PC. It has been successfully tested on i386
machines.
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13 Annex 3: VPN Products Overview

This annex is intended to provide a global vision on the current state of the art from the
different VPN software products provided by the leader manufacturers. The information
showed has been obtained directly from the different manufacturers through their
Internet web sites and their marketing campaigns. Marketing descriptions has been
reduced in order to provide a real description of the different product features and the
current offers of the market-leader manufacturers.

On a second stage of the description, the focus is redirected to the open source solutions
delivered on this arena. Open Source solutions usually are provided through the Internet
by research groups. Advantages of these tools are its research purposes, the possibility
to customize the solutions and its free availability. Between its constraints, usually are
listed the unavailable utilization support and its poor documentation.

13.1 Commercial Products

13.1.1 Axent PowerVPN with RaptorMobile

AXENT VPN solution can be deployed either without the need of a firewall or behind a
non-AXENT firewall product. This flexibility allows customers to place VPN services
behind a firewall, on a separate server, without reducing the security of the connection.
This ensures that the CPU intensive firewall and VPN services can be separated for
improved performance and improved security. This product provides an IPSec
compliant Firewall-independent Virtual Private Network with Free clients.

The PowerVPN server uses Axent proxy scanning technology to monitor traffic passing
through the VPN server. This allows an administrator to establish a secure Extranet
VPNs with third parties such as customers or partners. This also ensures that the 3rd
party is subjected to the same stringent policy rules that are applied to the corporation's
current internal employees.

Users can be managed in groups or individually. Groups enable an administrator to
easily create a set of security policies that are associated with individual user types such
as sales, engineers and management. Each group can then be identified with specific
authentication, subnet, and protocol privileges.

Authentication can be performed using information stored on LDAP servers. This
simplifies the storage of user information by enabling one centralized repository that
can be used by other applications. This also enhances our current support for Windows
NT, Radius, and TACACS+ repositories.

This product has achieve the ICSA IPSec Certification. ICSA IPSec certification means
that the product meets stringent interoperability requirements among products of
different vendors. These requirements are defined by ICSA with the AIAG as an ANX
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VPN user and the IETF. Certified products also meet the requirements of ICSA
Cryptography Product Certification including criteria addressing algorithms,
implementation mistakes, and black-box testing. ICSA also uses the PowerVPN Server
as a reference product for all other product certification testing.

Included with the AXENT VPN server is AXENT's RaptorMobile™. This product is an
easy-to-use, proven virtual private networking (VPN) client that provides
laptop/desktop PC-to-server encryption and authentication. Working with the
PowerVPN ® Server to build secure tunnels through the Internet for safe, secure PC
connections to your corporate LAN, it safely connects your critical business systems to
field sales personnel, telecommuters, remote access and trusted partners.

Technical Features of RaptorMobile

 1-Step Configure: RaptorMobile clients can be configured in one step. The
administrator has the option of providing a "bootstrap" file along with the
installer application. This bootstrap provides all of the necessary configuration
parameters for the user, except their authentication information. This ensures
fewer setup problems and as a result, fewer helpdesk calls. In addition, any
policy changes made by the administrator can be made at the PowerVPN Server
and are automatically downloaded and installed on the client the next time they
connect - transparent and hassle-free.

 1-Step Connect: To ensure ease-of-use, RaptorMobile provides its 1-step
connect feature. This feature allows users to securely connect to your corporate
VPN server in one step. RaptorMobile automatically negotiates with the server
to establish a secure tunnel that adheres to the guidelines of your corporate
policies. Optionally, organizations may choose from a variety of stronger
authentication technologies such as two factor authentication tokens.

 Centralized Management of Virtual Private Networking: RaptorMobile and
the PowerVPN Server work together to make it easy to deploy and control
multiple VPNs. From the Raptor Management Console, an administrator
maintains control over network access by remotely managing your corporation's
VPN Servers.

 IPSec/IKE Standard-Compliant: RaptorMobile is fully compliant with the
IPSec standard. This ensures interoperability with your partners while protecting
your investment.

 Encryption: RaptorMobile supports a variety of encryption protocols, including
exportable DES for RaptorMobile deployment anywhere in the world and Triple
DES for the strongest level of encryption.

 RaptorMobile supports a wide range of popular, strong authentication methods,
including:

 Defender Token and Soft Token o Entrust X.509 Certificates (domestic
only)

 SecurID by Security Dynamics o CRYPTOCard tokens from
CRYPTOCard

 S/Key

13.1.2 Check Point VPN-1 Family
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The VPN-1 family of products has been developed by Check Point to meet the
demanding requirements of Enterprise VPNs providing secure Internet-based
connectivity to corporate networks, remote and mobile users, satellite offices, and
partner sites. Based on Check Point’s FireWall-1 security suite and Check Point’s
powerful VPN technology, the VPN-1 solutions integrate advanced virtual private
networking as a core component of an overall enterprise security policy.

The VPN-1 product family includes solutions that address all aspects of VPNs:
Software-based VPN Gateway products, plug-and-play VPN appliances, client-based
VPN software, VPN acceleration cards, and turnkey Public Key Infrastructure (PKI)
products. This section will cover only the software solutions of the VPN-1 product
family.

13.1.2.1 VPN GateWay

VPN-1 Gateway™ is a tightly integrated software solution combining the market-
leading FireWall-1® security suite with sophisticated VPN technologies. The
cornerstone of Check Point’s Secure Virtual Network architecture, VPN-1 Gateway
meets the demanding requirements of Internet, intranet, and extranet VPNs by providing
secure connectivity to corporate networks, remote and mobile users, satellite offices,
and key partners. VPN-1 Gateway software may be deployed on a range of platforms
for maximum flexibility and scalability.

VPN-1 Gateway supports sophisticated high availability configurations for IPSec
traffic, and provides built-in resiliency for remote access VPNs. Extranets are made
possible through support for industry standards as well as all leading PKI products and
services. For superior performance, VPN-1 Gateway solutions may also include
bandwidth management, compression, and hardware-based VPN acceleration.

Between the product Features it should be enumerated:

 Protects data communications with industry-standard encryption, authentication,
and key management schemes

 Secures valuable corporate resources with FireWall-1
 Enables centralized, integrated, policy-based management of the entire

enterprise security policy
 Includes advanced OpenPKI support, integrated bandwidth management,

compression, and sophisticated High Availability solutions

13.1.2.2  Product Benefits

 Ensures maximum security for corporate resources and Internet communications
 Lowers cost of connecting mobile workers, telecommuters, and branch offices
 Eases network security management and reduces administrative overhead
 Provides scalability, reliability, and superior performance for mission-critical

VPNs
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Security

Check Point VPN-1 Gateway integrates access control, authentication, and encryption
to guarantee the security of network connections, the authenticity of local and remote
users, and the privacy and integrity of data communications.

Access Control

Check Point VPN-1 Gateway supports more than 150 pre-defined applications, services,
and protocols out of the box. VPN-1 Gateway secures all popular Internet services,
including the most commonly used applications like HTTP, SMTP, Telnet, and FTP;
the entire TCP family of applications; and connectionless protocols such as UDP. In
addition, VPN-1 Gateway supports important business applications such as Oracle SQL,
multimedia applications such as RealAudio, and Voice over IP (VoIP) services such as
H.323.

Supported User Authentication Schemes

User Authentication Scheme Verification Mechanism
RADIUS Supports multiple authentication methods

TACACS/TACACS+ Supports multiple authentication methods
Token-based (two factor) Uses hardware token and password

Operating System Password Standard OS password
FireWall-1 Password FireWall-1 gateway password

S/Key Seed-based one-time passwords
Digital Certificates Validated by checking the CA’s signature

Supported Data Authentication Schemes

Data Authentication Scheme Key Length Hash Length
CBC-DES-MAC 56-bit 64-bit

MD5 128-bit 128-bit
SHA-1 160-bit 160-bit

Supported Key Management Schemes

Scheme Process Description
IKE

(ISAKMP/Oakley)
Automatic Optional key management scheme for

IPv4, mandatory for IPv6
FWZ Automatic Internal or external CA/PKI

automatically establishes security
associations and updates public keys

SKIP Automatic Optional key management scheme for
IPv4

Manual IPSec Manual All security associations & keys
distributed manually
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Authentication

One of the most important requirements of a VPN solution is the ability to verify the
identity of the person using the VPN. Once users successfully authenticate themselves,
they gain secure access to network resources such as email, internal Web servers, NT
domain resources, and database applications.

For maximum security and flexibility, VPN-1 Gateway provides integrated support for
multiple user authentication methods. User authentication can be accomplished using
smart cards, token-based products like SecurID, LDAP-stored passwords, RADIUS or
TACACS+ servers, pre-shared secrets, X.509 digital certificates, or even advanced
biometric techniques. In addition, Check Point provides the Secure Authentication API
(SAA), an open application programming interface that enables third-party security
vendors to integrate their leading-edge solutions with VPN-1.

VPN-1 Gateway provides additional flexibility by enabling organizations to utilize any
supported authentication method in conjunction with the Internet Key Exchange (IKE)
for IPSec VPN deployments.

Encryption

Once secure network access has been granted, a VPN solution must protect the privacy
of the data being transmitted. By adhering to the IPSec standard, VPN-1 Gateway
automatically negotiates the strongest possible encryption and data authentication
algorithms available between communicating parties. This includes both DES and
Triple DES for data encryption, and SHA-1 and MD5 for data authentication. In
addition, encryption keys are updated frequently, ensuring maximum security and
providing Perfect Forward Secrecy (PFS) so that older encryption keys  cannot be used
to decipher more recent communications.

Supported Encryption Algorithms

Encryption Key Length
RC4-40 40-bit

CAST-40 40-bit
FWZ-1 48-bit
DES-40 40-bit (32-bit IV)

DES 56-bit
CAST 128-bit

Triple DES 168-bit
RSA Keys 512/1024-bit

Diffie-Hellman Keys 512/1024-bit

Public Key Infrastructure (PKI) Support

Public Key Infrastructures provide the necessary management infrastructure for large
IPSec VPN deployments by enabling the use and management of keys and digital
certificates. By adhering to industry standards such as X.509, PKIs also ensure the
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highest levels of security and interoperability as organizations expand their networks
through remote access and extranet VPNs.

Interoperability through OpenPKI

VPN-1’s OpenPKI support allows customers to choose the PKI solution that best fits
their needs. OpenPKI ensures that VPN-1 Gateways, as well as VPN-1 Appliances and
client solutions, are compatible with all leading PKI products and services. PKI
solutions from vendors such as Entrust, Verisign, Baltimore Technologies, and
Netscape are being certified as part of Check Point’s OPSEC (Open Platform for
Security) Alliance.

Concurrent Support for Multiple Vendors’ Certificate Authorities

VPN-1 Gateway enables the establishment of heterogeneous extranets by supporting the
simultaneous use of digital certificates from multiple CAs (Certificate Authorities). This
capability is absolutely critical to successful deployment of a VPN involving multiple
companies, since each company may have a different VPN solution in use. Concurrent
certificate support allows a single VPN-1 Gateway to simultaneously establish multiple
IPSec connections with gateways using different vendors’ VPN and PKI solutions.

High Availability

Today’s E-Business environments require a fail-safe, secure infrastructure. If a VPN
gateway becomes unreachable for even a few minutes it can mean a substantial financial
loss. Check Point VPN-1 Gateway offers a range of high availability solutions for
business-critical VPNs.

Sophisticated Fail-Over Capabilities

VPN-1 Gateway enables high availability solutions which maintain IPSec connections
during fail-over. Enhanced state table synchronization enables transparent hot standby
configurations for both site-to-site and client-to-site VPN deployments. With
transparent fail-over, mission-critical VPN gateways are always available and sessions
continue seamlessly if a gateway becomes unavailable for any reason. In such an event,
users connected to that gateway will not have to re-authenticate and will not even notice
that an alternate gateway has taken over. Mission-critical operations or high-value
transactions will continue intact without needing to be restarted.

Resilient Remote Access

VPN-1 Gateway, together with either VPN-1 SecuRemote™ or VPN-1 SecureClient,
also provides a cost-efficient alternative to high availability configurations requiring
redundant hardware. In multi-site VPNs, VPN-1 Gateway enables the VPN client to
detect a gateway outage, and then use any available gateway to access network
resources. Thus the VPN connection is established and all traffic is routed correctly
through an alternate gateway with complete user transparency.

Enterprise Management
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Virtual Private Networks are only one component of an organization’s overall network
security strategy. An effective security solution must provide the ability to define VPNs
within a single, enterprise-wide security policy which can be distributed and managed
from one central console. An extensible VPN solution must also be easy to deploy and
administer as the number of users grows.

Check Point’s intuitive graphical user interface provides a single management console
for defining and managing multiple elements of a Secure Virtual Network: firewall
security, VPNs, network address translation, bandwidth management, and data
compression. All object definitions (e.g. users, hosts, networks, and services) are shared
among all applications for efficient policy creation and security management.

Centralized Management

VPN-1 implementations are integrated into an overall enterprise security policy simply
by adding one or more rules to the security rule base. Once a policy has been created or
modified, it is automatically distributed to all security enforcement points.

Check Point’s unified management console and automatic distributed deployment of
policies dramatically increases management efficiency when compared to solutions that
require either multiple management interfaces or per-device policy installation.
Furthermore, overall security is strengthened because the policy is always up-to-date at
all network enforcement points.

Scalability

Check Point VPN-1 deployments scale to accommodate large numbers of VPN nodes—
either users or remote sites. Because VPN-1 Gateway software runs on a variety of
platforms and operating systems, organizations can choose the deployment platform that
best meets their current and projected needs. Furthermore, by supporting standards-
based directory and PKI infrastructures, VPN-1 solutions are able to support large, open
VPN communities with minimal management overhead.

Check Point offers a broad range of VPN products from which organizations can choose
to design the configuration that best meets their requirements. Individual data sheets are
available for the following products:

 VPN-1 SecuRemote: Client-side encryption software to extend the enterprise
VPN to desktop, remote, and mobile users

 VPN-1 SecureClient: Enhanced VPN client software offering centrally
managed personal firewall capabilities and security verification for all enterprise
VPN users

 VPN-1 SecureServer™: Security and VPN connectivity designed specifically
for a single application server

 VPN-1 Appliances™: A complete family of integrated hardware and software
solutions delivering secure Internet access for all size networks

 VPN-1 Accelerator Card™: A plug-and-play hardware PCI card which speeds
VPN performance through acceleration of IPSec encryption
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 FloodGate-1™: Policy-based, enterprise bandwidth management solution
which optimizes network performance by assigning priority to business critical
traffic

 Compression Server Module: Compression for business-critical data flowing
between VPN-1 Gateways which significantly increases site-to-site VPN
performance

 High Availability Module: Seamless fail-over for mission-critical deployments
through clusters of redundant gateways

 VPN-1 Certificate Manager™: A complete turnkey certificate management
system for Check Point’s VPN-1 solutions

13.1.3 F-Secure

F-Secure VPN+ secures the transmission of mission critical data over TCP/IP networks,
such as the Internet. It provides a peerless software-only solution for corporations
giving, for example,

 Traveling employees private access to a corporate LAN / intranet from any dial-
up-point

 IT staff the ability to secure internal networks and partition parts of the network
 Corporate partners permanent or temporary, secure connections (extranet) for

business collaboration

F-Secure VPN+ can route, filter, encrypt and authenticate IPSec and plain-text data
under a comprehensive security policy management infrastructure.

Key Features

 Protects data in transit end-to-end to provide secure remote access, encrypted
LANs, and protected intranets / extranets.

 Operates at the network-layer (IP level) to provide end-users with complete
transparency.

 Tested compliance with IPSec protocol insures interoperability with other
systems.

 Supports workstations, servers, and gateways.
 Role-based policies provide multiple configuration profiles for end-users like

"out-of-office", "at-home", or "in-office".

It is a software-based virtual private network that provides total end-to-end security by
protecting every link in the corporate network chain including clients, servers, and
gateways.

Full Policy Enforcement

F-Secure VPN+ is fully integrated with the F-Secure Policy Manager for enterprise-
wide software distribution, policy creation and management. Security settings for the
entire corporate network can be made from the administrator’s workstation including
role-based policies, which provide multiple configuration profiles for end-users like
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“out-of-office”, “at-home”, or “in-office”. Also, tedious one-computer-at-a-time
installations and one-disk- at-a-time maintenance efforts are eliminated by offering
simultaneous installations from one location.

Powerful Security

F-Secure VPN+ offers full key-length encryption and certificate based authentication,
which guarantees the strongest security for all mission critical networks worldwide. As
a software-only solution, F-Secure VPN+ provides and supports the latest standards
while maintaining high throughput and performance.

Protects data in transit end-to-end to provide secure remote access, encrypted LANs,
and protected intranets / extranets.  Remotely managed with F-Secure Policy Manager
with easy over-the-network deployment and complete end user transparency Role-based
policies  provide multiple configuration profiles for end-users like “out-of-office”, “at-
home”, or “in-office”.

Software-only solution is easy to maintain while needing no extra hardware and
maintaining Ethernet speeds.

Tested compliance with IPSec protocol insures interoperability with other systems.
Supports laptops, desktops, servers, and gateways. Integrates with F-Secure Anti-Virus
and F-Secure FileCrypto so that all of your critical security functionality works together
seamlessly.

Authentication using pre-shared keys, Radius or X.509v3 certificates with support for
all leading PKIs with automated enrolment Optional support for smartcards with F-Secure
Smartcard Extension

Intranets

F-Secure VPN+ provides a cost-effective security solution for intranet connections
between corporate sites and within local area networks (LANs). The LAN can be
partitioned into subdivisions (including wireless LANs) providing IT staff with the
ability to create clear-text or encrypted internal networks within the larger network.

Extranets

F-Secure VPN+ provides strong authentication and filtering for extranet connections
between an organization and its partners, subcontractors, and/or distributors. It keeps
unwanted users out and facilitates secure communication by transparently encrypting inter-
office connections within and host-to-host connections between business partner networks.

Remote Access

F-Secure VPN+ secures the extension of the corporate LAN / intranet to employees on
the road or at home offices from any dial-up point of presence, over cable modem or
DSL connection. Typical remote networking applications, such as e-mail and server-file
access, are secured transparently.
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Public Key Infrastructure (PKI) support

F-Secure VPN+ supports SCEP and LDAP protocols for automated certificate
enrollment, revocation and updating, eliminating the need to manually download
certificates and Certification Revocation Lists (CRLs). F-Secure VPN+ supports
certificates issued by e.g. Entrust, VeriSign, Netscape, Microsoft, Baltimore and RSA
Security.

F-SECURE awards

• ICSA IPSec 1.0a Certification 2000
• Hot Product of 1997: Data Communications
• International Magazine
• Best New Product of 1997: LAN Magazine

Standards

• Encryption :
o DES, 3-DES, CAST, Blowfish

• Authentication
o Certificate-based with RSA or DSS
o signatures, shared secret, IKE-XAUTH
o secured RADIUS

• Integrity
o HMAC-MD5, HMAC-SHA-1

• Key management
o IKE (Main/Aggressive), Diffie -Hellman

• Protocols
o TCP/IP, IPSec ESP/AH, LDAP, SCEP

• Security standards
o IPSec, IKE, IKE-XAUTH, X.509v3,
o RSA, DSS, PKCS 7/10/11, IPComp

• Connection types
o PPP, Ethernet

13.1.4 SSH IPSec Express

The SSH IPSEC Express is a full, portable implementation of the IPsec protocol
intended for OEMs and system integrators who want to include IPsec functionality into
their own products.

SSH IPSEC Express is delivered in ANSI C compliant source code format. This allows
easy integration and verification of the quality of code. It gives the customer full control
over the software, providing a level of flexibility unmatched by any other similar
products.

The SSH IPSEC Express toolkit consists of the following components:
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• SSH IPSEC Packet Interceptor works as the interface between the TCP/IP
stack and the SSH IPSEC Engine. Designed to be simple and efficient, the
interceptor enables easy integration into existing TCP/IP stacks. All IP packets
going from the TCP/IP stack to the network adapter, or vice versa, will go
through this module.

• SSH IPSEC Engine is a streamlined module that performs security
transformations to IP packets, authenticating and encrypting them. It implements
the standards-compliant AH (Authentication Header) and ESP (Encapsulating
Security Payload) protocols.

• SSH IPSEC Policy Manager maintains the security policy. The Policy
Manager handles IKE negotiations, manual keying and the Security Policy
Database (SPD). The IPsec, IKE, and certificate policy as well as the algorithms
can be flexibly configured, and a configuration API can be used to integrate the
Policy Manager with a management application.

• SSH IKE implements the complete standards-compliant Internet Key Exchange
protocol (formerly known as ISAKMP/Oakley). SSH IKE is used to negotiate
the keying material and authenticate the communicating parties before the actual
secure data transmission can begin.

• SSH X.509 Certificate Manager is used for the integration of an IPsec
implementation into an X.509v3 Public Key Infrastructure. The Certificate
Manager provides full compliance with third party CA vendors, LDAP
directories etc., not binding the customer to a specific vendor.

• SSH Cryptographic Library implements all the cryptography needed by the
toolkit, including highly efficient public key cryptography, symmetric
encryption, key exchange, hashes, etc.

• SSH Arithmetic Library implements a set of performance-critical multiple
precision integer arithmetic functions needed by the cryptographic libraries.

• SSH LDAP Library contains functionality to implement a Lightweight
Directory Access Protocol client to request certificates and CRLs from a LDAP
server. The library has built-in SOCKS firewall support.

• SSH HTTP Library implements a HTTP client and server for fetching and
distributing CRLs and implementing management applications. The library has
built-in SOCKS firewall support.

• SSH Utility Library contains utility functions that provide the run-time
environment for the SSH Toolkit.

13.1.4.1 Supported Features

 ESP encryption algorithms 3DES (168 bit), DES (56 bit), Blowfish (40-446 bit),
CAST128 (>80 bit), and the null algorithm. Transform templates make adding
new and custom algorithms very easy.

 AH/ESP authentication algorithms HMAC-MD5 and HMAC-SHA1.
 Both tunnel mode and transport mode.
 Hardware accelerator support.
 Dial-up and DHCP.
 IP-in-IP for tunnel mode operation of AH and ESP.
 Chained transforms (e.g. ESP inside AH).
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 IP packet fragmentation and reassembly.
 Address resolution protocol support for Ethernet.
 Access control for IPSEC traffic based on the identity used on IKE Phase-1

authentication.
 IP-addresses, Fully Qualified Domain Names (FQDNs) and email addresses in

certificates.
 Supports all transforms, including the newest combined transforms and old

legacy transforms.
 Replay prevention with replay window size negotiation.
 Checking the self-describing padding.
 Packet filtering with logarithmic time processing of security rules.
 Minimized amount of data copying in packet processing.
 Selectors based on IP address, subnet address, address range, protocol, and port.
 Caches packet during IKE negotiations.
 TTL exceed and ICMP processing.
 Integrated VPN support.
 Complete IKE support.
 Complete X.509 Certificate support.
 Includes Crypto Library.

13.1.4.2 Optional Features
 AH/ESP authentication algorithms HMAC-RIPEMD and HMAC-TIGER.
 ESP encryption algorithms IDEA, safersk128, RC5, RC6, Mars, Twofish

(customer must obtain required patent licenses, some algorithms may use vendor
specific ID).

 IP Payload Compression Protocol (IPPCP or IPCOMP) with deflate and LZS
algorithms (customer must obtain required patent licenses).

13.2 Open Source Software

13.2.1 Free S/WAN

Project Free S/WAN for Linux overall goal is to make the Internet more secure and
more private, to make Internet "wiretapping" entirely impractical.

IPSEC is designed to support VPNs or virtual private networks, which allow multiple
sites from an organisation (optionally, and its clients, suppliers, etc.) to communicate
securely over an insecure Internet by encrypting all communication between the sites.
The goal is to extend that to a real private network in which anyone who chooses to
communicate securely can do so, in which strong encryption is universally available.

More detailed objectives are:
• help make IPSEC widespread by providing an implementation with no

restrictions.

• provide a high-quality IPSEC implementation for Linux

o portable to all CPUs Linux supports
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o interoperable with other IPSEC implementations.

• extend IPSEC to do opportunistic encryption so that

o any two systems can secure their communications without any pre-
arrangement specific to that connection. All they need do is publish
public key information for IPSEC in Secure DNS and they can
communicate securely with anyone else who has done so.

o a significant fraction of all Internet traffic is encrypted

o it becomes impossible for even huge well-funded agencies to monitor the
net

13.2.1.1 FreeS/WAN parts

KLIPS: Kernel IPSEC Support

KLIPS is KerneL IPSEC Support, the modifications necessary to support IPSEC within
the Linux kernel. KILPS does all the actual IPSEC packet-handling, including

• encryption

• packet authentication calculations

• creation of ESP and AH headers for outgoing packets

• interpretation of those headers on incoming packets
KLIPS also checks all non-IPSEC packets to ensure they are not bypassing IPSEC
security policies.

The Pluto daemon

Pluto is a daemon which implements the IKE protocol. It
• handles all the Phase one ISAKMP SAs

• performs host authentication and negotiates with other gateways

• creates IPSEC SAs and passes the data required to run them to KLIPS

• adjust routing and firewall setup to meet IPSEC requirements.

The IPSec command

The ipsec command is a front end that allows control over IPSEC activity.

13.2.1.2 Key management

There are several ways IPSEC can manage keys. Not all are implemented in Linux
FreeS/WAN.
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IPSEC allows keys to be manually set. In Linux FreeS/WAN, such keys are stored with
the connection definitions in /etc/ipsec.conf.

Manual keying is useful for debugging since it allows to test the KLIPS kernel IPSEC
code without the Pluto daemon doing key negotiation.

In general, however, automatic keying is preferred because it is more secure.

Automatic keying

In automatic keying, the Pluto daemon negotiates keys using the IKE Internet Key
Exchange protocol. Connections are automatically re-keyed periodically.

This is considerably more secure than manual keying. In either case an attacker who
acquires a key can read every message encrypted with that key, but automatic keys can
be changed every few hours or even every few minutes without breaking the connection
or requiring intervention by the system administrators. Manual keys can only be
changed manually; you need to shut down the connection and have the two admins
make changes. Moreover, they have to communicate the new keys securely, perhaps
with PGP or SSH. This may be possible in some cases, but as a general solution it is
expensive, bothersome and unreliable. Far better to let Pluto handle these chores; no
doubt the administrators have enough to do.

Also, automatic keying is inherently more secure against an attacker who manages to
subvert your gateway system. If manual keying is in use and an adversary acquires root
privilege on your gateway, he reads your keys from /etc/ipsec.conf and then reads all
messages encrypted with those keys.

If automatic keying is used, an adversary with the same privileges can read
/etc/ipsec.secrets, but this does not contain any keys, only the secrets used to
authenticate key exchanges. Having an adversary able to authenticate your key
exchanges need not worry you overmuch. Just having the secrets does not give him any
keys. You are still secure against passive attacks. This property of automatic keying is
called perfect forward secrecy, abbreviated PFS.

Unfortunately, having the secrets does allow an active attack, specifically a man-in-the-
middle attack. Losing these secrets to an attacker may not be quite as disastrous as
losing the actual keys, but it is still a serious security breach. These secrets should be
guarded as carefully as keys.

13.2.2 Kame Project

KAME Project is a joint effort to create single solid software set, especially targeted at
IPv6/IPsec. Talented researchers from several Japanese major companies joined the
project. This joint effort will avoid unnecessary duplicated development in same area,
and effectively provides high quality, advanced featured package.

KAME Project aims to provide FREE reference implementations of
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 IPv6
 IPsec (for both IPv4 and IPv6)
 advanced internetworking such as advanced packet queuing, ATM, mobility,

and whatever interesting

on BSD variants.

Currently several BSD variants are being developed including FreeBSD, NetBSD,
OpenBSD, and BSDI as commercial product. They are developing/improving network
code (sys/netinet tree) separately.

Heterogeneity is important, but currently we do not have single shared reference code
for networking. In IPv4 days we had good reference code, such as UCB Network
Releases. When consider to use IPv6, there are several choices already. The problem
here is, even if *BSD projects choose a single IPv6 stack to merge into them, the code
will be maintained by each project separately and these code likely to be quite different
on each project tree.

They thus formed a project to implement and maintain the best available code for
IPv4/IPv6/IPsec/whatever, which will be the basis of advanced internetworking in the
21st century.

KAME project was started as a 2-year project (April 1998 - March 2000). It has got
extension for 2 years, so will be until March 2002 at this moment. Core researchers are
from the following companies (in alphabetical order):

• Fujitsu Limited

• Hitachi, Ltd.

• IIJ Research Laboratory

• NEC Corporation

• Toshiba Corporation

• YDC Corporation

• Yokogawa Electric Corporation
Core researchers have committed to work on the IPv6 stack more than 3 days per week,
in full-time manner. Therefore, the project is the primary task for the core researchers (it
is not a hobby for us). The primary task for them is to implement the best networking
code possible, under BSD copyright. Also note that we provide the achievement as Free
software, we're much interested in usage of this stack in many ways. Thus stability is
one of the very important goal for us.

KAME's code is based on WIDE Hydrangea IPv6/IPsec stack. We are now merging
several other codes provided by above researchers, implementing and improving the
software.
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13.2.3 NIST Cerberus

The NIST Cerberus IPsec Reference Implementation for Linux was developed based on
the current ESP and AH specifications and several of the current algorithm drafts
including the AES draft. A list of the RFCs and Internet Drafts for which this
implementation is based are included below.

For the most part, this is a fully operational IPsec implementation that provides, host-to-
host, host-to-router, and router-to-router IPsec services. The remainder of this document
briefly describes the implementation architecture, some comments on changes made to
IPv4, and a list of what is included with this implementation. How to install the
implementation can be found in the INSTALL document that comes with the
distribution. How to setup associations and use this implementation can be found in
README.sadb, the sadb.n man page, and the xsadb.html page.

Architecturally the code is made up of four components, the Security Association
database (SADB) management routines, the IPsec protocol engine, the cryptographic
transforms and algorithms, and the interface to IP.

The SADB management routines process database requests (add, delete, get) from user
space via a Linux netlink socket. The file /dev/ipsec which is associated with a netlink
socket (defined in /usr/src/linux/include/net/netlink.h) is used for this purpose.
The IPsec protocol engine is made up of a set of functions that process in-bound and
out-bound ESP and AH requests as well as perform some simple policy checks.
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The transforms (now known as algorithms in the current IPsec documentation) are
defined internally as an object with four functions. An in-bound processing function, an
out-bound processing function, a SADB add function and a SADB undelete function.

The cryptographic algorithms (e.g. DES-CBC, Blowfish-CBC, HMAC-MD5, etc.) are
the set of functions that the transforms use to encrypt and decrypt data, as well as
generate and verify authentication data.

The interface to IP required rewriting part of the IP output code and modifying the TCP
routines that use the IP header size in its MSS and PMTU calculations.
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14 Annex 4: Intrusion Detection Products
Overview

This annex is intended to provide a global vision on the current state of the art on the
Intrusion Detection Arena. To achieve this objective, it is performed a short overview of
the different Intrusion Detection products delivered by the leader manufacturers. The
information showed has been obtained directly from the different manufacturers through
their Internet web sites and their marketing campaigns. Marketing descriptions has been
reduced in order to provide a real description of the different product features and the
current offers of the market-leader manufacturers.

On a second stage of the description, the focus is redirected to the open source solutions
delivered on this arena. Open Source solutions usually are provided through the Internet
by research groups. Advantages of these tools are its research purposes, the possibility
to customize the solutions and its free availability. Between its constraints, usually are
listed the unavailable utilization support and its poor documentation.

14.1 Commercial Products

14.1.1 NetProwlerTM

NetProwlerTM  comes bundled with Intruder Alert from Axent Corporation. The Intruder
Alert component supports host-based intrusion detection while the NetProwler
component (previously called ID-Track from Internet Tools, Inc.) supports network-
based detection.

NetProwler incorporates what Axent calls the "Stateful Dynamic Signature Inspection"
virtual processor. This provides a means to integrate small chunks of information being
sniffed on the network into more complex events, to test events against predefined
signatures in real-time, and to install new signatures while keeping the system running.
NetProwler provides signatures for a wide variety of operating system and application
attacks, and allows users to build customized signature profiles using a signature
definition wizard. Examples of attack signatures that NetProwler supports include
denial of service, unauthorized access, vulnerability probes, suspicious or malicious
activity, and activity that is counter to company policies. The tool incorporates a
"Profiler" that supports installation and configuration by probing the network's hosts
and their applications to determine what attack signatures should be installed.

Using the attack signature definition (ASD) user interface, together with the attack
wizard, users can define new attack signatures. In this way, users can characterize
attacks that are composed of single events, repeated events, or series of events. An
attack signature has four elements: a search primitive (a string pattern); a value
primitive (a value or range of values); a reserved keyword (a protocol name such as IP);
and the operating system or application associated with the attack.
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NetProwler also supports automated response capabilities. This includes session
logging, session termination, posting events on the event console, and alerting personnel
through email, paging, and other means.  
 
 
14.1.2 RealSecure

RealSecure from Internet Security Systems is another real time IDS. It uses a three level
architecture consisting of a network-based recognition engine, a host-based recognition
engine, and an administrator's module. The network recognition engine runs on
dedicated workstations to provide network intrusion detection and response. Each
network recognition engine watches the packet traffic traveling over a specific network
segment for attack signaturestelltale evidence that an attempted intrusion is taking
place. When a network recognition engine detects unauthorized activity, it can respond
by terminating the connection, sending email or pager alerts, recording the session,
reconfiguring selected firewalls, or taking other user-definable actions. In addition, a
network recognition engine passes an alarm to the administrator's module or a third-
party management console for administrative follow-up and review.

The host-based recognition engine is a host-resident complement to the network
recognition engine. It analyzes host logs to recognize attacks, determines whether the
attack was successful or not, and provides other forensic information not available in a
real-time environment. Each host engine is installed on a workstation or host, and
thoroughly examines that system's logs for tell-tale patterns of network misuse and
breaches of security. The host engine reacts to prevent further incursions by terminating
user processes and suspending user accounts. It can send alarms, log events, send traps,
send e-mails, and execute user-defined actions.

All recognition engines report to and are configured by the administrative module, a
management console that monitors the status of any combination of UNIX and
Windows NT recognition engines. The result is comprehensive protection, easily
configured and administered from a single location. The administrative module ships
with either recognition engine and is also available as a plug-in module for a variety of
network and systems management environments.  

14.1.3 TripWire

TripwireTM a file integrity assessment tool that was originally developed at Purdue
University. Like NFR, it comes in both public domain and commercial versions; the
public domain version is available in source code for UNIX systems. Tripwire is
different from most other ID tools in that it detects changes in the file system of the
monitored system rather than looking for suspicious activities, per se.

Tripwire computes checksums or cryptographic signatures of files. If these signatures
are computed for a file system that is known to be in a secure or safe configuration and
stored in such a way that they cannot be corrupted, for example, offline or on a write
once medium, they can be compared with a subsequent recomputation of signatures for
the same file system to determine which, if any files have changed. Tripwire can be
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configured to report all changes in the monitored file system or only those of interest to
the administrator. For example, it can check if system binaries have been modified, if
syslog files have shrunk, or if security settings have unexpectedly changed. It can be
configured to perform integrity checks at regularly scheduled intervals and provides
systems administrators with the information they need to implement recovery if
tampering has occurred. Of course, recovery requires that appropriate backups of the
material that has been compromised be available.

Tripwire can facilitate recovery as well as detectiona feature not present in most ID
systems. Tripwire's approach is independent of the type of exploit and it is not necessary
for the exploit to be identified for recovery to be made, however, Tripwire will not
detect an intrusion that does not modify monitored files and the detection will not be
made until the next time Tripwire is run. Unscheduled Tripwire runs are useful for
damage assessment after a suspected or confirmed intrusion.

Tripwire comes in both commercial and free versions. The current commercial release
is version 2.X for a variety of UNIX platforms and Windows NT 4.0. The binary
version of 2.0 for Red Hat Linux 5.1 and 5.2 is available for free. The academic source
release of version 1.3 is also free and represents the state of the program as of 1992.
According to the vendor, all versions of the 2.X Commercial Release features include

• Seamless and invisible cryptographic signingTripwire software for UNIX
employs cryptographic signing technology. Signing the Tripwire database and
policy files maintains the integrity of these critical files, preventing unauthorized
changes and eliminating the need for removable media.

• Y2K complianceTripwire software for UNIX is fully Year 2000 compliant.
• Enhanced policy languageThe Tripwire policy language has been expanded to

include more flexibility in defining rules, as well as the ability to prioritize
violations based upon their criticality.

• Email reportingTripwire software for UNIX sends reports via email to the
appropriate systems administrator(s) based upon individual rule violations.

14.1.4 Internet Security Scanner

Internet Scanner provides automated, network-based security assessment and policy
compliance evaluation. An integrated part of the SAFEsuite® security management
platform, Internet Scanner performs scheduled or event-driven probes of network
communication services, operating systems, routers, e-mail and Web servers, firewalls,
and applications, thereby identifying system weaknesses which could result in
unauthorized network access. Internet Scanner generates reports ranging from
executive-level trend analysis to detailed step-by-step instructions for eliminating
security risks, including automatic links to vendor Web sites for software patches.

Internet Scanner performs scheduled or event- driven probes of network
communication services, operating systems, routers, e-mail, Web servers, firewalls and
applications to identify weaknesses that could be exploited by intruders to gain access to
the network. Regular use of Internet Scanner provides an ongoing analysis and control
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of network security. This information helps administrators and executives manage
security policy as a progressive, evolutionary process.

Highly automated, fast and simple to use – Provides prioritized actions to reduce the
risk of exposure for an organization's most critical online assets. These actions include
detailed descriptions for quickly managing or eliminating security exposures, making
Internet Scanner a "virtual security expert" for staffs with limited security resources.

Structured scanning methodology – Assists administrators in applying appropriate
levels of risk assessment for specific needs. This streamlined, granular approach to risk
management allows security policy

Internet Scanner’s reports produce detailed technical, operational and management
information presented in a logical, easily understood format. Each report provides
access to instructions for corrective action and vendor sites for security patches.

The most comprehensive list of vulnerability checks in the industry - Greatly reduces the
risk of missing an important weakness. Detailed assistance database helps even relatively
inexperienced administrators secure networks and develop enforceable network security
practices.

Tight integration with Database Scanner™ - Works cooperatively with ISS' Database
Scanner to identify new database resources on a network and execute database risk
assessment scans from within the Internet Scanner environment.

Fast, easily managed graphical reporting system - Saves time and money by
accelerating the auditing process. Internet Scanner's side selection of predefined reports
provides different levels of reporting for different audiences (technical detail for
security experts, higher-level trend analyses for executive summaries).

Scalable - Internet Scanner grows with your organization, from smaller networks to
enterprise installations. Multiple scanning levels allow administrators to configure the
amount of desired scanning by specific time, breadth or detail. Parallel scanning
executes multiple scans of large networks simultaneously and easily, checking for and
reporting common vulnerabilities in devices across the enterprise and maximizing
Internet Scanner's return on investment.

Automatic product updates - Self-installing X-Press Updates™ for Internet Scanner's
vulnerability database and program code ensure that the latest network security
information is active and available. FlexCheck™ capability allows customers to write
updates for custom applications.

TCP/IP, Router, Unix and Windows NT/2000 tests from a single tool - Helps maximize
security coverage, control expense, and simplify training and deployment. Hot links to
vendor patches simplify and speed the adoption of network security enhancements.

Backed by the ISS X-Force™ – ISS’ X- Force delivers world-class security research and
development for all SAFEsuite and Managed Security Services offerings. The X-Force
is ISS’ team of leading computer security scientists and intelligence officers. These
information security professionals provide an invaluable edge in managing online risk



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 190/204

and protecting key online digital assets. For more information about the ISS X- Force,
visit the X-Force Web site at xforce.iss.net.

Scan Categories:

• Brute Force Password-Guessing
• Critical NT Issues
• Daemons
• DCOM
• Denial of Service
• DNS
• Email
• Firewalls
• FTP
• IP Spoofing
• NetBIOS
• Network
• NFS
• NetBIOS Shares
• NT Users, Groups, and Passwords
• NT Networking
• NT Registry
• NT Services
• Port Scans
• RPC
• Web Browser Vulnerabilities and Security Zones
• Web Server Scan, Proxy, and CGI-Bin
• X Windows

14.1.5 Axent NetRecon

NetRecon is a network vulnerability assessment tool that discovers, analyzes and
reports holes in network security. NetRecon achieves this by conducting an external
assessment of network security by scanning and probing services on the network.
NetRecon re-enacts common intrusion or attack scenarios to identify and report network
vulnerabilities, while suggesting corrective actions.

Move beyond sequential vulnerability detection and reporting with risk assessment
based on the holistic view of your network. NetRecon differs from other scanners by
offering a patent-pending progressive scanning technology that challenges the network
and systems like a sophisticated tiger team — executing checks in parallel and sharing
information obtained during the scan to search for deeper weaknesses. In addition, it
learns as it goes, adapting the penetration strategy based on previous results.

NetRecon provides root cause analysis with a unique path analysis feature to illustrate
the exact sequence of steps taken to uncover a vulnerability. Unlike other tools that
simply offer explanations of symptoms of problems, NetRecon provides a systematic
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understanding of the causes of the vulnerabilities. With NetRecon, don’t give mounds
of data, it gives the real cause of the problem.

The main highlights of this product are:

• Enterprise support
o Scans multiple operating systems including UNIX, Windows NT,

Windows 95/98 and NetWare and multiple protocols like TCP/IP,
IPX/SPX from a single tool

o Tests servers, firewalls, routers, hubs, name services and Web servers
o Integration with Axent Enterprise Security Manager (ESM) for complete

assessment (host and network) and policy compliance.
• Progressive Scanning

o Parallel processing of checks
o Shares information on penetration strategy and results across the scan
o Searches deeper for weaknesses resulting in more thorough assessment

• Easy, Fast Graphical User Interface
o Views scan progress in real-time graphical display

• Flexible Reports
o Generates reports tailored to the audience
o Supports a variety of formats including Word, Excel and html that you

can view with your browser
o Can create customized reports

• Unique Path Analysis
o Illustrates the exact sequence of steps an intruder would take to identify

or exploit a vulnerability.
o Identifies vulnerabilities and provides recommendations on how to fix

the problems
• Web Updates.

o Upgrades available from the Web with the latest security updates.

14.2 Open Source

14.2.1 Shadow

Shadow uses what it calls sensor and analysis stations. Sensors are usually located at
important points in the network, such as outside a firewall, while the analysis station is
located inside the firewall. Sensors extract the packet headers and save them to a file.
This is read hourly by the analyst station, which then performs the filtering operation
and generates a second log file. The Shadow philosophy is not to provide alerts when
events are identified. This approach was motivated through experience with other ID
systems, where many alerts turned out to be false alarms and were distracting and
annoying.

The sensor station uses the libpcap utility developed by the Lawrence Berkeley
Laboratories Network Research Group to provide a basic sniffer capability. The station
does not preprocess the data, thus preventing an intruder from checking what is done
with the packets.
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Major support for analysis is provided by tcpdump through which packet filters are
defined and executed. However, some intrusions were difficult to detect with tcpdump
filters, particularly those involving infrequent probes. For these types of events, Shadow
provides a Perl-based tool, one_day_pat.pl, as part of its kit. This allows one to scan for
low-frequency patterns that may occur in more than one log file. Filters can be simple or
compound (Boolean) collections of simpler filters. An example of a simple filter is tcp
and dest port 23. This simple filter selects packets with the TCP protocol and destination
port 23 (i.e., telnet).
The analysis station uses a Web-based interface to display information from the sensors,
or to display the results of filtering operations on the raw data. Shadow runs on many
UNIX systems and on open source systems like FreeBSD or Linux.  

14.2.2 Snort

Snort is a lightweight network intrusion detection system, capable of performing  real-
time  traffic analysis and packet logging on IP networks.  It  can perform protocol
analysis, content searching/matching and can be used to detect a variety of attacks and
probes,  such as buffer overflows, stealth port scans, CGI attacks, SMB probes, OS
fingerprinting attempts, and much  more.  Snort  uses a flexible rules language to
describe traffic that it should collect or pass, as well as a detection engine  that  utilizes
a modular plugin architecture.  Snort has a real-time alerting capability as well,
incorporating alerting mechanisms for syslog, a user specified file, a UNIX socket, or
WinPopup messages to Windows clients using Samba's smbclient.

Snort has three primary uses.   It can be used as a straight packet sniffer like
tcpdump(1), a packet logger (useful for network traffic debugging, etc), or as a full
blown network intrusion detection system.

Snort logs packets in either tcpdump(1) binary format  or in  Snort's decoded  ASCII 
format to logging directories that are named based on the IP address of the "foreign"
host .

Snort's architecture is focused on performance, simplicity, and flexibility.  There are
three primary subsystems that make up Snort: the packet decoder, the detection engine,
and the logging and alerting subsystem.

These subsystems ride on top of the libpcap promiscuous packet sniffing library, which
provides a portable packet sniffing and filtering capability. Program configuration, rules
parsing, and data structure generation takes place before the sniffer section is initialized,
keeping the amount of per packet processing to the minimum required to achieve the
base program functionality.

The packet decoder

The decode engine is organized around the layers of the protocol stack present in the
supported data-link and TCP/IP protocol definitions.  Each subroutine in the decoder
imposes order on the packet data by overlaying data structures on the raw network
traffic.  These decoding routines are called in order through the protocol stack, from the
data link layer up through the transport layer, finally ending at the application layer.
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Speed is emphasized in this section, and the majority of the functionality of the decoder
consists of setting pointers into the packet data for later analysis by the detection engine.
Snort provides decoding capabilities for Ethernet, SLIP, and raw (PPP) data-link
protocols.  ATM support is under development.

The detection engine

Snort maintains its detection rules in a two dimensional linked list of what are termed
Chain Headers and Chain Options.  These are lists of rules that have been condensed
down to a list of common attributes in the Chain Headers, with the detection modifier
options contained in the Chain Options.  For example, if forty five CGI-BIN probe
detection rules are specified in a given Snort detection library file, they generally all
share common source and destination IP addresses and ports.  To speed the detection
processing, these commonalities are condensed into a single Chain Header and then
individual detection signatures are kept in Chain Option structures.

These rule chains are searched recursively for each packet in both directions.  The
detection engine checks only those chain options which have been set by the rules
parser at run-time.  The first rule that matches a decoded packet in the detection engine
triggers the action specified in the rule definition and returns.

A major overhaul of the detection engine is currently in the planning and development
stage.  The next version of the engine will include the capability for users to write and
distribute plug-in modules and bind them to keywords for the detection engine rules
language.  This will allow anyone with an appropriate plug-in module to add significant
detection functionality to Snort and customize the program for specific jobs.

The logging/alerting subsystem

The alerting and logging subsystem is selected at run-time with command line switches.
There are currently three logging and five alerting options.

The logging options can be set to log packets in their decoded, human readable format
to an IP-based directory structure, or in tcpdump binary format to a single log file.  The
decoded format logging allows fast analysis of data collected by the system.  The
tcpdump format is much faster to record to the disk and should be used in instances
where high performance is required.

Logging can also be turned off completely, leaving alerts enabled for even greater
performance improvements.

Alerts may either be sent to syslog, logged to an alert text file in two different formats,
or sent as WinPopup messages using the Samba smbclient program.  The syslog alerts
are sent as security/authorization messages that are easily monitored with tools such as
swatch.  WinPopup alerts allow event notifications to be sent to a user-specified list of
Microsoft Windows consoles running the WinPopup software.  There are two options
for sending the alerts to a plain text file; full and fast alerting.  Full alerting writes the
alert message and the packet header information through the transport layer protocol.
The fast alert option writes a condensed subset of the header information to the alert
file, allowing greater performance under load than full mode.  There is a fifth option to
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completely disable alerting, which is useful when alerting is unnecessary or
inappropriate, such as when network penetrations tests are being performed.

14.2.3 AIDE

Advanced Intrusion Detection Environment ( Solaris , Linux , FreeBSD , Unixware,
BSD, AIX ) -  creates a database from the regular expression rules that it finds from the
config file. This database can be used to verify the integrity of the files. It has several
message digest algorithms (md5,sha1,rmd160,tiger,haval,etc.) that are used to check the
integrity of the file. More algorithms can be added. All of the usual file attributes can be
checked for inconsistencies.

Aide constructs a database of the files specified in Aide.conf, Aide's configuration file.
The Aide database stores various file attributes including: permissions, inode number,
user, group, file size, mtime and ctime, atime, growing size and number of links. Aide
also creates a cryptographic checksum or hash of each file using one or a combination
of the following message digest algorithms: sha1, md5, rmd160, tiger (crc32, haval and
gost can be compiled in if mhash support is available).

Typically, a system administrator will create an AIDE database on a new system before
it is brought onto the network. This first AIDE database is a snapshot of the system in
it's normal state and the yardstick by which all subsequent updates and changes will be
measured. The database should contain information about key system binaries, libraries,
header files, all files that are expected to remain the same over time. The database
probably should not contain information about files which change frequently like log
files, mail spools, proc filesystems, user's home directories, or temporary directories.

After a break-in, an administrator may begin by examinining the system using system
tools like ls, ps, netstat, and who --- the very tools most likely to be trojaned. Imagine
that ls has been doctored to not show any file named "sniffedpackets.log" and that ps
and netstat have been rewritten to not show any information for a process named
"sniffdaemond". Even an administrator who had previously printed out on paper the
dates and sizes of these key system files can not be certain by comparison that they have
not been modified in some way. File dates and sizes can be manipulated, some better
root-kits make this trivial.

While it is possible to manipulate file dates and sizes, it is much more difficult to
manipulate a single cryptographic checksum like md5, and exponentially more difficult
to manipulate each of the entire array of checksums that Aide supports. By rerunning
Aide after a break-in, a system administrator can quickly identify changes to key files
and have a fairly high degree of confidence as to the accuracy of these findings.

Unfortunately, Aide can not provide absolute sureness about change in files. Like any
other system files, Aide's binary and/or database can also be altered.

14.2.4 Nessus



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 195/204

The "Nessus" Project aims to provide to the internet community a free, powerful, up-to-
date and easy to use remote security scanner.

A security scanner is a software which will audit remotely a given network and
determine whether bad guys (aka 'crackers') may break into it, or misuse it in some way.

Unlike many other security scanners, Nessus does not take anything for granted. That is,
it will not consider that a given service is running on a fixed port - that is, if you run
your web server on port 1234, Nessus will detect it and test its security. It will not make
its security tests regarding the version number of the remote services, but will really
attempt to exploit the vulnerability.

Nessus is very fast, reliable and has a modular architecture that allows you to fit it to
your needs the features of the Nessus Security Scanner :

Here are the features of the Nessus Security Scanner:
• Plug-in architecture. Each security test is written as an external plugin. This

way, you can easily add your own tests without having to read the code of the
nessusd engine.

• NASL. The Nessus Security Scanner includes NASL, (Nessus Attack Scripting
Language) a language designed to write security test easily and quickly.
(security checks can also be written in C)

• Up-to-date security vulnerability database. We mostly focus on the
developement of security checks for recent security holes. Our security checks
database is updated on a daily basis.

• Client-server architecture. The Nessus Security Scanner is made up of two parts:
a server, which performs the attacks, and a client which is the frontend. You can
run the server and the client on different systems. That is, you can audit your
whole network from your personnal computer, whereas the server performs its
attacks from the main frame which is upstairs. There are several clients : one for
X11, one for Win32 and one written in Java

• Can test an unlimited amount of hosts at the same time. Depending of the power
of the station you run the Nessus server onto, you can test two, ten or forty hosts
at the same time

• Smart service recognition. Nessus does not believe that the target hosts will
respect the IANA assigned port numbers. This means that it will recognize a
FTP server running on a non-standard port (31337 say), or a web server running
on port 8080

• Multiples services. Imagine that you run two web servers (or more) on your
host, one on port 80 and another on port 8080. When it will come to testing their
security, Nessus will test both of them

• Tests cooperation. The security tests performed by Nessus cooperate so that
nothing useless is made. If your FTP server does not offer anonymous logins,
then anonymous-related security checks will not be performed.
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• Cracker behavior. Nessus does not believe that version x.y.z of a given software
is immune to a security problem. 95% of the security checks will actually
perform their job - they'll try to overflow your buffers, relay some mails, and
even to crash down your computer !

• Complete reports: Nessus will not only tell you what's wrong on your network,
but will, most of the time, tell you how to prevent crackers from exploiting the
security holes found and will give you the risk level of each problem found
(from Low to Very High)

• Exportable reports: The Unix client can export Nessus reports as ASCII text,
LaTeX, HTML, "spiffy" HTML (with pies and graphs) and an easy-to-parse file
format.

• Multilingual support. Nessus can issue reports in English or in French. More
languages are to come.

• Independent developers. The Nessus developers are independent from the rest of
the world, so we will not hide a security vulnerability in the program XYZ
because we have a contract with them.

• Commercial support. The development team can optionally provide commercial
support contracts for Nessus.

14.2.5 SARA

The Security Auditor's Research Assistant (SARA) is a third generation Unix-based
security analysis tool that is:

• SANS/ISTS Certified
• CVE standards support
• Enterprise search module
• Sandalone or daemon mode
• Free-use open license
• Updated twice a month
• User extension support
• Based on the SATAN model

The first generation assistant, the Security Administrator's Tool for Analyzing Networks
(SATAN) was developed in early 1995. It became the benchmark for network security
analysis for several years. However, few updates were provided and the tool slowly
became obsolete in the growing threat environment.

Advanced Research's philosophy relies heavily on software re-use. Rather than
inventing a new module, SARA is adapted to interface to other community products.
For instance, SARA interfaces with the popular NMAP package for superior "Operating
System fingerprinting". Also, SARA provides a transparent interface to SAMBA for
SMB security analysis.
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15 Annex 5: Glossary

Access Control: Limiting the flow of information from the resources of a system only
to authorized persons, programs, processes, or other systems in a network.

Access Control: a method of restricting access to resources, allowing only privileged
entities

Accounting: The methods by which one can establish who or what performed a certain
action, such as tracking a user's data connection and logging system users.

AES (Advanced Encryption Standard): NIST approved standards, assumed for next
20-30 years.

Algorithm (encryption): A set of mathematical rules (logic) used in the processes of
encryption and decryption.

ANSI (American National Standards Instituted): develops standards through various
Accredited Standards Committees (ASC). X9 committee focuses on
security standards for the financial services industry.

Asymmetric Algorithm: A cryptographic algorithm that uses different keys for
encryption and decryption; also called a public-key algorithm.

Asymmetric Keys: a separate but integrated user key-pair, comprised of one public-key
and one private-key. Each key is one way, meaning that a key used to
encrypt information cannot be used to decrypt the same data.

Attack: The act of trying to bypass security controls on a system. An attack can be
active, resulting in the alteration of data, or passive, resulting in the release
of data.

Attribute Authority (AA) : An authority trusted by one or more users to create and
sign attribute certificates. It is important to note that the AA is responsible
for the attribute certificates during their whole lifetime, not just for issuing
them.

Attribute Certificate (AC): A data structure containing a set of     attributes for an end-
entity and some other information, which is digitally signed with the
private key of the AA which issued it.

Audit trail: A chronological record of system activities that is sufficient to enable the
reconstruction and examination of a given sequence of events.

Authentication: The process of validating the claimed identity of an end user or a
device such as a host, server, switch, router, and so on.

Authentication: to prove genuine by corroboration of the identity of an entity.
Authentication, Authorization, Accounting (AAA): The security elements usually

used to provide secure access to resources.
Availability: A state in computing systems and networks in which the system is

operable and can ran the services it is supposed to offer.
Bastion Host: A host that provides a network's first line of defense against security

threats originating from external sources. Such a host is usually located on
a separate LAN segment, in front of the corporate firewall or in the DMZ.

Biometries: The process of using hard-to-forge physical characteristics of individuals,
such as fingerprints and retinal patterns, to authenticate users.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 198/204

Brute-force Attack: A way of trying to break an encryption algorithm in which every
possible key is applied to the encrypted text to determine whether the
resulting plaintext is meaningful.

Certificate: A message, digitally signed with the private key of a trusted third party
(see certificate authority), stating that a specific public key belongs to
someone or something with a specified name and set of attributes.

Certification Authority (CA): An authority trusted by one or more users to create and
assign public key certificates. Optionally the CA may create the user's
keys. It is important to note that the CA is responsible for the public key
certificates during their whole lifetime, not just for issuing them.

Certificate Policy (CP): A named set of rules that indicates the applicability of a public
key certificate to a particular community or class of application with
common security      requirements. For example, a particular certificate
policy might indicate applicability of a type of public key certificate to the
authentication of electronic data interchange transactions for the trading of
goods within a given price range.

Certification Practice Statement (CPS): A statement of the practices which a CA
employs in issuing public key certificates.

CERT (Computer Emergency Response Team): Security clearinghouse that
promotes security awareness. CERT provides 24-hour technical assistance
for computer and network security incidents. CERT is located at the
Software Engineering Institute at Carnegie Mellon University in
Pittsburgh, PA.

Certification: endorsement of information by a trusted entity.
Cipher: A procedure that transforms data between readable text and ciphertext; a

cryptographic algorithm.
Compromise: In the context of security, to invade something by getting around its

security procedures.
Confidentiality: Ensuring that information is not disclosed to people who are not

explicitly intended to receive it.
Cryptographic Key: A digital code that can be used to encrypt, decrypt, and sign

information.
Cryptography: The science of writing or reading coded messages.
Cryptography: the art and science of creating messages that have some combination of

being private, signed, unmodified, with non-repudiation.
Data Encryption Standard (DES): A secret key cryptographic scheme standardized

by NIST.
Data Integrity: The process of ensuring that data has not been altered or destroyed

during transit.
Decryption: the process of turning ciphertext back into plaintext.

denial of service (DoS) attack: Any action that prevents any part of a
network or host system from functioning in accordance with its intended
purpose.

Demilitarised zone (DMZ): Part of company network accessible from untrusted
networks. This zone usually is used to host the company servers that need
to have connection outside the organization.

Dictionary Attack: a calculated brute-force attack to reveal a password by trying
obvious and logical combinations of words.
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Digital Signature: The digital equivalent of a written signature, providing
cryptographic evidence that the original document is authentic, unaltered,
not forged and non-repudiable, almost always using a public-key
algorithm.

Encryption: A method of scrambling information in such a way that it is not readable
by anyone except the intended recipient, who must decrypt it to read it.

End-entity: A subject of a certificate who is not a CA in the PKIC or an AA in the
PMI. (An EE from the PKI can be an AA in the PMI.)

FIPS (Federal Information Processing Standard): U.S. government standards
published by NIST.

Firewall: A system, based on either hardware or software, used to regulate traffic
between two networks.

Hash: a one-way function – a function that produces a message digest that cannot be
reversed to produced the original.

IDEA (International data Encryption Algorithm): a 64-bit block symmetric cipher
using 128-bit keys based on mixing operations from different algebraic
groups. Considered one of the strongest algorithms.

IETF (Internet Engineering Task Force): a large open international community of
network designers, operators, vendors, and researchers concerned with the
evolution of the Internet architecture and the smooth operation of the
Internet. It is open to any interested individual.

Identity Certificate: a signed statement which binds a key to the name of an individual
and has the intended purpose of delegating authority from that named
individual to the public key.

Impersonation: The process of pretending to represent something you're not.
Integrity: The process of ensuring that the data has not been altered except by people

who are explicitly intended to modify it.
IP Security Protocol (IPsec): A set of protocols for protecting IP packets.
Kerberos: a trusted-third-party authentication protocol developed at MIT.
Key Management: the process and procedure for safely storing and distributing

accurate cryptographic keys, the overall process of generating and
distributing cryptographic key to authorized recipients in a secure manner.

MD5 (Message Digest 5): 128-bit one-way hash function designed by Ron Rivest, very
widely used.

NAT (Network Address Translator): RFC 1631, a router connecting two networks
together; one designated as inside, is addressed with either private or
obsolete addresses that need to be converted into legal addresses before
packets are forwarded onto the other network (designated as outside).

National Institute of Standards and Technology (NIST): An agency of the U.S.
government that establishes national technical standards.

Non-Repudiation: A property of a cryptographic system that prevents a sender from
denying later that he or she sent a message or performed a certain action.

One-way Function: a function of a variable string to create a fixed length value
representing the original pre-image, also called message digest, fingerprint,
message integrity check (MIC).

Passphrase: an easy-to-remember phrase used for better security than a single
password, key crunching converts it into a random key.

Password: A protected, private character string used to authenticate an identity.
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Password: a sequence of characters or word that a subject submits to a system for
purposes of authentication, validation, or verification.

PGP (Pretty Good Privacy): an application and protocol (RFC 1991) for secure e-mail
and file encryption developed by Phillip R. Zimmermann, originally
published as Freeware, the source code has always been available for
public scrutiny. PGP uses a variety of algorithms, like IDEA, RSA, Diffie-
Hellman, CAST, DSA, MD5, SHA-1 for providing encryption,
authentication, message integrity and key management. PGP is based on
the “Web-of-Trust” model and has world-wide deployment.

Public Key Certificate (PKC): A data structure containing the public key of an end-
entity and some other information, which is digitally signed with the
private key of the CA which issued it.

Public Key Infrastructure (PKI): The set of hardware, software, people, policies and
procedures needed to create, manage, store, distribute, and revoke PKCs
based on public-key cryptography.

Privilege Management Infrastructure (PMI): A collection of ACs, with their issuing
AA's, subjects, relying parties, and repositories, is referred to as a Privilege
Management Infrastructure.

Private Key: the privately held “secret” component of an integrated asymmetric key
pair, often referred to as the encryption key.

Public key: A digital code used to encrypt information and verify digital signatures.
This key can be made widely available; it has a corresponding private key.

RA (Registration Authority): responsible for authorizing entities, distinguished by
unique names, as members of a security domain, this involves associated a
user with specific key material. RAs work on behalf of the CA.

RFC (Request for Comment): the document series serving as the backbone for IETF
work. Includes the FYI (informational) and STD (standard) subseries, as
well as draft and proposed standards. No cryptographic protocol has yet
achieved full IETF standards status. RFC’s are referenced by their RFC
number.

Registration Authority (RA): An optional entity given responsibility for performing
some of the administrative tasks necessary in the registration of subjects,
such as: confirming the subject's identity; validating that the subject is
entitled to have the values requested in a PKC; and verifying that the
subject has possession of the private key associated with the public key
requested for a PKC.

Relying party: A user or agent (e.g., a client or server) who relies on the data in a
certificate in making decisions.

Root CA: A CA that is directly trusted by an EE; that is, securely acquiring the value of
a Root CA public key requires some out-of-band step(s). This term is not
meant to imply that a  Root CA is necessarily at the top of any hierarchy,
simply that the CA in question is trusted directly.

Risk: The possibility that a particular vulnerability will be exploited.
Risk analysis: The process of identifying security risks, determining their impact, and

identifying areas requiring protection.
Secret Key: either the “private key” in public-key (asymmetric) algorithms or the

“session key” in symmetric algorithms.
Secret Key: A digital code that is shared by two parties; it is used to encrypt and

decrypt data.



Information Security Technologies Report Virtual Real World

IRMA/WP1/Task 4-6 201/204

Secure Channel: a means of conveying information from one entity to another such
that an adversary does not have the ability to reorder, delete, insert or read
(SSL, IPSEC).

Secure Shell (SSH): A protocol for secure remote login and other secure network
services over an insecure network.

Security Perimeter: The boundary at which security controls are placed to protect
network assets.

Security Policy: The set of rules and practices that regulate how an organization
manages, protects, and distributes sensitive information.

Session Key: the secret (symmetric) key used to encrypt each set of data on a
transaction basis. A different session key is used for each communication
session.

SKIP (Simple Key for IP): simple key-management for Internet protocols, developed
by Sun Microsystems, Inc.

Smart Card: A credit-card-sized device with an embedded computer chip, also called a
token, which can store digital certificates that can establish one's identity.

Spoofing: An attempt to gain access to a networked device by posing as an authorized
user, device, or program.

SSL (Secure Socket Layer): developed by Netscape to provide security and privacy
over the Internet. Supports server and client authentication and maintains
the security and integrity of the transmission channel. Operates at the
transport layer and mimics the “sockets library”, allowing it to be
application independent. Encrypts the entire communication channel and
does not support digital signatures at the message level.

Symmetric Algorithm: an encryption algorithm in which the same secret is used for
both encryption and decryption. Also known as conventional, secret-key
and single-key algorithms. Block and stream ciphers are classes of
symmetric algorithms.

Subordinate CA: A "subordinate CA" is one that is not a Root CA for the EE in
question. Often, a subordinate CA will not be a Root CA for any entity but
this is not mandatory.

Subject: A subject is the entity (AA, CA, or EE) named in a certificate, either a PKC or
AC. Subjects can be human users, computers (as represented by Domain
Name Service (DNS) names or Internet Protocol (IP) addresses), or even
software agents.

Time Stamp Authority (TSA): A TSA is a trusted Third Party who provides a "proof-
of-existence" for a particular datum at an instant in time.

Timestamping: recording the time of creation or existence of information.
Threat: Any circumstance or event with the potential to cause harm to a networked

system. A threat can take the form of malicious demands, such as network
intruders, and non-malicious dangers, such as lightning strikes.

Top CA: A CA that is at the top of a PKI hierarchy.
TLS (Transport Layer Security): an IETF draft, version 1 is based on the Secure

Sockets Layer (SSL) version 3.0  protocol, and provides communications
privacy over the Internet.

TTP (Trusted Third-Party): a responsible party in which all participants involved
agree upon in advance to provide a service or function, such as
certification, by binding a public-key to an entity, time-stamping, or key-
escrow.
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Unauthorized Access: The capability of reaching a certain area, either a physical
location or a logical computer network, without permission.

Validation: a means to provide timeliness of authorization to use or manipulate
information or resources.

Verification: to authenticate, confirm or to establish accuracy.
VPN (Virtual Private Network): allows private networks to span from the end-user,

across a public network (Internet) directly to the Home Gateway of choice,
such as your company’s Intranet.

Vulnerability: A weakness in security procedures, network design, or implementation
that can be exploited to violate a corporate security policy.

X.509v3: an ITU-T digital certificate that is an internationally recognized electronic
document used to prove identity and public key ownership over a
communication network. It contains the issuer’s name, the user’s
identifying information, and the issuer’s digital signature, as well as other
possible extensions in version 3.


